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There have been times, lately, when I dearly

wished that I could change the past. Well, I

can’t, but I can change the present, so that

when it becomes the past it will turn out to

be a past worth having.

Terry Pratchett
— I Shall Wear Midnight



Abstract

This thesis explores the potential role of virtual reality in allowing users to
make full use of the space around them for computing tasks, and the impact
such an environment could have when using conventional application software.

As computers have become more core to our lives, the number of tasks
that we perform on them have increased. Computer systems have evolved
their support for multiple tasks through software tooling to aid management
and layout of windows, and adoption of large- or multi-display output devices
to increase digital work space. While usage of software tooling is mixed among
users, a steady trend in adoption of larger and more numerous displays has
been observed, suggesting that these adaptations are important to users. These
developments may not be sufficient however, as users still encounter issues
with layout and identification of task-related windows that impact on their
performance.

Use of modern, high-quality, mass-market virtual reality devices to replace
existing displays has the potential to address the shortcomings of existing solu-
tions. These devices can present large virtual environments in which windows
can be laid out, and provide novel interaction techniques for facilitating lay-
out, organisation, and identification of windows. While widespread adoption
of such technology might lead to purpose-built applications to replace existing
systems; in the short-term finding ways to support existing applications in im-
mersive virtual environments would be helpful. Translating existing tasks and
windows into a new virtual environment presents challenges around usability,
interaction, and performance, and the impacts of these need to be evaluated.

This thesis addresses the impact of an immersive virtual environment when
working with existing, familiar applications and interactions. Reading perform-
ance is identified as a critical task through observation of users at work, and the
users’ reading performance is measured in an immersive virtual environment
developed for the experiment; and compared to performance on conventional
displays. It is shown that with careful setup, reading tasks can be performed
at the same level as on conventional displays, and that under less ideal circum-
stances accuracy of reading can be maintained at the expense of speed. Font
attributes identified as potential candidates for improving text legibility are



iv

investigated, and the presence of ClearType font smoothing is demonstrated
to have beneficial effects on the distance at which text can be read within the
presented environment. Finally, informal feedback from users of the developed
environment suggests that the use of conventional mouse and keyboard con-
trols translates well into a spherical virtual environment, although not being
able to see the devices was of concern.
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Chapter 1

Introduction

When focusing on professional workers and their computer use, it is clear that
the number of tasks that a user is expected to manage and perform on-screen
has increased over time. This increase leads to problems when it comes to the
number of documents and windows they have open at any given time, with
marked decreases in productivity observed as their workspaces become more
cluttered. To help address this, different assistive technologies are included
in the computer window manager to aid with organising and locating items,
helping computer users better lay out their tasks, and to aid in switching. In
addition, it is increasingly common to see multiple displays being attached to
computers, increasing the physical space available upon which tasks can be
displayed and arranged.

These approaches to aiding computer users in dealing with quantity of
windows do not scale up indefinitely. Assistive technologies suffer from a lack
of discoverability or interest amongst users, leading to a lack of awareness or
usage of techniques that could be helpful. Increasing the number of displays
that a computer user has access to seems to have a more direct impact on
productivity, with measurable impacts and an easier adoption. The number
of additional displays that a computer user can make use of is limited both by
capability of the computer system and the available space to place the displays.
Adding displays and the requisite hardware to drive them is an expensive un-
dertaking, with graphics cards capable of managing larger numbers of displays
commanding a price premium. These limitations mean that some users may
be limited to a fewer number of displays than desired, limiting potential pro-
ductivity improvements and satisfaction.

Despite computers still maintaining the conventional look, alternative dis-
play and input technologies have been investigated. While these have not been
adopted into mainstream computing, there has been significant activity in the
academic space right back to the initial adoption of home computing. An al-
ternative to conventional display monitors that has been of particular interest
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is the use of virtual reality (VR) devices, which can offer virtual workspaces of
varying types that promise more natural organisations of items, and increased
space in which to arrange them. While promising results have been presented
around the use of these devices, they have not taken over as primary output
devices for computers.

Lack of general availability of virtual reality devices is commonly blamed
for the lack of adoption, with the only items on the market being expensive,
and of quality that lags behind the conventional monitors. In recent years how-
ever, immersive virtual reality (IVR) devices have been released that address
these issues, with devices offering high resolutions, low weights, and relative
affordability. While the primary focus of these consumer devices is entertain-
ment, the increased availability and desirability reawakens the idea that these
could be used as general-purpose computing interfaces that could replace con-
ventional single or multiple display computing environments, whilst reducing
overall costs and space requirements. If focus were to be placed on a seated vir-
tual reality experience, existing office environments would be able to support
changing to these devices with no change to workspace requirements.

VR devices for general computing have been investigated in the past, how-
ever priority has been placed on how such an environment could be created,
and how users can engage in novel interactions within them. This research has
also historically been limited by the specifications and availability of devices
at the time. The area has seen renewed interest commensurate with the in-
creasing availability and specifications of modern VR devices, but the focus of
research remains similar.

If virtual reality devices did find a place in the general computing market,
interfaces and applications designed with the advantages and disadvantages of
the devices would be developed that would be used in preference to existing
software. During adoption however, many applications would not immediately
have such an interface or alternative software that could reasonably replace it.
During the transitional period between the conventional computing space and
a hypothetical virtual reality device interaction future, providing support for
displaying and interacting with conventional applications with minimal or no
modifications required by the software vendor would be helpful.
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1.1 Research Questions
From the hypothetical transition, from desktop to immersive virtual environ-
ment, the central research question of this thesis emerges. What this thesis
seeks to address in part is:

To what extent can applications designed for conven-
tional interfaces and displays be presented and used in-
side a general-purpose immersive virtual reality environ-
ment with only user preference modifications?

To support research into this question and to limit the scope of investiga-
tion, several more specific questions need to be investigated and answered.

1.1.1 Conventional Computing

We have some idea of what computer hardware and software is used by com-
puter users worldwide from various sources. The Steam Hardware survey re-
leases data monthly that collects information about computer hardware in use
by users of the Steam game distribution platform, but this data is limited for
this question. It only collects information about users of the platform, which
is an entertainment platform unlikely to be found on an office machine. It
collects hardware information, but presents statistics over the information col-
lected, and doesn’t give a population breakdown. We can see for example the
primary and multi display resolutions and how they rank, but we cannot see
the proportion that utilise multi display setups. This limits the conclusions
that we can draw with regards to how widespread use of such setups are.

Websites like w3schools collect statistics that visitor’s web browsers present,
but this is limited to aspects such as operating system, browser, and display
resolution. The captured screen resolutions are broad, capturing only com-
mon resolutions and not seemingly capturing multi-monitor states. The data
presented is also skewed towards users likely to need information presented on
the website - software developers and students primarily in the w3schools case.
Generalisations about populations are therefore hard to make with this data.

Other usage statistics are collected by commercial research firms but are
restricted access due to paywalls. Additionally, these surveys are skewed to-
wards a United States based audience, which is not necessarily applicable to
New Zealand office work-spaces. Academic surveys also exist that investigate
this, but typically focus on single-discipline populations.
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The number of applications running on a given user’s computer, the number
of displayed windows, and the number of concurrent tasks being performed is
also something that needs to be captured. As this varies between disciplines
and timeframes, getting an overall statistic is difficult. When presented in
aggregate, this prevents identification of specific interesting workflows that
could be used as the basis for future investigations.

Collecting data points about the hardware and usage of computers in a
multi-disciplinary New Zealand office space will allow us to capture examples
that can be used as the basis for future decision making. Recording informa-
tion about screen size, resolution, and number utilised will allow for compar-
ison with other existing solutions, indicating if a change could result in an
improvement in effective space. The number of windows and tasks in com-
bination with management techniques used with these will allow us to draw
conclusions about whether management techniques are sufficient or discover-
able. Interviews with users will allow us to determine the sentiment of users
around screen space and management, identifying if users desire more screen
space or better management techniques.

From the above discussion, the first supporting research question can be
formed:

Research Question 1. What does a conventional computing workspace look
like for modern office workers in New Zealand?

1.1.2 Evaluation Metric

Using data collected in addressing Research Question 1, evaluation of observed
user behaviours and utilised applications should be undertaken to identify
common activities performed by all users across workflows and application.
Following identification of these commonalities, these should be evaluated to
identify the activity or task would have the greatest impact on task perform-
ance if required time was increased or decreased in an alternative environment.
This identified metric can then be evaluated within an alternative environment
to determine the impact on performance the environment has. This can be
summarised with the second supporting research question:

Research Question 2. What performance metric should be used when com-
paring applications within differing environments?
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1.1.3 Environment Performance

To determine the suitability of a virtual environment for displaying conven-
tional applications, comparison should be made between a conventional and
virtual environment displaying the same applications. The metric identified
in Research Question 2 should be evaluated, recording the performance of
the identified metric and comparing the results between implementations to
determine if a change in environment adversely affected performance with re-
spect to the metric. Possible reasons for performance differences should be
identified, with conclusions drawn about whether these differences are resolv-
able through software configuration changes to the conventional applications,
improvements to the virtual environment, or to improvements in the virtual
reality hardware. This is summarised with the third supporting research ques-
tion:

Research Question 3. With respect to the chosen metric, to what extent does
changing from a conventional environment to a virtual one affect performance?

1.1.4 Software Configuration Changes

Using possible software configuration changes identified when addressing Re-
search Question 3, further evaluation of the virtual environment should be
undertaken with modifications made to these configuration options. For each
user-modifiable software configuration change, it should be determined if chan-
ging this affected some measurable aspect of performance in the environment.
This is summarised in the fourth and final supporting research question:

Research Question 4. With respect to the chosen metric, what software
configuration changes can be easily made to conventional applications that may
improve performance within a virtual environment?

1.2 Structure of this Thesis
In Chapter 2 (Traditional Display Organisation and Window Management),
window management is identified as an important aspect of the conventional
computing experience, and techniques and tooling seen within different envir-
onments are described and contrasted. Space management is identified as a
primary driver of window management development and increases in physical
display space is shown to have positive effects on productivity. Constraints on
increasing physical display space are described, and it is shown that developed
window management techniques are attempting to address these limitations.
Chapter 3 (Workplace Observation) takes these observations and describes an
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observational study where New Zealand office workers are observed and sur-
veyed about their current display spaces in both digital and physical forms.
Observations of their space usage is conducted and demonstrates that many
users do not leverage window management techniques effectively, and experi-
ence performance impacts due to lack of available space.

Chapter 4 (Virtual Reality Display Technologies) identifies that virtual real-
ity environments and devices may allow for an increase in perceived display
space, without requiring addition of more or larger conventional displays. An
overview of the term virtual reality is given in terms of environments and sys-
tems, and suitability of these systems for use office worker display replacement
is considered. IVR head-mounted displays (HMDs) are identified as devices
of interest due to suitability and commercial availability, and virtual envir-
onment design considerations are discussed. Evaluation metrics are identified
through analysis of common tasks performed by observed users, and reading
is identified as the primary evaluation metric for later studies. Mechanics of
reading are briefly explored, and factors that may limit reading within an IVR
HMD are outlined.

Chapter 5 (Virtual Environment Design) describes the design and imple-
mentation of a general-purpose virtual environment developed as an evaluation
platform. Approaches to content capture and presentation are discussed, and
different generations of environment used in studies are described. Observa-
tions made by users experiencing the environment during development are
presented, identifying considerations for future developments.

Chapter 6 (Reading Study) presents a user study measuring reading per-
formance within a virtual environment viewed through different IVR HMDs.
Conventional application windows of different dimensions are evaluated when
displayed with different distortions, with reading performance contrasted aga-
inst baseline readings from a conventional display. Curved window distortion
is shown to offer consistent reading accuracy equalling baseline performance,
with reading speed trailing behind baseline at larger sizes, and planar distortion
panels are shown to have acceptable performance at lower sizes. Acceptable
distances for reading are shown to vary between participants, though trends in
acceptable distance are shown to be consistent across size and distortion of dis-
played windows. Observations made by participants identifying font choice and
ClearType font smoothing as possible text attributes that affect readability are
discussed, identifying these as attributes to be tested for impact on reading.
Chapter 7 (Tuning Text) evaluates the effect that these, and other, attributes
have on readable distances, collecting readability ratings on a three-point scale
at fixed display distances. ClearType is shown to have positive effects on read-
ability at greater distances when enabled, while font is not found to impact
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on readable distances for chosen font families. Zoomed interfaces scaled down
to increase texture density is shown to negatively impact on readable distance,
and discussion is given around this. Improvements in utilised IVR HMDs are
presented, and the impact on readable distances across devices is shown to not
correlate directly with display density or resolution.

Finally, Chapter 8 (Summary and Conclusions) summarises the contribu-
tions of this thesis, addressing each of the supporting research questions. The
summary identifies potential topics for future research direction and describes
recommendations for design of general-purpose virtual reality computing en-
vironments that may assist in future designs.

1.3 Contributions
The contributions of this thesis are as follows:

• Quantification of concurrent task numbers and associated windows man-
aged by a sample group of New Zealand office workers performing typ-
ical office tasks, and window layout and identification strategies utilised
when managing these.

• Quantified reading performance values for conventional application con-
tent within a virtual environment presented within an IVR HMD using
running record techniques for accuracy of reading.

• Demonstrated benefits to reading within an immersive virtual environ-
ment when reading unmodified conventional application content from
curved surfaces, identifying that utilising curved surfaces for wide win-
dows allows for reading accuracy to match that seen on conventional
displays.

• Established that ClearType sub-pixel anti-aliasing improves readability
of text when utilised on conventional applications displayed within the
virtual environment, allowing text to be considered readable at greater
distances than when ClearType was not present.

• Identified that conventional mouse and keyboard input devices function
acceptably within a spherical virtual environment, with mouse move-
ments identified as mapping particularly well to rotational movements.

1.4 Notations
In this thesis several shorthand notations are used for both statistical values
and study observation measurements.
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Statistical notations used are accepted statistical notations that are widely
used, presented here for reference

• N, N (·) represents a sample size, either as the whole or as a subset
defined by ·.

• x̄ represents the sample mean, being the average of all values in a sample
set.

• s represents the sample standard deviation of a sample set.

• sx̄ represents the standard error of sample mean for a sample set.

• cv represents the coefficient of variation for a sample set.

• Q0 represents the minimum value within a sample set.

• Q1 represents the quartile 1 value within a sample set.

• Q2 represents the median value within a sample set.

• Q3 represents the quartile 3 value within a sample set.

• Q4 represents the maximum value within a sample set.

Study observation notations are non-standard and are defined as follows.

• D represents a distance within a virtual environment, expressed using
in-engine units (IEUs).

• Dn represents a minimum distance boundary within a virtual environ-
ment.

• Df represents a maximum distance boundary within a virtual environ-
ment.

• T represents a time measurement, expressed in seconds.

• Ts represents a time measurement for a single sample within a larger
sample set, expressed in seconds.

1.5 Publications
Results of the experiment detailed in Chapter 6 was presented at the 15th New
Zealand conference on Human-Computer Interaction (CHINZ) in 2015. The
full text of the paper can be found in Appendix B.
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Grout, Cameron, Mark Apperley, William Rogers and Steve Jones (2015).
‘Reading text in an immersive head-mounted display: An investigation into
displaying desktop interfaces in a 3D virtual environment’. In: CHINZ 2015:
Proceedings of the 15th New Zealand Conference on Human–Computer In-
teraction, pp. 9–16. isbn: 9781450336703. doi: 10.1145/2808047.2808055.

1.6 Ethical Consent
All studies conducted during this research followed the ethical conduct in hu-
man research and related activities regulation of the University of Waikato.
Applications for ethical consent were submitted to, and approved by, the Hu-
man Research Ethics Committee of the Faculty of Computing and Mathemat-
ical Sciences at the University of Waikato prior to commencement of related
studies. Copies of approval letters from this committee can be found in Appen-
dices A.1, C.1 and D.1, which pertain to the studies described in Chapters 3,
6 and 7 respectively.

https://doi.org/10.1145/2808047.2808055


Chapter 2

Traditional Display
Organisation and Window
Management

This chapter provides background on conventional computing systems, which
inform observations and decisions made in further chapters of this thesis. The
forms and physical appearance of computers is described with an emphasis
on personal computer devices, and aspects of graphical user interfaces (GUIs)
displayed on these devices are explored. Space management and methods of
increasing available space is discussed, highlighting large- and multi-display
configurations along with window management techniques as areas of increas-
ing interest and adoption.

2.1 Conventional Computing Systems
Since the introduction of personal computers in the late 1970s, they have be-
come commonplace in homes and workplaces, with the expectation in modern
times that individuals will have access to at least one computing device on a
regular basis. As these devices have become more ubiquitous, so too has per-
forming tasks using them, with many previously manual tasks being automated
using these, and physical representations of task artefacts being supplanted by
digital equivalents or replacements. Despite this massive increase in usage and
evolution of computing technology, many modern computing devices available
today would be easily recognisable to users of early graphical computers.

In this section, physical aspects of modern conventional computer systems
will be discussed, identifying common forms, input devices, and output devices
used with these systems. This will form the definition of the term “conventional
computing system” that will be used throughout this thesis.
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Figure 2.1: Desktop, Mobile and Tablet device market-share from
2009-01 through to 2021-06 (Statcounter Global Stats, 2021).

2.1.1 Personal Computing Systems

Modern consumer computing systems come in many different forms that serve
different markets and purposes, including smartphone and tablet mobile com-
puting devices, desktop workstations, and laptops. These devices are often
grouped into two categories, those of personal computer devices which includes
laptop and desktop computers, and post-pc devices which encompass mobile
devices such as tablet computers (Murphy, 2011). When considering gen-
eral purpose computing tasks performed by home and office users, personal
computers are commonly seen, with post-pc devices becoming increasingly
prevalent in the years since their mainstream introduction into the consumer
computing space. While post-pc tablet and smartphone devices represent a
significant market share of devices, accounting for 47% of the general comput-
ing market within New Zealand as of June 2021 (See Figure 2.1), this thesis
will exclude these devices from discussion, instead focusing on desktop and
laptop personal computer devices.

The laptop and desktop forms of personal computer emerged early in the
evolution and mainstream adoption of personal computers (Haigh & Ceruzzi,
2021, ch. 8), serving the portable computing market with laptop devices, and
desktop computers serving single location use-cases. Despite differing hard-
ware requirements when serving these different use-cases, many aspects of
these devices remain in common, with input and output devices experiencing
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Figure 2.2: Different forms of keyboard used on historic and mod-
ern personal computer systems; (a) the keyboard from an Apple II
from 1977 (Encyclopædia Britannica, Inc, 2021), (b) a modern 104
key desktop computer keyboard, (c) a typical laptop computer key-
board from a 2020 Dell Latitude laptop, (d) an ergonomic split
“ergodox” keyboard.

minor modifications to suit the application. Both category of device features
displays onto which content is output, and keyboards which bear a strong
resemblance their typewriter forebears (Noyes, 1983) from which typed input
is received. Pointing devices are also ubiquitous on both devices (Kar et al.,
2015), with the mouse and trackpad representing the most common devices in
use for this purpose.

2.1.2 Typing Devices

The hardware seen on keyboard devices has evolved as alongside improved
manufacturing processes and technological advances, however the cosmetic ap-
pearance and functionality has remained consistent with early devices. Vari-
ants of keyboard designs are commonly seen across a range of devices, with
common changes omitting keys to conform to a different form factor or utilising
different glyph layouts to support non-latin alphabet inputs. More extreme
variations on keyboards are also seen, with enthusiast and domain-specialised
keyboards taking very different forms to more commonly accepted designs (See
Figure 2.2), and analogue switches being investigated as possible additions to
existing keyboard technologies (Razer Inc, 2021; Dietz et al., 2009).
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Figure 2.3: Different forms of pointing device seen on different
form-factors of personal computer; (a) Xerox Alto I mouse from
1973 (Bordynuik, 2005), (b) typical 2-button mouse commonly seen
with desktop computer systems, (c) early trackpad from a 1982
Apollo computer attached to a keyboard (Computer History Mu-
seum, 2021), (d) modern trackpad from a 2011 Macbook, (e) Apple
Magic Trackpad device usable with a desktop computer, (f) point-
ing stick device found on some laptop devices.

2.1.3 Pointing Devices

Pointing devices have similarly seen many changes, with the development of
trackpads and other variants of the traditional computer mouse being de-
veloped to meet different uses of portable computing as the most obvious of
these changes. The primary difference between these two forms is the method
through which the pointing is achieved, with a traditional mouse detecting
physical movement of itself relative to a surface, and a trackpad tracking the
movement of finger across its surface, with the cursor position tracking the
finger movement on the screen (Kar et al., 2015). As technology has improved,
capabilities and technologies used with these devices have changed, with mice
moving from mechanical rolling ball sensors to optical sensors for movement
detection, and trackpads introducing gesture and pressure sensitive touch cap-
abilities. Despite these changes though, the operating principles and core ap-
pearances of these pointing devices has remained common with early devices
(See Figure 2.3).
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Table 2.1: Example displays, identifying the viewable diagonal
size in inches, the native resolution in pixels, physical dimensions
given as W × H × D in millimetres, and weight in kilograms for
selected models. Dimensions and weight include supplied stand for
each monitor.

Type Model Size Native Res. Dimensions Weight
CRT Dell E551 15” 1024× 768 360× 388× 384 12.5
CRT Mitsubishi DV997FD 18” 1280× 1024 447× 440× 449 21.3
CRT Phillips 202P45/94 22” 1600× 1200 501× 501× 466 29.6
CRT Sony GDM-W900 24” 1920× 1200 582× 502× 549 40.5
LCD Dell E178WFP 17” 1440× 900 404× 338× 137 3.6
LED Dell U2718Q 27” 3840× 2160 612× 409× 200 6.2

2.1.4 Display Technology

Display hardware has also seen changes both in the technology used, and in
the forms taken. When considering the conventional desktop display, the most
apparent form change is seen with the change from cathode-ray tube (CRT)
displays to thinner and lighter liquid-crystal display (LCD) or light-emitting
diode (LED) displays, moving from large bulky convex devices to thin light
and predominantly flat displays. Laptop displays have historically utilised
LCDs due to their portable form factor (Sarma & Akinwande, 1996), though
early displays were of limited size and quality when compared to their desktop
cousins. These have benefited from improvements in display technology, with
laptop devices now sporting large high-resolution displays in a portable form-
factor. Due to the switch from CRT to lighter and more compact LCD and
LED technologies, the physical size and weight of displays was significantly
reduced (See Table 2.1), allowing for larger display surface monitors to be
placed on desk surfaces which may not have accommodated the weight or
dimensions of a similarly sized CRT. Coupled with reductions in display panel
production costs, the adoption of larger higher resolution displays has increased
(VALVE Corporation, 2021; Robertson et al., 2005).

Increasing capabilities of graphical computing hardware within computer
systems has allowed the usage of multiple displays simultaneously, which is
seen in increasing numbers amongst users (Robertson et al., 2005). Modern
computers are commonly able to connect 2 or more displays, allowing for a
“continuous interaction space” (Pirchheim et al., 2009) to be formed through
allowing the computing environment to span multiple discontinuous displays.
This ability can increase the working area available to the user when spanning
displays and improve the ergonomics of presenting content when used in a
mirror configuration. Laptop computers are still commonly seen sporting a
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Figure 2.4: A Dell WD19S USB-C laptop dock, showing con-
nectivity options available to connected laptops. Dell Inc., 2021

singular display due to their form factor, however multiple display models
are available (ASUSTeK Computer Inc., 2021), and range of portable low-
power displays can be utilised to provide multiple displays in mobile computing
situations (Mobile Pixels, 2021). Additionally, laptop docking stations may be
used at fixed locations, allowing for the the connection of additional displays
and other peripherals when connected (See Figure 2.4).

2.2 Graphical Interfaces
As with physical aspects of computing, many aspects of graphical interfaces
will remain familiar to users of early graphical systems running on personal
computers. From early in development of graphical interfaces, the windows,
icons, menus, and pointer (WIMP) model has become the standard method
of representing graphical information on a personal computer (Dam, 1997;
Kyritsis et al., 2016). The windows within the WIMP paradigm are used to
implement the desktop metaphor of computer interaction, where documents
can be arranged within a display space in a manner similar to how physical
items would be arranged on a desk surface (Stadler & Lorenz, 2007). These
digital documents are augmented through menus which organise and control
transforms of documents, and interaction is accomplished with pointers which
are in tern controlled by physical pointing devices. Icons are used to represent
unopened documents, tools, and actions that can be performed to opened or
unopened documents as appropriate. While many “post-WIMP” paradigms

— interfaces which forgo menus, pointers, and other WIMP features in favour
of alternative operational specifications including voice command and gesture
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navigation (Dam, 1997) — have been discussed for personal computing (Jacob
et al., 2008; Jetter et al., 2013), adoption of these has been seen primarily on
post-pc devices (Jo et al., 2017), leaving WIMP and the desktop metaphor as
ubiquitous in the personal computer space.

Many different approaches to supporting these paradigms have been seen
over the years, and significant investigation and development has gone into
improving the user experience. One area of particular interest is the represent-
ation and management of windows within a graphical computing environment,
investigating and implementing many different approaches to different aspects
of windows to support common and specialised workflows. In the following
subsections, system window managers will be highlighted, describing different
approaches to window organisation on a system level, individual application
window usages will be identified, and supporting window management tooling
will be described.

2.2.1 Window Managers

System window managers are components of operating system graphical envir-
onment subsystems responsible for the appearance and layout of individual
windows within the graphical user interface (GUI) (Myers, 1988). While
window managers can provide many facilities and perform a wide range of
tasks, the primary task associated with them is that of window arrangement
(Robertson et al., 2000), supporting positioning, resizing, and controlling the
visibility of application windows. There are several different approaches taken
with task that have seen use in major operating systems throughout their de-
velopment, which each has different priorities and levels of responsibility for
the user.

Tiling Window Managers

Tiling window managers arrange windows on the screen in a non-overlapping
fashion, aiming to make maximum use of available display space (Goodfel-
low, 1986). When a single window is displayed, it occupies the full extent
of the display in a “full screen” fashion, and multiple windows are displayed,
the display space is subdivided into mutually non-overlapping regions into
which each window is placed (Laukkanen, 2011). When subdividing the dis-
play space areas are not necessarily equally sized, allowing for smaller or less
important windows to be positioned in a less obtrusive fashion, while larger



17

(a) (b)

(c) (d)

Figure 2.5: Example tiled window layouts, with each coloured
region representing an individual window placement; (a) single full
screen window, (b) horizontal layout, (c) spiral arrangement of de-
creasing window sizes, (d) theatre layout.

or more important windows can take up a greater proportion of the display
(See Figure 2.5). Subdivision of display space can be performed manually or
automatically (Cohen et al., 1986), and layouts can often be switched between
rapidly to adjust for changing workflows.

Tiling window managers were utilised as primary window managers in
several early graphical operating systems, including Microsoft Windows 1.0
(Goodfellow, 1986), and still see use in GNU/Linux systems where many tiling
window managers are available (XMonad Developers, 2021; AwesomeWM Pro-
ject, 2021). Tiling window managers have been noted as improving task per-
formance under certain workloads when compared to other approaches (Bly
& Rosenberg, 1986; Zeidler et al., 2013), however users have expressed prefer-
ences for the alternative stacking approach for general computing tasks (Zeidler
et al., 2013). While use of exclusive tiling window managers is not common
with modern computer systems (Laukkanen, 2011), most window managers
support arrangement of windows in a tiling fashion either as once-off arrange-
ments that simply resize and reposition windows, or as persistent layouts that
respond to resizing events in a fashion similar to dedicated tiling window man-
agers (See Figure 2.6).
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Figure 2.6: Windows snap assist tiling features in Microsoft Win-
dows 10; (a) half-screen tiled window with neighbouring window
selection prompt, (b) tiled window resizing of both tiled windows.

(a) (b)

(c) (d)

Figure 2.7: Example of stacking window layouts, with coloured
regions representing individual windows, and dashed lines denot-
ing edges of obscured windows; (a) single full screen window, (b)
two mutually non-overlapping windows, (c) a foreground window
partially obscuring another window, (d) a foreground window com-
pletely obscuring another window.
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Stacking Window Managers

Stacking window managers support free-form arrangement of windows, allow-
ing complete or partial overlapping of windows within the main display area
(Zeidler et al., 2013), and partial placement of windows outside of the display
space . This method of arrangement is analogous to arrangement of physical
documents on a surface, where they can be arranged in stacks or spread out,
allowing occlusion of documents to hide unneeded content (Agarawala & Bal-
akrishnan, 2006). Windows can be displayed in a full screen fashion to fill
the available display area, or as freely sizeable windows that can be arranged
alongside others. Organisation of window layouts is a largely manual process
requiring user pointer inputs to adjust size and position, but does allow for
useful organisational layouts of windows, and effective use of space through
tactical obscuring of related windows (Hutchings & Stasko, 2004a).

Windows presented within a stacking window manager are presented to
the screen in a depth-sort order according to their z-order, referred to as a
painter’s algorithm, with the window lowest in the order drawn first, and the
top-most window last (Berg et al., 2008). This approach requires cooperation
of all windows when refreshing the display, and poorly performing applications
can lead to undesirable visual artefacts in the presented view. Many graphical
operating systems have made use of stacking window managers historically
(Deurzen, 2019) with some still available and in use (fluxbox et al., 2021).

Compositing Window Managers

Compositing window managers are a class of window manager that provide
off-screen buffers into which applications draw window content, with these buf-
fers composited into an image which is then displayed (Ritger, 2006; Savidis
& Maragudakis, 2013). This approach of providing each window its own ded-
icated graphical surface reduces the impact that poorly performing windows
have on others and allows for additional transforms to be performed on window
content to support alternative representations of content without the drawing
application being aware of the transform (Wimmer & Hennecke, 2010). This
ability to transform content allows for less traditional representations of win-
dows in 3D environments and presents options for visual effects that support
the user experience in a variety of ways (See Figure 2.8). Both tiling and stack-
ing approaches to window management can be accomplished using composit-
ing managers, however the description is typically applied to window managers
that utilise stacking. Modern graphical operating systems have been making
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Figure 2.8: Compositing window manager feature demonstrating
windows applied to 3D surfaces; (a) a cover-flow task switcher, (b)
a timeline task switcher.

use of compositing window managers for some time, with Apple macOS be-
ginning with OSX Jaguar in 2001 (The Trustees of Indiana University, 2021)
and Microsoft Windows beginning with Vista in 2006 (Microsoft Corporation,
2018a).

2.2.2 Document Interfaces

Applications utilise several distinct approaches, or combinations of approaches,
to managing windows that were created and controlled by them, which are cat-
egorised as document interfaces. These broadly fall into two categories, those
of single document interfaces (SDIs) or multiple document interfaces (MDIs)
(Sadiq & Pirhonen, 2014), with MDI encompassing several specialisations of
document interface, most notable of which is the tabbed document interface
(TDI).
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Figure 2.9: Single document interface example applications; (a)
calculator application, (b) simple text editor.

Single Document Interface

SDIs take the form of independent and self-contained windows, with each win-
dow displaying a document which contains all information and controls within
the window container. This approach to user interface ensures that when the
window is made visible, both the content and controls for the window are vis-
ible without requiring additional window management operations and allows
the system window manager to handle layout and display of the window in a
familiar manner (Sadiq & Pirhonen, 2014). SDIs typically manage and display
a single document per window and require additional application instances to
be launched with their associated windows if multiple documents are to be
displayed.

Multiple Document Interface

MDIs allow for application instances to own multiple windows, that may be
presented to the system window manager independently or contained within
a frame window (Galitz, 2007, p. 401) (See Figure 2.10). In the former case,
independent windows can be managed by the system window manager, al-
lowing them to be arranged and positioned in accordance with the window
manager approach, leveraging familiar window interactions. In the latter case,
sub-windows can be created which are constrained to a parent frame window
(Sadiq & Pirhonen, 2014), existing only within the bounds of the frame win-
dow, and the parent window becomes responsible for providing management
techniques that apply to the application domain. sub-windows are typically
unaware of the position of the parent frame window, allowing for the frame
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Figure 2.10: Multiple document interface example applications;
(a) utilising independent windows, (b) managing windows within a
parent frame.

window to be arranged within the system window manager without changing
the sub-window positions or states relative to the frame window. MDIs frame
windows can allow for a large virtual management space so that different work-
spaces of sub-windows can be managed as needed.

Tabbed Document Interface

TDIs are a specialisation of MDIs, allowing multiple sub-windows can be man-
aged by a single container window, but restricting display of a single sub-
window at a time in a full screen manner rather than allowing free-form arrange-
ment (See Figure 2.11). As with other MDIs, management of sub-windows is
performed by the parent frame window, with a typical interface providing a list
of tabs, often temporally ordered (Chang et al., 2021), which can be interacted
with to reorder content, and allow for the displayed document to be switched
(Jakobsen & Hornbæk, 2010). This style of interface has found popularity in
web browsers and text editors, where having many documents open simultan-
eously is desirable, but only one document needs to be visible at any given
time. A major drawback of this form of interface is observed when switching
documents, with “tab clutter” identified as an issue amongst the majority of
browser users (Kulkarni et al., 2019) leading to many users struggling to find
tabs they need (Chang et al., 2021).
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Figure 2.11: Tabbed document interface example applications;
(a) programmer text editor, (b) Mozilla Firefox web browser.

Figure 2.12: Taskbars from different operating systems showing
from left-to-right, application launchers, program lists, and widgets;
(a) a GNU/Linux Cinnamon DE taskbar, (b) a Microsoft Windows
10 taskbar.

2.2.3 Assisting Window Switching

Switching between windows is a common task, allowing for users to bring
forward obscured content or to change the active window that receives input.
In a tiled window manager, the desired window can simply be visually identified
and selected, but with stacking window managers that may have partially or
completely obscured windows this may require shuffling through windows to
identify the target (Warr et al., 2016). While this could be accomplished by
moving windows around the screen analogous to moving papers on a desk,
many different assistive tools have emerged to make the process quicker and
easier. Of the available options available tools, taskbars, task switchers, and
zooming overviews are now present on all modern operating systems in some
form, and present useful assistive approaches to window switching.
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Taskbar

A taskbar is a control displayed within desktop environments that displays
many different elements, including applets for time or weather, shortcut icons
for rapidly launching applications, and program lists from which documents
and applications can be accessed (See Figure 2.12). A primary element dis-
played within a taskbar is a window list, which displays a list of windows
present on the system (Hutchings et al., 2004), represented as icons and op-
tionally textual window information . Entries in this list can be presented
individually or grouped by application depending on configuration (Microsoft
Corporation, 2021c). When searching for a target window, users can visu-
ally scan the list of entries to identify possible candidates without seeing the
windows themselves and bring each to the foreground by selecting the entries.
Maintaining a list of windows in this fashion allows windows to be minimised,
removing them from view, without losing easy access to them when they need
to be accessed in the future. It also allows for window management controls,
such as toggling full screen view or closing the window, to be managed directly
from this list, often through a context menu, rather than requiring the window
to be activated prior to this taking place.

Taskbar entries can be augmented with additional features to improve the
performance of window identification, which may become difficult with many
open windows in the list. Displaying thumbnail previews of window contents
when hovering over a taskbar entry is a common feature provided by taskbar
providers, allowing for visual inspection of windows near the taskbar entry
prior to selection (Hutchings et al., 2004). An alternative to small thumbnail
images which may lack sufficient detail is to temporarily activate the window
represented by the window entry being hovered over, allowing for a full-sized
view of the window in its original location.

Task Switcher

A task switcher is a common window switching feature found in modern oper-
ating systems, often known by one of its more well-known shortcut key com-
binations, “Alt-Tab”. Task switchers allows for switching between displayed
windows ordered by their window manager z-order, starting with the window
immediately below the currently active window. When used with a shortcut
key, repeated toggling of this key combination will select each window in order,
wrapping around to the top-most window once all options have been seen, until
the desired window has been located. When a desired window has been located
and selected, the target window moves to the top of the z-order, displaying
above other windows and receiving input from devices. Visual representations
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Figure 2.13: Different task switcher presentations; (a) ordered
list of windows showing thumbnail previews and titles, (b) ordered
list showing application icons and titles, (c) hover preview showing
a thumbnail for an item in a window list.

of this window cycling vary with implementation (See Figure 2.13), with some
systems temporarily activating windows as they are selected to display each
window full-sized, while others display an icon or thumbnail list of windows
with visual indicators for selected window. 3D versions are also seen, with
examples such as Windows Flip-3D and the GNU/Linux Cinnamon DE task
switcher options allowing for presentation of window previews in a timeline
or album art cover-flow styles (See Figure 2.8), allowing windows that will be
selected with subsequent activations to be seen behind the currently active
window.

Zooming Overview

Zooming overviews utilise zooming user interface (ZUI) elements to obtain
an overview of all open windows on a system simultaneously, allowing for 2-
dimensional visual search rather than requiring sequential presentation of win-
dows (Warr et al., 2016). This approach to window switching displays all open
windows as thumbnails in an interactive view, ensuring that each thumbnail
is presented without overlap, where the user may select the desired window to
activate. This removes the requirement to repeatedly toggle a shortcut key to
view each window, instead allowing for pointer input to select the target win-
dow following a single shortcut invocation. Exact visual implementations vary
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Figure 2.14: Different zooming overview visual implementations,
showing relative location and size thumbnails alongside a regular
grid arrangement. Figure extracted from Warr et al. (2016).

for this feature (See Figure 2.14), with some approaches displaying thumbnails
arranged and sized based on their relative location and size, and others using
regularly sized thumbnails aligned to a grid ordered by window z-order (Warr
et al., 2016).

2.2.4 Assisting Window Arrangement

When arranging windows within stacking window manager, the user has a large
degree of control over the size, position, and visibility of each window. Users
can optimise their display to emphasise window groupings, display multiple
windows simultaneously, or focusing attention on a single window. Some of
these optimisations are simple to accomplish, with full screening an application
for singular focus often accomplished with a button on the window itself being
a prime example. Other optimisations however may be tedious to accomplish
with basic window controls, so additional assistive tools are present to provide
simpler approaches to achieve the desired result. Of note are two technologies,
window snapping and virtual desktops, which help address the optimisations
of displaying multiple windows simultaneously and grouping windows respect-
ively.

Window Snapping

Window snapping support is present in most modern operating systems and
broadly describes two related utilities, the ability for windows to be aware
of other window edges when resizing or moving, and the formation of tiled
layouts with windows. Both of these utilities aim to simplify the process of
displaying multiple windows simultaneously in a manner similar to that seen
in tiling window managers.
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For the former utility, windows undergoing resize or movement operations
are made aware of other window edges, allowing for snapping behaviour to
align moving edges with stationary ones. When moving or resizing a window,
edges that intersect those from other windows briefly exhibit resistance at the
point that the edges align, allowing for feedback on window alignment. This
simple utility greatly simplifies edge-to-edge alignment of windows, allowing
for manually tiled layouts of windows to be easily accomplished.

The latter utility extends that of edge snapping to provide automatic tiled
window layouts of varying complexity when gestures, shortcut keys, or align-
ment options are invoked. Simple side-by-side window layouts, with two win-
dows displayed each occupying half of the display space, were introduced as a
native feature on the Microsoft Windows platform in 2009 and on the Apple
macOS platform in 2015, though 3rd party solutions were available prior to
these implementations (Mizage, LLC, 2019; Czarny, 2010). Newer implement-
ations allow for quadrant or custom (Microsoft Corporation, 2021d) layouts,
present prompts for windows to be added to the layout (See Figure 2.6), and
link layouts that adjust neighbouring window sizes when others are resized to
retain the layout at different sizes to provide increased layout flexibility.

Virtual Desktops

Virtual desktops are extensions to the window management system that “ex-
pand the space available for application windows by allowing users to switch
between different workspaces” (Ringel, 2003), and were first introduced by
Henderson and Card (1986). Each workspace represents a virtual display onto
which windows can be arranged, and one virtual display at a time can be shown
on the physical display attached to the system (Tomitsch, 2004). Windows can
be assigned to one or more virtual desktop workspaces and will only appear
within those to which they have been assigned. Utilising virtual desktops, win-
dows can be grouped together with different partition strategies in contained
regions where unrelated windows do not interfere (Tomitsch, 2004). Differ-
ent partition strategies for allocation of windows to virtual desktops were ob-
served by Ringel (2003), including grouping by task or sub-task, and utilising
a primary/secondary display approach to avoid distraction with less important
activities.
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2.3 Increasing Space
A common factor that emerges when evaluating graphical interfaces is usage
of finite space available on conventional displays, with window managers aim-
ing to either completely fill this space with one or more windows or utilising
the space to present organisational groupings analogous to physical paper ar-
rangements. Tooling provided by window managers seek to improve the ease
of arranging windows to fill this space and to locate windows that are hard to
find due to layout constraints.

The space-constrained nature of the desktop metaphor has long been ob-
served (Henderson & Card, 1986; Amir et al., 2021), with the difference in
size between even large displays and their physical desktop counterparts being
stark (See Figure 2.15). Henderson and Card (1986) used this difference as
impetus for development of virtual desktop technologies that sought to use
software tooling to increase available space but observed that increasing space
virtually comes with its own drawbacks, specifically with navigation between
workspaces and “simultaneous access to separated information” (Henderson &
Card, 1986) when windows are distributed between spaces.

Desk
160× 75cm

Dell
U2718Q

27”

Sony
GDM-
W900

24”

Mitsubishi
DV997FD

18”

Phillips
202P45/94

22”
Dell
E551
15”

A4
Paper

Figure 2.15: Superimposed outlines of displays given in Table 2.1,
an A4 paper sheet, and a physical office desktop. It can be seen
that even large displays have notably less surface area than a desk.

Utilising the software features of modern computing systems, numerous
windows can be effectively managed by many users without significant task
performance degradation, however it has been noted that “most windows man-
agement systems do not scale well to a large number of windows” (Tan et al.,
2004). As the number of windows managed increases within the limited avail-
able space, the impact of window and task switching becomes more apparent,
introducing significant time overheads over the course of a working day (Jeuris
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et al., 2018). This effect can be further pronounced due to accumulation of
“window clutter” over time, caused by duplicate or no-longer needed applica-
tion windows being left open, that interfere with window identification and
lead to a “sense of information overload” (Wagner et al., 2012). This issue can
be seen as a result of using insufficiently large displays, and can be summarised
by the quote:

“The impoverished environment of the single monitor forces users
to make explicit context switches on the introduction of new in-
formation, frequently in the form of a new window overlaying the
previous one. This severely affects the user’s ability to make com-
parisons and requires the user to expend valuable mental resources
on the minutiae of managing views rather than on the problem at
hand” (Andrews et al., 2010)

A logical alternative to addressing the concerns of space through software
is to modify hardware, physically increasing the space available for a user to
leverage when arranging windows. When examining the state of conventional
computing as it stands today, this is accomplished using larger displays, or
multiple displays connected to a single system. In this section, these two ap-
proaches for increasing usable space are outlined, with benefits and drawbacks
of each approach presented, and task performance benefits of increasing space
are discussed.

2.3.1 Large Displays

As discussed in Section 2.1.4, large displays have become more available to
users due to both reduced price (Klinke et al., 2014), and the smaller size
and weight requirements of LED and LCD panels. Physically large and high-
resolution displays can now be easily purchased, or constructed from arrange-
ments of multiple smaller tiled displays (Phenix, 2017), allowing for signific-
antly increased physical viewing, and digital rendering space.

Adoption of physically larger displays has trended upwards over the past
years, with the default size of desktop displays moving from 15” to 21” in the
2000–2010 period (Bi & Balakrishnan, 2009). Usage of higher resolution dis-
plays can also be seen trending upwards, with 1920×1080 emerging as the most
seen resolution since 2018 (See Figure 2.16). While this upward trend shows
adoption of larger displays, the rate of change is low, suggesting barriers may
be present that prevent users from adopting these newer devices. The most
apparent of these may be cost, with physically smaller and lower resolution
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Figure 2.16: Trends in primary display resolutions utilised by
users of the Steam game distribution platform (VALVE Corpora-
tion, 2021)

devices commonly being cheaper than larger higher resolution alternatives. A
related explanation for slow adoption is the longevity of computer displays,
with users utilising older still functional displays rather than purchasing new
improved devices.

2.3.2 Multiple Displays

Modern computer systems are generally capable of connecting more than a
single display for output, with the display area spanning across these displays,
or mirroring content between them (Microsoft Corporation, 2021b). Many dif-
ferent multiple display configurations can be utilised, from single external dis-
plays, through to large format display alternatives formed from tiled monitors
(See Figure 2.17). The popularity and utility of multiple display configurations
has been noted over the years, with observations from researchers indicating
that users prefer a larger number of larger displays if available (Owens et al.,
2012), and suggestions that “multiple monitor systems [are] likely to become
commonplace in the near future” (Hutchings & Stasko, 2004b) being raised.

When multiple displays are connected to a system, users are able specify
the position and orientation of each display relative to other connected displays
(See Figure 2.18), enabling the system to map movements of graphical elements
between displays in a manner that aligns with the physical arrangement of the
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Figure 2.17: Multiple display configuration examples; (a) laptop
device connected to a single display, (b) horizontal three-display
configuration demonstrating different display orientations, (c) 24
display grid of displays in a curved configuration Shupp et al. (2006).

Figure 2.18: Display layout configuration presented by the
NVIDIA X Server Settings on a Debian Linux system. Three dis-
plays are connected to the system arranged horizontally, with one
display rotated to a portrait configuration. The pink border shows
the rectangular frame buffer used by the system.
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displays. Display subsystems record the positions of displays within a larger
rectangular frame buffer, sized using a minimum-area enclosing rectangle to
contain all display areas, which can be utilised by the windowing system and
associated tools when performing layout operations. This presents an advant-
age for multiple display configurations over the single large display alternative,
as window management operations can be performed within physically sub-
divided zones within a larger frame buffer, rather than utilising a single zone
within a singular or tiled display.

There are several disadvantages observed with the use of multiple display
configurations, some of which are common to those seen with large displays.
Price of displays is of note when many are required, and ongoing costs through
power consumption (McGill et al., 2020) can limit the accessibility of these solu-
tions. Space requirements for multiple display configurations are also greater
than single display configurations, requiring a larger workspace than might
otherwise be used. When utilising displays arranged horizontally, a curved
arrangement of displays may be required to effectively view content (Shupp
et al., 2006), utilising user rotation in preference to translation to address each
display. This may again impact on workspace size and arrangement or restrict
the number of displays that can be effectively used. Curving arrangements of
displays present their own drawbacks, with observations from many sources
(Burruss et al., 2021; Gallagher et al., 2019) identifying required neck move-
ments and postures as potential sources of discomfort and injury to users when
addressing displays.

2.3.3 Task Performance Benefits

The use of large displays and multiple display configurations have been widely
observed to improve task performance across a wide range of tasks when com-
pared to smaller display setups. These benefits are seen in both single window
and multi-window tasks, and in conventional 2D applications as well as 3D
information-rich virtual environments (IRVEs).

When considering singular application tasks, Shupp et al. (2006) observed
that larger viewport sizes provided by large or multiple display setups im-
prove performance time and reduce user frustration when performing geospa-
tial tasks when compared to single monitors, and Raptis et al. (2013) noted
improvements in task efficiency for involved information retrieval tasks when
performed on larger displays in a study utilising small-screen mobile devices.
Experiments on the impact in performance larger displays have on IRVE search
and comparison tasks have similarly observed benefits of larger displays, not-
ing users became less reliant on way-finding aids and became more proficient
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with navigation tasks when using large displays (Ni et al., 2006). Spatial task
performance has been shown to benefit from large displays, even if the display
is positioned further away from the user, with Tan et al. (2003) demonstrating
a large projected display with the same resolution as a desktop display showed
26% performance gains in tasks despite being positioned 110” further away
from the user than the reference display.

When multi-window tasks are considered, multi-display configurations are
widely acknowledged to convey significant benefits for users across a range of
tasks, with users “unanimously prefer[ing]” (Bi & Balakrishnan, 2009) large
display areas especially when working on multi-window tasks. These benefits
are observed on large singular displays, large tiled displays, and multi-monitor
configurations, indicating that the space provided by these larger environments
conveys the benefits, rather than the specific approach to providing it. Increas-
ing awareness of peripheral content through placing windows on secondary
displays is noted as a positive benefit even when these secondary displays are
significantly smaller than the primary display, with Grudin (2001) noting be-
nefits of displaying calendar content on a small palmtop display in the user’s
peripheral vision. When comparing numbers of window switching actions and
number of mouse clicks, users of multi-monitor configurations exhibited fewer
actions than on single-monitor alternatives, which was preferred by study par-
ticipants (Ling et al., 2016). For overall performance, Czerwinski et al. (2003)
noted significant productivity and user satisfaction benefits when performing
complex multi-window tasks on a large display, with 300 fewer window activ-
ation events recorded when compared to a smaller single display setup.

2.3.4 Downsides & Considerations of Increasing Space

While many benefits of using large and multi-monitor display configurations
can be seen, there are observed disadvantages with certain configurations that
influence on productivity, performance, and user comfort that should be con-
sidered. Of particular note is the presence of display bezels within the display
area, and distractions that can emerge when greater space is available. Addi-
tional considerations such as required space and cost may also play a role in
adoption of such solutions, with users limited by workspace or funds not being
able to access these more beneficial configurations.

When making use of tiled large displays or multi-monitor configurations,
the presence of bezels surrounding individual displays introduces visual separ-
ation between display areas. This has been observed to negatively impact on
task performance in some cases, most noticeably in visual search tasks when
targets are split across distinct displays (Forlines et al., 2006; Bi et al., 2010).
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This observation does have counterpoints, with Wallace et al. (2014) recording
negligible impact on visual search performance, noting that bezels may act as
visual anchors supporting two-phase searching across the total area and within
each bezel-bounded region. Truemper et al. (2008) observed that the multi-
display configurations where the centre of the display area coincided with a
bezel, such as 2 × 2 arrangements of displays, presented usability problems
resulting in users preferring to utilise a horizontal or vertical subset of displays
rather than all available space.

The effect of bezels may also impact on the usage of multi- or tiled-display
configurations, with users reporting that they rarely position windows such
that they straddle the bezels between two or more distinct displays (Grudin,
2001). Users instead prefer to constrain windows to individual display bounds,
often identifying one display as the “primary” display on which the majority of
work occurs (Dostal et al., 2013; Grudin, 2001) and identifying configurations
that lack an identifiable primary display as uncomfortable (Truemper et al.,
2008).

There is also evidence to suggest that benefits of increasing the number of
displays used in multi-display configurations does reflect matching increases
in task performance, with increases in available space providing diminishing
returns (McGill et al., 2020) in performance gain and utilisation as the number
of displays increase. Truemper et al. (2008) identified that users felt that four
displays was too many, with feedback suggesting the increase in available space
lead to greater attempted multi-tasking leading to distraction. Multi-tasking
itself is widely recognised as having a negative impact on user performance
(González & Mark, 2004; Hembrooke & Gay, 2003; Rubinstein et al., 2001),
and distraction or interruption of tasks has been linked with higher stress and
user frustration (Mark et al., 2008).

2.4 Summary & Conclusions
In this chapter, a background of conventional computing systems, input and
output devices, and GUIs has been given, restricting discussion to laptop and
desktop personal computers. Window managers and associated assistive tool-
ing have been outlined, identifying techniques available to users for arranging
and identifying windows. Approaches to physically increasing available space
has been discussed, and it is show that increasing space has benefits for task
performance and user satisfaction. Downsides of increased space have also
been identified, suggesting that while benefits to larger computing spaces ex-
ist, there may be trade-offs involved if they are adopted.



Chapter 3

Workplace Observation

In Chapter 2, an overview of conventional computing was given, identifying
common hardware and software features of computer systems used in homes
and offices. Management of digital space was identified as a common concern,
with window managers and assistive technologies seeking to make the process
of window layout and identification simpler. Despite the addition of these
software features, physical changes to computing hardware in the form of lar-
ger and more numerous displays are noted, suggesting a dissatisfaction with
the performance or benefit of software solutions when dealing with modern
workloads. Understanding the display configurations, window numbers, task
loads, and usage of window manager assistive tooling may provide insight to
this observation and indicate further investigative pathways for improving user
experience.

This chapter describes a workplace observation study, in which users within
a large New Zealand business were observed over the course of a working day
to identify the quantity of windows they managed on their computing systems,
and how they managed window arrangements. Details are given around the
hardware used by users, and interview results are presented in which users
were questioned about their digital working process, usage of assistive win-
dow management technologies, and perceived benefits of multiple displays for
increasing space. This addresses Research Question 1, which stated:

What does a conventional computing workspace look like for modern
office workers in New Zealand?

It is identified that most observed participants engage in multiple simultan-
eous digital tasks throughout their working day, with each task involving mul-
tiple windows. Observations of daily work tasks and interview results identify
that most participants struggle to manage the number of windows present on
their system, with many not making use of window management techniques or
available assistive window management tooling effectively. Interview results
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reveal that participants desire more physical screen space upon which to work
in the form of larger or more numerous displays, despite the majority already
making use of more than one display, and that they believe their productivity
would increase if these desires were met. Finally, activities performed by all
participants are discussed, identifying common application-independent tasks
performed by all participants, providing a basis for addressing Research Ques-
tion 2.

Supporting material for this chapter can be found in Appendix A.

3.1 Study Procedure
In order to establish a model of computer usage amongst New Zealand of-
fice workers, a workplace survey study was conducted with the assistance of
participating office workers from a large New Zealand business. This study
was composed of three parts, a preliminary demographic and hardware survey,
periodic observations, and a closing interview. In this section, the design and
process for each of these parts is described.

3.1.1 Participants

Participants were sourced from a large1 multi-discipline regional infrastructure
and services company in New Zealand, with 120–150 employees. Employees
of this company were informed ahead of time that the researcher would be on
site via an email message sent by a senior staff member and were asked to
consider participating in the study if they felt comfortable doing so and felt
that it would not impact unduly on their work.

The researcher had previously been an employee of this company, working
in several different divisions over several years. The researcher had not been
employed by the company for 2 years prior to the commencement of this study
but was known to many of the staff.

1Large business as defined by Financial Reporting Act 2013, §45.1(a–b) (The Parliament
of New Zealand, 2013), either having total assets valued in excess of $60 million or total
revenue exceeding $30 million at the balance date for each of the 2 preceding accounting
periods.
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On the first day of the study, staff working from a central office space were
approached at their desks and given a brief outline of the experiment. They
were then asked if they would participate in the study, and if they expressed
interest a more in-depth description of requirements and data confidentiality
was given. Of the approached staff, 15 agreed to be participants in the study,
with 5 participants identifying as female and 10 as male. Each participant was
assigned a randomised ID number, against which observations were recorded.

3.1.2 Preliminary Demographic & Hardware Survey

Following study participant identification, each participant was asked about
their job, collecting their job title, and information about their daily work
tasks and computer usage. While exact details of each participant’s job were
collected, participants were also asked to provide a broad field into which their
job could be classified to allow for anonymity. Each participant was also asked
how long they had worked in their current field independent of their current
employer, rounded to the nearest whole year.

Details about each participant’s computing environment was collected, re-
cording the number of distinct monitors in use at their computer system, and
the diagonal size and configured resolution of each of these. Additional obser-
vations were made about equipment used within each working group within
the office to help provide context for observation.

3.1.3 Periodic Observations

On a day following the initial demographic and hardware survey, participants
were visited at their place of work at hourly intervals, and the current state of
their computer screen and workload were be collected. Observations collected
the number of open windows on the system, the number of concurrent tasks
being performed, how many windows were associated with each task, how
windows were arranged on the display, and how much of the time since last
observation had been spent on on-screen activities.

The number of open windows was recorded by manually counting entries on
the system taskbar and recording the results. Only windows managed by the
operating system window manager appearing in the system taskbar were coun-
ted to minimise disturbance to participants, and to maintain a focus on the
system window management techniques. Applications with sub-windows man-
aged within a MDI or TDI window – such as browser or document editor tabs
– providing application-specific management techniques for arranging content
were not recorded separately. Two participants using Microsoft Internet Ex-
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plorer had configured this to display each open tab as a distinct taskbar entry,
rather than only displaying a single instance. In both cases, the browser was
restored so that the number of distinct windows could be observed, and this
value recorded.

Arrangements of windows were recorded as the predominant arrangement
of windows at each observation, recording “full screen” if most windows were
maximised or otherwise expanded to fill the majority of the display, “tiled” if
the majority of windows were laid in a tiled fashion regardless of if assistive
tooling was used, and “split” if an equal mix of arrangements were used.

Each observation attempted to minimise the distraction to participants
and took 1–2 minutes per participant. If a participant was absent from their
workspace for more than 45 minutes of the 60minute evaluation block, they
were considered to be out-of-office for that block, and no data was recorded.
Results of observations were recorded in a notebook during the study and were
later transcribed into a digital form for processing.

3.1.4 Closing Interview

On a day following periodic collection, participants were given a face-to-face
interview where they were asked several questions about their computing envir-
onment. These interviews were audio recorded where permission was granted
to allow for later analysis. Where permission was not given, paper notes were
made during the interview. Questions were presented in a manner that al-
lowed for direct factual responses but were followed up with questions that
encouraged elaboration on the response.

Questions were grouped into collections that related to different aspects of
the participants workflow, experiences, and thoughts regarding their comput-
ing environment. These are presented below.

Daily Usage

• Does the participant shutdown, restart or log-off their computer at the
end of the day?

• How long does it take after logging into the system at the start of the
day before the participant is able to work on a task?

– If starting from a cold shutdown, this is time required to open daily-
use applications

– If starting from a suspended environment, this is the time required
to reacquaint with open applications, windows, and files
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Window Identification

• Does the participant have difficulty identifying or locating application
windows when working on a task?

– Is this difficulty related to the number of open windows?
– Are there tools or system features that assist in identifying win-

dows?

Physical Environment Improvements

• Does the participant believe that they would be more productive if
provided with more working screen space?

– An increase in working screen space would encompass more screens,
larger screens, higher density screens

• Does the participant feel that they would enjoy having more screen space
to work with?

• Following their last screen upgrade, did the participant notice an increase
in productivity, or find it easier to work with the new configuration?

• Does the participant believe that their window managing behaviours
would change if extra screen space was available to them?

– If given more displays, would they use more full screen windows
– Would windows be grouped differently?

Digital Workflows

• Would the participant prefer if their work was entirely on-screen, with
no physical papers or references on their desk?

• Does the participant believe that it would be possible to move to an
entirely digital workflow for their working field?

– Is there any aspect of the participant’s job that cannot be performed
purely on screen?

3.1.5 Data Treatment

Following completion of the study and processing of data, participant IDs
were normalised to sequential IDs for use in data presentation. Interview
recording were processed, recording core answers for each asked question, and
noting specific examples provided with jobspecific applications and processes
simplified for anonymity.
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Table 3.1: Participant field of work and computer system sum-
mary details. Experience is given in years, rounded up to the
nearest whole number. Count specifies the number of distinct dis-
plays available to the participant at their desk. Layout describes
how available displays were laid out on the desk with respect to
each-other. Absent values are given for participants with only a
singular display.

ID Field (Experience) Computer Type Count Layout
1 Administration (20) Workstation 2 Horizontal
2 Information Management (8) Workstation 2 Horizontal
3 Regulatory Compliance (30) Workstation 2 Horizontal
4 Accounting (35) Workstation 1
5 Regulatory Compliance (6) Workstation 2 Horizontal
6 Project Management (15) Docked Laptop 2 Vertical
7 Administration (2) Workstation 3 Horizontal
8 Information Technology (4) Workstation 3 Horizontal
9 Systems Monitoring (23) Workstation 5 Horizontal†
10 Information Management (1) Workstation 2 Horizontal
11 Project Management (1) Workstation 2 Horizontal
12 Project Management (7) Workstation 2 Horizontal
13 Engineering (3) Workstation 2 Horizontal
14 Accounting (4) Workstation 1
15 Information Technology (10) Workstation 2 Horizontal

3.2 Preliminary Survey Results
In this section, results collected from the preliminary survey of participants is
presented.

3.2.1 Demographic

Participants who chose to take part in this study came from a variety of fields
and departments within the surveyed company and represented a range of
experience levels within their identified fields.

3.2.2 Display Number

From examining display data presented in Tables 3.1 and 3.2, the majority
of participants had more than one display on their desks. Only 13% of par-
ticipants, all of whom identified their fields as “Accounting”, had access to
only a single display computing system. 66% of participants had access to two
displays, while 13% had three. A single participant had access to 5 displays,
which was an outlier for the entire company as observed.
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Table 3.2: Screen sizes in diagonal inches for each participant.
Displays are presented in the order in which they were arranged on
the participant’s workspace in left-to-right order, excepting parti-
cipant 6 for whom the order represents bottom-to-top. Bold-faced
values indicate the primary display as configured within the oper-
ating system.

ID Display Size & Order
1 24” 17”
2 24”† 24”†
3 24” 24”
4 24”
5 24” 17”
6 15” 24”
7 24” 24” 17”
8 24”† 24”† 17”
9 22” 22” 22” 22” 22”
10 24”† 24”†
11 24” 24”
12 24” 17”
13 19” 19”
14 24”
15 22” 22”
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Table 3.3: Number of observed displays, grouped by diagonal
display size. All displays for a given size were of the same manufac-
turer model, with the resolution set to the display native resolution
through group policy system management. Aspect ratio and native
resolution of each display size is provided.

Size N Aspect Ratio Resolution
15” 1 16:9 1366× 768
17” 5 4:3 1024× 768
19” 2 5:4 1280× 1024
22” 7 16:9 1920× 1080
24” 12 16:9 1920× 1080
24”† 6 16:10 1920× 1200

Arrangements of these displays was noted as an additional point of data
during the survey data collection. All workstation users with multiple displays
chose to arrange them horizontally across their desk spaces, with the edges
of the displays touching. All of these horizontally arranged displays, with the
exception of participant 9, had positioned their displays such that each display
faced the position of the chair at the desk so that when facing each display, their
gaze would fall approximately perpendicular to the display surface. Participant
9’s displays were arranged in a straight line, with each display face parallel to
the front edge of the desk. It was noted by this participant that the reason
for this arrangement was due to the common usage of the workstation, where
multiple people would regularly view different display contents, rather than the
participant consuming content from these exclusively. Participant 6 arranged
their displays vertically, with the docked laptop centred below the secondary
display.

3.2.3 Display Sizes

When inspecting Table 3.3, the most common size of display seen used by
participants was 24”, representing 54% of observed displays. 21% of displays
were 22” models, though these were only seen with two participants, with
the 5display configuration of participant 9 accounting for most of these. 17”
displays accounted for 15% of observed displays, and 19” displays accounted
for 6%, all of which were utilised by a single participant. The smallest display
observed was 15” in size with only a single recorded observation and was the
laptop display used by participant 6.
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3.2.4 Display Resolutions

Display resolutions varied within observed displays, and within the 24” dis-
plays. When considering the displays 17” or larger — representative of the
stand-alone displays — for each increasing step in display size, a correspond-
ing increase is seen in resolution for this display. 24” displays were noted in
two different aspect ratio models, with the 24”† 16:10 displays being primarily
used by participants who made regular use of computer-aided design (CAD),
geographic information system (GIS), and graphics editing software. This less
common 16:10 aspect ratio display presents an increase in vertical resolution
when compared to the more common 16:9 24” displays observed.

The smallest display, the 15” display that made up a part of the laptop
computer used by participant 6, bucked the trend of larger displays having a
greater resolution. This smaller 15” display exhibited a resolution greater than
that seen with the larger 17” stand-alone display models. As this was the only
laptop display amongst the surveyed participants, no trend can be established
between laptop display resolutions and sizes for the surveyed cohort.

3.2.5 General Observations

Within the company all computer systems were supplied by Hewlett-Packard
Enterprise, and as a result a high level of consistency and homogeneity was
observed within the surveyed computer systems and peripherals. Worksta-
tion computer systems within company departments were all the same model
and specification, though variation in system models were seen between depart-
ments. Laptop systems were less common than their workstation counterparts,
with the majority of these seen used by managerial staff. Variation was seen in
laptop system models, with clear demarcation between office and field usage
models apparent, but with models varying within these two usages.

Peripherals including displays also varied between and within departments,
but clear generations of equipment could be observed distributed amongst staff.
Displays of equal size were all noted to be of the same model, with distinctive
features allowing for simple identification. All computer systems were equipped
with wired optical mice and keyboards, with no alternative pointing or input
devices observed.
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Each office worker was provided with a spacious individual workspace, ap-
proximately 8–9m2 in area surrounded on 2–3 sides with walls or workspace
dividers. The workspace of participant 9 was an exception, with their desk
and associated equipment positioned in the centre of a large room with no di-
viding walls. Office workers were provided with large straight or corner desks
approximately 0.75m deep, with other furniture varying between departments
and requirements.

3.3 Periodic Observations Results
The periodic observations component of this study aimed to record aspects of
each participant’s daily working process, and to record their usage of different
tools available to them in managing digital aspects of tasks. In this section,
each recorded aspect is presented, highlighting the range and extremes of ob-
served behaviours.

3.3.1 Concurrent Tasks

The number of concurrent tasks being performed by each study participant was
of significant interest for this study, and evaluation of the results has shown
that it is common for users to be performing multiple tasks concurrently on
screen. Observing Figure 3.1, a collection of results is observed in the 1-2
tasks band, with a smaller number observed in the 2-3 tasks band. A pattern
of alternation can be observed from this chart, in that participants switch the
number of concurrent tasks quite regularly. This alternation pattern indicates
that users do start and stop tasks throughout the day, though the exact reason
for this pattern is not clear. Possible explanations for this pattern are that
new smaller tasks are brought to the attention of users, and they manage these
as they come up; or alternatively these smaller tasks could be completed as a
break from working on larger tasks.

Two major outliers are observed, peaking on the extreme end of the scale,
with the job categories of Information Technology and Information Manage-
ment respectively. This could be construed that this indicates a higher loading
of tasks for these job categories, but due to the limited number of participants
from each category, it could easily be attributed to these participants merely
multi-tasking more heavily over the course of the day. Should this study be
conducted again, inclusion of higher numbers of participants from each job
category would allow more useful conclusions to be drawn.
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Table 3.4: Number of concurrent tasks were being worked during
each observation time block for each participant. Blank values in-
dicate that the observed participant was absent for more than 3

4
of

the time block.

ID 08:00 09:00 10:00 11:00 12:00 13:00 14:00 15:00 16:00
1 1 2 2 1 1 1 1
2 1 1 3 3 3 6 2
3 1 1 1 1 1 1 1
4 2 1 1 2 2 1 2 2
5 3 3 3 3 3 2 1 2
6 1 1 1 1 1 1
7 2 1 2 1 2
8 2 5 3 2 2 3
9 3 3 3 3 3 3 3 3 3

10 1 1 1 1 1 1 1
11 1 1 1 2 1 1 2 2
12 0 1 1 1 1 1 1
13 1 1
14 1 2 2 2 1 1 1 1 1
15 2 2 2 1

Figure 3.1: Number of concurrent tasks reported by all reporting
participants at each observation interval.
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Table 3.5: Numbers indicate how many program windows were
open during each observation time block for each participant. Sub-
windows such as browser tabs, or paged documents in an applica-
tion are not counted as individual windows. Blank values indicate
that the observed participant was absent for more than 3

4
of the

time block, and as such was unavailable for data collection.

ID 08:00 09:00 10:00 11:00 12:00 13:00 14:00 15:00 16:00
1 1 5 3 5 6 5 5
2 3 4 11 11 11 13 9
3 7 5 5 7 12 13 10
4 2 2 2 2 2 1 3 3
5 7 7 7 7 7 6 11 15
6 4 4 4 6 2 1
7 4 1 5 4 4
8 5 10 15 12 10 12
9 7 7 7 7 7 7 7 7 7

10 5 5 5 7 8 8 8
11 7 8 8 9 8 8 13 13
12 5 5 5 7 5 5 5
13 1 3
14 2 3 3 3 4 4 4 4 4
15 4 9 3 5
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Figure 3.2: Line plot showing the number of open windows for
each participant at each sampling time. Missing values are omitted,
with the line being plotted between known points.

3.3.2 Windows Count

From observing the average numbers of open windows presented in Figure 3.3,
a steady upward trend in the number of open windows can be seen as the
day goes by. This suggests an accumulation of windows over the course of the
working day, where windows that were not considered important enough to be
opened at the start of the day are kept around once they have been opened.
From observing Figure 3.3 it could be construed that a part of this apparent
upward trend can be attributed to a subset of users with larger numbers of
open windows, which results in larger swings of the mean and median values.
Though this could be an explanation, there is an apparent upward trend visible
in Figure 3.2 which indicates that these users with a profusion of open windows
are not solely to blame for this observed pattern.

From observing the mode statistic in Figure 3.3, a peak and trough cycle
can be clearly seen — specifically troughing around 10:00 and 13:00; Morning
tea and lunch break times respectively — indicating that a proportion of users
shed windows before leaving their desks. This could be attributed to a desire
to complete tasks before leaving the office for breaks, and prioritising smaller
tasks for these morning blocks because of this. The opposite pattern can be
seen around 15:00 — traditionally afternoon tea — in which the mode peaks;
indicating that the participants were working on more complex tasks at that
point, that extended over their break.
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Figure 3.3: Line plot showing the number of open windows for
each participant at each sampling time, represented as statistical
measures.

3.3.3 Window Arrangements

From examining Figure 3.4, it can be immediately seen that the most common
window arrangement method for the participants was making windows full
screen. This method ranked the highest in all but one observation period,
with this period being one of low reporting for participants. Both tiled (in
which windows are freely sized and allowed to overlap) and split (in which
windows were both tiled and full screen) ranked relatively equally throughout
the study.

From the raw data shown in Table 3.6, it can be observed that participants
using larger numbers of windows tend towards using tiled or split arrange-
ments as their arrangement methods, whilst participants with fewer windows
to manage tended towards full screen arrangements. This relationship can be
visualised by observing Figure 3.5, where while the full screen arrangement
is by far the most dominant arrangement method with low numbers of open
windows, it falls entirely out of favour once 8 windows are open; with the
preference shifting towards the tiled and split arrangements.
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Table 3.6: Number of window arrangement method incidences
against the number of windows open at the time of observation.

N Tiled Full screen Split
1 5
2 1 5
3 5 1 2
4 8 5
5 2 12 4
6 1 2
7 1 15 2
8 1 6
9 1 1 1

10 1 2
11 4 1
12 2 1
13 1 3
14
15 1 1

Figure 3.4: Bar graph showing the frequencies of window organ-
isation methods during each observation period, for participants
that were in office during the specified time period.
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Figure 3.5: Bubble chart showing the number of instances an
arrangement method was observed, against the number of open
windows at the time of observation.

3.3.4 Screen Time

Observing Figure 3.6, for over 50% of the observed participants, the entirety
of the time they spend at their desk consists of time spent working on their
computer screens. A large trough in which the median drops to 0% can be
observed occurring at 12:00, which can be attributed to the lunch break of
users - as reflected in the absent values in Table 3.7, as well as in the window
drop discussed in Section 3.3.2. The mean percentage fluctuates between 50%
and 80% screen time - with the obvious outlier at 12:00 being excluded - in-
dicating that while some participants were required to work using off-screen, a
proportion of work was performed on-screen. Off-screen resources utilised by
participants varied from hand-drawn diagrams, documents and notes; through
to reference manuals, books and regulated hard-copies depending on the par-
ticipants job - with some job categories requiring significantly more of these
than others.

A notable outlier observed in Table 3.7 is participant 13 - an engineer -
who for most of the day reported a 0% screen time. This result is due to the
participant being outside of the office performing fieldwork over the course of
the day. While the results from this participant does affect the mean result
graphed in Figure 3.6, it is a valuable result, demonstrating that some users
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Table 3.7: Percentages indicate the division of work time devoted
to activities on-screen during each observation time block for each
participant. Participants absent for more than 3

4
of the time block

are recorded as having a 0% time-on-screen value due to their un-
availability for data collection.

ID 08:00 09:00 10:00 11:00 12:00 13:00 14:00 15:00 16:00
1 100% 100% 33% 0% 50% 20% 0% 100% 100%
2 100% 100% 100% 100% 0% 100% 0% 50% 100%
3 100% 100% 100% 100% 0% 100% 0% 100% 100%
4 100% 100% 33% 100% 0% 100% 100% 100% 100%
5 50% 50% 50% 50% 0% 50% 25% 100% 100%
6 100% 100% 100% 100% 0% 100% 0% 0% 100%
7 0% 33% 33% 66% 0% 66% 100% 0% 0%
8 100% 100% 0% 100% 0% 100% 100% 0% 100%
9 100% 100% 100% 100% 100% 100% 100% 100% 100%
10 100% 100% 100% 50% 0% 100% 100% 100% 0%
11 100% 100% 100% 100% 0% 100% 100% 100% 100%
12 25% 50% 50% 0% 100% 50% 0% 50% 50%
13 0% 0% 0% 0% 0% 0% 0% 100% 100%
14 100% 100% 100% 100% 100% 100% 100% 100% 100%
15 100% 100% 100% 0% 0% 0% 100% 0% 0%

- while classified as primarily office workers - can and do spend time away
from their office working. This observation can be used to provide support for
a recommendation for providing or supporting portable computing solutions
that provide facilities of the office environment, but the exact methodology of
this is outside of scope for this study and discussion.

3.4 Closing Interview Results
On a day following the conclusion of periodic observations, each participant
participants in an interview with the researcher. These interviews covered
the topics outlined in Section 3.1.4 and took no longer than 15 minutes. 14
participants consented to having their interviews recorded, with 1 declining.
Written notes were taken for the non-recorded interview. Recorded interviews
and written notes were processed collectively following the study, with the
results presented here.
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Figure 3.6: Line plot showing the percentage of on-screen activity
at each sampling period. Periods with no data are assumed to have
a 0% value.

Table 3.8: Participant responses for whether they shutdown or
restart their computer at the end of each day.

Yes No
9 6

3.4.1 Daily Usage

Participants were asked if they shut down or restarted their computer at the
end of a working day, leaving them with a blank environment at the start of
the next working day. 9 participants indicated that they did this at the end of
every day without fail. One reason given for this was IT policy, requiring that
computers be restarted regularly to receive updates. It was noted by several
participants that on occasions where they had left applications open at the end
of day, their computers had automatically restarted to apply updates which
resulted in lost work. Following these occasions, they had begun shutting down
daily to prevent this possibly occurring again. Three participants indicated
that shutting down their computers gave them a “sense of closure” for the day,
allowing them to mentally “down tools” for the evening.
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Table 3.9: Estimated time required to reacquaint with or open
windows for daily working environments.

Required (minutes) N

0 3
1 1
2 3

3–4 2
3–5 2
4 1
5 2

5–10 1

Participants who indicated that they left their computers running had sev-
eral reasons for doing so. Participant 9 indicated that the monitoring systems
were monitored “24/7/365” and restarting these was an event managed by
IT only after a standby system was activated. 2 participants indicated that
their work often involved tasks that would take longer than a day to complete,
and that shutting down applications mid-task would cause significant delays
the following day, so tasks were often left running overnight so they would be
available the following day. The remaining participants indicated that they
required remote access to their computers during the evenings and weekends,
and the computers were left running to ensure they would be able to access
them when required.

When queried on how long it took to open required applications or reac-
quaint themselves with open applications, 3 participants indicated zerotime
requirements. Participant 9 was among these, which is unsurprising given the
constantly running nature of the computer system. The other two indicated
that this lack of time requirement was due to the lack of consistency of tasks
performed, with each task and day requiring different applications and docu-
ments to be opened. This meant that these participants had no “standard set”
of windows to be opened each day. 1 participant indicated that the required
time to open their standard set of applications at the start of each day ranged
from 5–10 minutes, which was noted as being due to a requirement to log
into several distinct remote systems. This process was indicated to be mostly
automated, but minimal work could be done during this process.
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The remaining participants indicated a requirement of 1 ≤ T ≤ 5 minutes
to get all required applications open at the start of the day. This varied based
on the number of applications required to be opened, but also on the speed
of the computers that were used. Several participants indicated that their
computer “sits there, chattering away to itself” for extended periods when
opening applications, suggesting that a mechanical hard drive is at least partly
to blame for launching delays.

3.4.2 Window Identification

During the individual interviews, study participants were asked if they had
difficulties locating open windows running on their systems during their daily
work. In response to this question, 53.3̇% of the responses indicated that
they did have issues finding windows of interest. Several interviewees offered
indications as to what provided issues for them, and in some cases how they
worked around the issue.

It was indicated by several participants, that due to the nature of their
jobs, they would often have several windows of the same application open

— i.e., multiple Excel, Word, CAD or Accounting software windows open —
but displaying different files or information in each window. This leads to
confusion when switching between windows, as each window instance of the
target application would need to be considered prior to activating a window.

The hover-view feature of the Windows 7 taskbar — where hovering the
mouse over a taskbar item will bring the associated window to the front of
the screen — was praised by a number of participants when dealing with a
few similar windows but was indicated to not be particularly effective when
dealing with larger numbers. This indication was attributed in part, to the
time needed to activate the hover-view feature for each window; where the
mouse is required to hover over the taskbar item for a brief period before
the functionality is triggered. When dealing with two windows, the user only
needs to check one of the windows before deciding which is the correct one —
requiring just one hover action — whereas with larger numbers of windows,
they need to check several to identify the correct one, requiring a noticeable
amount of time to view each window.
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Table 3.10: Participant responses to physical environment im-
provement questions.

Aspect Yes No
More productive with more space 10 5
Desire more space 11 4
Recent upgrade improved productivity 10 5
Window management change with more space 11 4

A number of participants indicated that they made use of their multiple
displays to assist in window identification. Several participants explained that
when working from similar windows — such as referencing information from
one spreadsheet while working in another — they would position each of the
documents on separate screens so that window switching would not be required.
Other participants indicated that specific windows would always be placed on a
specific screen, such that they knew approximately where it would be located.

3.4.3 Physical Environment Improvements

When interviewed, most participants indicated that more space was both desir-
able and linked with increases in perceived productivity. When queried about
their beliefs on the impact on productivity providing larger or more numer-
ous displays would have on them, 10 participants indicating they felt they
would be more productive. Of the 5 participants that indicated they did not
believe this would improve their productivity, 4 indicated that they believed
that their current number of displays was sufficient for the number of windows
they managed, and that additional displays would be unused while larger dis-
plays would just display their current windows larger which was unnecessary.
The remaining participant indicated they had previously had a larger num-
ber of displays, and that the overhead of managing windows over this space
began to overwhelm any perceived benefits of the increase. They did indicate
that this could perhaps be overcome with better tooling to group and identify
windows.

When asked if they desired more space independent of possible productiv-
ity benefits, 11 participants responded in the affirmative. A number of these
participants indicated this desire related to an element of prestige and value,
where larger “fancier” displays in larger numbers would make them feel im-
portant and would further make them feel that the business valued them by
providing high quality equipment. Others indicated that while they did not
believe this would significantly improve their productivity, it would improve



56

comfort. Those that responded negatively suggested that they believed their
desk space was already being impinged by displays, and that increasing space
requirements would make their desk environment feel more cramped. They in-
dicated that any possible benefits gained by increasing space would negatively
impact their other activities and would thus be undesirable.

All participants indicated that they had experienced display improvements
since working with the business, receiving additional displays or larger displays
during the upgrade. 10 participants indicated that they believed that their pro-
ductivity was improved by the upgrade. 8 of these participants indicated the
upgrade involved increasing their number of displays, with the remaining 2
receiving larger displays to replace existing display configurations. Those who
received an additional display for the first time indicated that their productiv-
ity was significantly increased, while those who received displays additional to
their existing multi-display configuration suggested that the increase in pro-
ductivity was only felt with certain workflows. The 2 participants receiving
larger displays both moved from “square screens to the nice wide ones” during
their upgrade, and indicated they felt more productive as two windows could
be comfortable arranged side-by-side when required, which was “not a nice
experience” on previous displays.

Of the 5 responses indicating that their recent display improvement did
not improve their productivity, all noted that their upgrade involved repla-
cing their existing configurations with larger displays. All indicated that their
window management strategies did not change as a result of the upgrade, so
no productivity benefits were experienced. 4 of these participants did indic-
ate that they still appreciated the upgrade, suggesting that the displays felt
nicer to use than before. The remaining participant indicated the upgrade was
given due to the previous displays failing, and that the displays were “not a
significant upgrade” in any regard on what was used prior.

11 participants indicated that if they were given additional or larger dis-
plays that their window management strategies would change. Most of these
responses focused on additional display behaviours, with most indicating that
larger displays would have a lesser impact on their window management be-
haviours. With additional displays, participants who made use of manually
tiled layouts suggested they would worry less about detailed arrangement and
would distribute windows to different displays as full screen or split-view ar-
rangements instead. Those who made use of primarily full screen layouts
indicated more displays would allow for reduced switching and hunting of win-
dows by allowing more full screen windows on different displays. Those who
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Table 3.11: Participant responses for digital workflow questions.

Aspect Yes No
Desire digitisation of work 11 4
Possible to work digitally 12 3

responded in the negative all indicated that they felt their current window
management strategy suited their workflows, and that an increase in space
would at best allow them to apply the same strategy to more displays, or at
worst remain unused for primary layouts.

3.4.4 Digital Workflow

When asked about digitisation of workflows, participants provided responses
around their preference for digitisation, and for whether their job could cur-
rently be performed digitally if desired. Of the 15 participants, 11 interviewees
indicated that they would prefer a working environment in which all their in-
formation, work and reference material was digital. A primary reason for this
preference related to ease of access to information, with in-document search
and document library search identified as a major advantage of digital rep-
resentations over paper. Digital submission of documents to avoid illegible
writing or soiled paper documents was another strong reason for digitisation
given by those who regularly engaged with external contractors.

Those that did not indicate a preference for digitisation gave two reasons
— a preference for physically writing or sketching notes, and a belief that
digital processes replacing paper models were slower and less efficient than
staying with the paper model. Two of these participants indicated that if a
digital solution could be found that allowed for rapid free-form note taking and
sketching — such as a drawing tablet and stylus dedicated to the task — was
provided, then this could convince them to switch to digitising this portion of
their workflow, however the other two participants indicated that they were
“too stuck in [their] ways” to change. All of these participants indicated that
if improvements were made to the software and processes replacing the paper
models, that this would encourage them to use these. All noted that they had
nothing against the digital approach inherently and acknowledged that the
gradual digitisation of processes had mostly been positive, making their jobs
easier.
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12 participants indicated that it is entirely possible for their job to be per-
formed in an entirely digital manner, meshing well with their preferences. Sev-
eral participants indicated that they already attempted to keep their workflow
as digital as possible, digitising physical documents on receipt before begin-
ning processing the digital versions. These participants noted that this was
reflected in their desk arrangements, with paper contained to in-out trays with
minimal backlog. One participant who indicated that their job could be done
digitally but expressed a preference to sticking with paper felt that due to this
possibility, the option for sticking with paper may soon be taken away from
them, and indicated they were not happy with this idea but were resigned to
it as a reality.

The three participants who indicated that their work could not be entirely
digitised gave different reasons for this. One participant indicated that due
to regulatory requirements, physical papers were required to be signed and
kept on hand during moving time windows for audit, and that digitisation
of this task would leave them in breach of regulations. A second participant
indicated that for health and safety reasons, a “lock out, tag out” system was
maintained in-office to represents services being maintained in the field, and
physical interaction with this system was required before digital actions could
take place. The third participant explained that due to the nature of field
work undertaken, no computing equipment could be taken on site, requiring
paper be used for observations and notes. It was not indicated in this case if
restrictions on equipment were due to environmental, security, or regulatory
reasons.

3.5 General Observations
During periodic collections of data, several observations were made regarding
actions performed by all participants that were of note. While participant
backgrounds were varied, all participants demonstrated behaviours that could
be collectively categorised.

3.5.1 Lifecycle Management

Study participants all performed application life-cycle management tasks, cre-
ating new window instances, and destroying others. There were several dif-
ferent approaches to each of these demonstrated by participants, which did
appear to vary based on applications in use, and familiarity with computing
systems.
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The most common method observed for creating a new window instance
was selecting and opening a file or shortcut from the system file explorer or
desktop. This action opened an application instance directly, most often with
content from the selected file already displayed. This action took advantage of
the operating system’s file associations, reducing a twostep task of opening an
application then selecting a file to open, into a single step of simply locating
the file of interest. A less frequently used method observed was using the
system application menu to view and select from a list of applications, creating
a new instance of that application when selected. A final method noted was
creation of new windows from already open MDI application windows. Specific
observations were dragging browser tabs free of the main container to form a
new container and detaching tool-pane components from a CAD application.

Closing applications was accomplished similarly in different ways. The
most common method observed was to select the “close” button in the top-
right of application windows and acknowledging any resulting prompts. A
subset of users was observed closing application by right clicking the taskbar
entry of a window, and selecting the close option from the resulting context
menu. A single participant was observed closing windows using the Alt-F4
hotkey.

3.5.2 Window Layout

While window layouts were of particular interest for the observations, observing
participants performing these layout actions was rare. This suggests that while
organisation of windows is of interest to many participants, that it is not
a frequently performed task. The only occasions where this was observed
was when new application window instances were created, where the observed
participant would perform a layout action before working with the window.

Methods of layout varied based on the layout strategy preferred by the
participant. Those observed that preferred full screen applications simply
dragged newly created windows to their display of choice, then maximised
them using the button in the top-right of the application window. Those who
utilised split-view functionality used either the keyboard shortcuts Super-Left
or Super-Right to position the window to the appropriate split area or dragged
the window to the edge of a display to toggle the splitting behaviour.

Only a single layout observation was made for a participant preferring
a tiled style of layout, which was a more involved process. Several existing
windows were re-positioned and resized to create a space for the newly created
window, which was then positioned and sized to fill the gap. Despite the
extra required steps involving other application windows, these actions were
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performed quickly and confidently, suggesting the observed participant had a
layout planned prior to beginning the organisation process. This participant
was not queried on this behaviour at the time of observation to avoid disruption
to work, and when questioned during the closing interview was unable to recall
the circumstances described, instead suggesting experience with a repeated
workflow as the likely reason behind this.

3.5.3 Window Identification

Participants with many open windows were often seen hunting for specific
windows, utilising three primary strategies to do so.

The most frequently used approach was the use of the taskbar and taskbar
peeking, looking through the taskbar list of windows to identify the window
of interest, or hovering over taskbar entries to display thumbnail previews of
windows for visual identification. Some participants were observed positioning
their cursor at one end of the taskbar and moving it along each entry in the
window list, inspecting each thumbnail as it was displayed until the desired
window was identified, then activating it from the same taskbar entry. This
approach seems to suggest that the application name and icon representation
in the taskbar held little meaning to these participants, requiring a visual
identification of the desired document to associate with it. Other participants
used a different strategy, hovering only over taskbar entries for applications
that could possibly contain the document of interest. These participants pos-
sibly had a stronger association of general document types to applications (i.e.,
spreadsheets will be opened in an Excel window), or specific documents to spe-
cific applications (i.e., this process document is always shown in a help viewer
window).

A popular alternative to taskbar search was the use of window cycling
with the Alt-Tab hotkey. Some participants were observed rapidly swapping
between two windows using this key combination when the windows over-
lapped. Others were seen cycling through the window list to identify the
window of interest. While some participants noted that they were aware of
the Vista style 3D flip approach to window cycling, no participants were ob-
served making use of this. No reason for this was forthcoming, suggesting the
preference of the older Alt-Tab cycling over the newer Super-Tab cycling is
due to familiarity with the keybinding rather than a direct preference.
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A final method observed with a minority of participants was to show and
hide windows. Participants utilising this approach would repeatedly minimise
the current topmost window until the desired window was found, or no further
windows were displayed. In the latter case, these participants would then move
to the taskbar, restoring each window in sequence until they found the target
window. This was a noticeably slower method for window identification than
with the other approaches and was mostly observed in older participants.

A notable example who experienced difficulties with window identification
was participant 3. For their workflow they often had many visually similar
spreadsheets open simultaneously and required frequent reference between dif-
ferent documents. This participant made use of both taskbar peeking and
Alt-Tab cycling though windows depending on the number of open windows.
When many similar windows were open, they noted that the taskbar peeking
method was less efficient than with Alt-Tab, as the number of thumbnails
presented would often exceed the width of the display, preventing identifica-
tion of some windows. Alt-Tab cycling was noted as generally less efficient for
their purposes as every window need be displayed sequentially, but was useful
in these larger window number scenarios. To aid with window identification,
this participant introduced temporary visual elements to each document to
help with at-a-glance identification. The primary method observed with doc-
uments and spreadsheets was to set the background colour of a cell range or
paragraph to a distinct colour, to allow for document association in this way.
They noted that they often applied ordering strategies with these additions,
giving an example of using the natural order of colours to visually identify
where a in a time sequence each document lay. While an exceptional example,
this participant did highlight a shortcoming with window identification tooling,
in that for large numbers of windows having similar appearances, that consid-
eration of each document is required to identify the target in the absence of
visually distinguishing features.

3.5.4 Content Consumption

By a large margin, the most common content consumption task observed with
participants was that of reading text from the screen. While this took several
different forms — including reading values from specialised systems, tabular
data from spreadsheets, and bulk text from documents — all participants
engaged in reading tasks for most of the day. When initially surveyed about
their fields and what was involved with their jobs, several participants joked
that most of their job was “reading things that other people have put in all
the effort of writing”.
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Camera and map images were commonly seen as reference content for other
tasks amongst many participants. These were rarely present on observed parti-
cipant’s screens for extended periods, seemingly opened to provide context to
written notes and observations. The information management group presented
an exception to this, with these items present in larger numbers for extended
periods while CAD and GIS systems were updated to reflect content presented
on the items.

Consumption of video media was minimal during observations, with a single
participant observed making notes while watching training videos. Other par-
ticipants were noted as consuming video media indirectly through background
videos unrelated to their work, however this content was rarely in the fore-
ground.

3.6 Summary
In this chapter, the results of an in-office exploratory user study were presen-
ted. From the results collected it was identified that most study participants
make use of more than one display, and that displays used have been trending
towards larger 16:9 aspect ratio displays during upgrades. Participants indic-
ated that upgrades to their display sizes and number largely improved per-
ceived productivity, with those moving from a single display to multi-display
configurations indicating the strongest sense of performance and productivity
benefits. This provides qualitative evidence to support results reporting on
productivity benefits of multiple displays presented in Chapter 2.

Desire for increase in display space was clear amongst participants, with
belief that this would allow for further increases in productivity expressed by
many. Reasons given for this belief were primarily connected to the number of
windows managed, which were observed to be numerous and tied to multiple
concurrent tasks during observation. Window layouts observed show a strong
preference for use of full screen windows for arrangement, suggesting that po-
sitioning and sizing of windows is not at the forefront of most user’s thoughts
when performing tasks, at that they prefer expediency of layout over efficiency
of space usage. This further suggests that assistive window management tech-
niques are difficult to learn or use for users, and that further pursuit of these
to improve utilisation of space will be less impactful than simply providing
more space in which to place windows.



Chapter 4

Virtual Reality Display
Technologies

In the previous chapter, it was identified that users preferred increasing physic-
ally available display space for increasing productivity, with assistive window
management techniques not being sufficient to support increasing numbers
of tasks and windows displayed on limited space. While simply adding lar-
ger or more numerous displays to computing systems may address this desire
for many, there are constraints on the number of displays that can be effect-
ively used with conventional computers. An alternative approach would be to
consider use of virtual reality (VR) hardware and environments to replace the
current conventional environments, making use of a potentially infinite amount
of virtual space without physical restrictions imposed when using conventional
displays.

In this chapter, an overview of the term virtual reality in terms of envir-
onments and hardware is given, and the possible applicability to office worker
computing use-cases for each is discussed. Immersive virtual reality (IVR)
head-mounted displays (HMDs) are identified as device candidates for invest-
igation, and virtual environment design considerations are presented. Methods
of evaluating virtual environment performance are outlined, with reading per-
formance selected as the metric for evaluation, addressing Research Question 2,
which stated:

What performance metric should be used when comparing applica-
tions within differing environments?

Finally, a brief overview of the physiological mechanisms associated with
reading is presented, and possible impacts on reading within IVR HMDs
devices is discussed.
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4.1 Virtual Reality Environments & Systems
After evaluation of the state of current conventional computing systems in
Chapter 2 and the results of the user survey and observations in Chapter 3,
it is apparent that there is a desire amongst users for more space in which to
organise an increasing number of application windows. While significant effort
has been put into creation of software space management tooling, the observed
participants of the user study did not make use of many of these, for reasons
that included unfamiliarity with the techniques, and lack of desire to change
their existing workflow.

To provide more working space, these same participants made use of lar-
ger and more numerous conventional displays, which was noted as providing
self-reported benefits to their productivity, verifying observations made in syn-
thetic workflows (Czerwinski et al., 2003; Anderson et al., 2007). Most par-
ticipants of the study also indicated that they felt that more displays would
further increase their productivity, with a minority indicating that they felt
there was an upper limit to what could be achieved through addition of more
displays. These observations are reinforced by the literature, which has identi-
fied limitations on the practicality of increasing the number of displays, with
costs, space requirements (McGill et al., 2020), and physiological constraints
(Nimbarte et al., 2013) presenting practical limitations to this approach of
increasing space.

As it appears that both software and current hardware approaches to in-
creasing and managing working space are not sufficient for managing the num-
ber of application windows, alternative options should be considered. While
development of further software space management tooling could be pursued,
the apparent resistance to adoption of existing tooling suggests that these
would likely go unused. This leaves alternative hardware as a potential avenue
for investigation, moving from the long-established conventional displays to
alternative or supplementary devices to address the problem.

While Section 2.1.4 discussed the use of conventional displays as the usual
method of visualising outputs from a computer system, several alternative
display technologies have been seen over the evolution of home and office com-
puting, though few have seen widespread adoption. One of these technologies
of note is that of virtual reality devices, which at present have seen adoption for
speciality applications such as CAD (Autodesk Inc, 2021), building informa-
tion modelling (BIM) (BIM Holoview Ltd, 2021), training (Larsen et al., 2009),
conferencing (Gunkel et al., 2018), manufacturing and assembly (Evans et al.,
2017), and telemedicine (Riva & Gamberini, 2000). While general-purpose
computing environments have been developed for these devices (DesktopPlus,
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Figure 4.1: Milgram’s reality–virtuality continuum.

2021; Virtual Desktop, Inc., 2021; Immersed Inc., 2021), they have not yet
seen significant uptake with consumers. In this section, aspects of virtual
environment experiences, devices, and environment implementations will be
discussed.

4.1.1 Virtual Environments

Virtual reality as a term can be used to describe a variety of different environ-
ments and experiences, independent of the hardware used. When considering
the term in the context of the environment or experience presented to the
user, different classifications have been used to describe these environments in
terms of different aspects of the experience, providing more manageable terms
for use in discussing these. One of the more well-known classifications is that
given by Milgram et al. (1995), which proposed a continuum ranging from
a completely real environment through to a completely virtual environment,
with experiences falling somewhere along this axis. This reality–virtuality con-
tinuum (See Figure 4.1) describes any mix of the extremes of this continuum
as “mixed reality (MR)”. While this continuum broadly allows for all VR ex-
periences and environments to be placed upon it, it has a primary focus on
the visual experience, and does not explicitly account for aspects such as audio
and haptic feedback (Skarbez et al., 2021). It also fails to provide sufficient
granularity for separation of experiences that may appear or be experienced in
radically different ways due to implementation, which has led to development
of alternate or supplemental classification.

One of the earlier extensions to this continuum was the mediated reality
continuum (See Figure 4.2), which added an additional mediation dimension
to classification (Mann, 2002). This allowed for more granular classification of
similar experiences, such as an augmented reality experience presented using an
optical see-through headset and the same experience presented on an opaque
computer display utilising a camera to mediate the experience. This addition
of dimensions has proven popular, with many more classifications emerging to
further extend this idea (Mann et al., 2018).
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Figure 4.2: Reality, Virtuality, Mediality continuum as presented
by Mann (2002). R represents the real world and V signifies virtu-
ality, with the shared axis forming the reality–virtuality continuum
presented by Milgram et al. (1995). M represented mediality, the
degree to which the experience is mediated or modified intention-
ally or accidently.

When restricting classification purely to the visual experience of an en-
vironment, the classification of alternate realities given by Want (2009) —
visualised in Figure 4.3 — provides a simple set of terms that can be used to
describe virtual environments. These terms are specified at intersections of the
reality or virtuality of the primary experience, and the reality or virtuality of
secondary overlaid data displayed. With this classification, the term “Virtual
reality (VR)” describes an experience that is at the extreme of the virtual-
ity scales for both primary and secondary displayed information, with no real
elements included. The terms “Cross reality (CR)” and “Augmented reality
(AR)” describe alternate and opposing extremes of these scales, displaying a
combination of real and virtual content displayed for primary or supplemental
consumption. “Mixed reality (MR)” continues to describe experiences that de-
viate from the extremes of each classification, following the usage of the term
given by Milgram et al. (1995).

The classifications and terms given by Want (2009) will be used to describe
environments throughout this thesis.

4.1.2 Virtual Reality Systems

Virtual reality as a term is also used to describe hardware utilised for present-
ation and interaction with virtual environments. While virtual reality is often
associated with IVR HMDs The breadth of systems that can be described
with this single term is vast, covering the “Goggles ’n’ Gloves” (Steuer, 1992)
systems of body tracking and immersion, sophisticated and accurate vehicle
simulators, and video games displayed on a conventional display. While some-
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Figure 4.3: A classification of alternate realities, given by Want
(2009), classifying alternate realities in terms of the source of the
primary experience, and the source of overlaid data.

what dated, the classification of virtual reality systems given by Biocca and
Delaney (1995) (See Table 4.1) provides a good overview of virtual reality
systems upon which virtual environments can be displayed. In this classific-
ation 6 distinct virtual reality systems are outlined, with these grouped as
free-standing or HMD systems.

Within this classification, four systems have seen use in literature as po-
tential general computing environments, with the details of these systems ex-
panded on below.

Window Systems

Window systems as described by Biocca and Delaney (1995) present a view
into a virtual environment through a portal, which can take the form of con-
ventional displays, hand-held displays, or other display technologies. These
systems present an affordable approach to presenting virtual environments
due to the use of existing and ubiquitous display technologies.

Window systems can present virtual reality environments directly to per-
ceivers, and other forms of virtual environments are made possible when com-
bining the display with additional peripheral devices. Use of external cam-
eras allows for mediated augmented or cross reality environments to be dis-
played, with tablet systems including multiple cameras presenting simple self-
contained window system devices for this purpose. Smartphone and tablet
devices can be seen supporting augmented reality applications for consumers,
with games such as Pokemon Go, and design applications like IKEA Place
providing use-cases for this technology. When considering pure virtual reality
environments, 3D videogames such as Quake and Second Life are common
examples that can be seen presented on conventional displays.
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Table 4.1: Classification of Virtual Reality Systems. Reproduced
with adaptations from table published by Biocca and Delaney (1995,
p. 59).

System Type Description

Window A computer screen provides a window or portal
onto an interactive, 3-D virtual world. Desktop
computers are often used and users sometimes
wear 3-D glasses for stereoscopic effects.

Mirror The users look at a projection screen and see an
image of themselves moving in a virtual world.
Video equipment is used to record the user’s
body. A computer superimposes a cut-out im-
age on a computer graphic background. The
cut-out images of themselves on the screen mir-
rors their movements, hence the name mirror
systems.

Vehicle-based The users enter what appears to be a vehicle
(e.g., tank, plane, car, space ship, etc.) and op-
erate controls that simulate movement in the
virtual world. The world is most often projec-
ted on screens. The vehicles may include mo-
tion platforms to simulate physical movement.

Cave Users enter a room or enclosure where they
are surrounded by large screens that project a
nearly continuous virtual scene. 3-D glasses are
sometimes used to enhance the sense of space.

Immersive virtual reality
(IVR)

Users wear displays that fully immerse a num-
ber of the senses in computer generated stimuli.
The stereoscopic HMD are a distinctive feature
of such systems.

Augmented reality (AR) Users wear a visual display (e.g., transmissive
HMD) that superimposes 3-D virtual objects
on real-world scenes.
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Virtual environments presented through window systems have been util-
ised for many different purposes outside of the entertainment applications
mentioned above. Training applications are popular with these systems, with
examples of social skills training for people with autism spectrum disorder
(Bahiss, 2021), laparoscopic surgery training (Larsen et al., 2009), assembly
and maintenance tasks (Gavish et al., 2013), and general education (Inman et
al., 2010) showing the breadth of possible applications these systems support.

In the context of general-purpose computing, window systems have been
heavily utilised when developing modern windowing systems and assistive tech-
nologies to support general computer usage. Simple virtual environments im-
plementing the desktop metaphor have been augmented with 3D elements to
provide improved and natural physical interactions (Agarawala & Balakrish-
nan, 2006) or representations of elements such as documents and docks. Exist-
ing assistive technologies such as virtual desktops and window switching have
been improved with 3D features to allow for better awareness of the location
and composition of the components they arrange (Henderson & Card, 1986;
Agarawala & Balakrishnan, 2006; Warr et al., 2016). Complex 3D environ-
ments have been developed to investigate the impact of spatial memory and
organisation on search tasks (Robertson et al., 1998; Cockburn & McKenzie,
2002), and complete environments utilising navigation of virtual structures
have been considered for task management (Robertson et al., 2000).

CAVE System

CAVE automatic virtual environment (CAVE) systems are immersive systems
in which a user is surrounded on one or more sides with display surfaces,
presenting an immersive environment in which the user can move, and exper-
ience content shown on the surfaces. These were first introduced by Cruz-
Neira et al. (1993b), with the initial prototype taking the form of “three rear-
projection screens for walls and a down-projection screen for the floor” (Cruz-
Neira et al., 1993b) forming a 7 cubic foot virtual environment contained in a
30×20×13 foot room. Modern CAVE systems provide systems with single wall
and floor configurations through to fully enclosed 6-sided immersive systems
(Mechdyne Corporation, 2021a), using combinations of rear or front projectors
(Visbox Inc, 2021) and large format displays at a variety of sizes (Mechdyne
Corporation, 2021b). Mini-CAVE systems, describing systems small enough
to place on a desk or other surface, are also available, though see less use than
their larger counterparts (Carvalho et al., 2011). CAVE systems typically re-
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quire large, dedicated spaces due to their size, and are expensive to purchase
and install, with commercial systems ranging from 160,000–630,000€ in 2005,
and low cost DIY solutions sitting around 20,000€ in the same time period
(Juarez et al., 2010).

CAVE systems are primarily capable of displaying virtual reality environ-
ments, with support for including physical elements within the environment
to act as input methods or targets for augmentation. Sensors are used within
CAVE systems to track user and object position and orientation within the
space, and this information is used to transform the content displayed on the
display surfaces, and to provide input to the system. 3D stereo effects are
accomplished using active or passive 3D glasses in conjunction with projected
content to allow for a sense of depth, and to allow for objects to be displayed
inside the space.

CAVE systems are extremely flexible, capable of supporting a wide variety
of input methods, and displaying many kinds of content. They have found
significant use in information visualisation (Svidt & Bjerg, 2002; Cruz-Neira
et al., 1993a), visual prototyping (Choi & Cheung, 2008), and educational
applications. These systems have demonstrating benefits for collaboration and
improved learning outcomes (Back et al., 2020) when used for these purposes.

Immersive Virtual Reality HMD

IVR HMDs are headset systems that obscure the user’s vision of the real world,
instead presenting content viewed on displays within the headset. Within the
headset, one or more display panels are arranged ahead of the user upon which
content is displayed. Optical elements are often present between the perceiver
and the displays, distorting the presented view to provide a sense of curvature
that may not be physically present in the display arrangement. The position
and orientation of the HMD is typically tracked, with this information used to
recalculate the pose of the perceiver within the virtual environment, and from
there the view that is presented on the displays. The amount of space required
when using an IVR HMDs varies, with some devices supporting smaller seated
experience tracking areas that require no more space than a current computing
system, through to room-scale environments that utilise entire rooms.

IVR HMDs can present a range of virtual reality environments, assuming
external sensors are made available. Virtual reality environments are easily
presented within these HMDs, providing immersive experiences that isolate
the perceiver from the external world. If equipped with external cameras,
cross reality and augmented reality environments can be presented.
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IVR HMDs have seen popularity with home consumers, providing enter-
tainment applications including games, movie theatre experiences, and collab-
orative environments. These have also seen use in design, information visual-
isation, and education applications. general-purpose computing environments
have been implemented using IVR HMDs as the display technology both in
experimental environments, and in consumer available products. Multiple ap-
proaches have been considered for these general-purpose environments, from ef-
fective simulations of conventional computing environments (Virtual Desktop,
Inc., 2021; Immersed Inc., 2021) with addition of novel input devices, through
to environments that significantly deviate from convention and even expected
physical realities.

Augmented Reality HMD

augmented reality (AR) HMDs are headset systems that can take similar forms
to IVR HMDs, covering a large portion of the user’s face, or as monocular or
binocular “smart glasses”. These devices project or directly display content
on an optically see-through panel, allowing the perceiver to directly observe
the real world through the display whilst having virtual elements overlaid or
inserted into the view. A system that presents information as an overlay to
the real world without giving the sense of the content being inserted to the
world is often referred to as a head-up display (HUD). Many AR HMDs track
position and orientation of the device as with IVR HMDs to update the view
of the virtual environment projected on the display. Space requirements for
AR HMDs vary as with IVR HMDs, though they are often less limiting in the
case of AR, allowing for their use freely anywhere in the world or limited to a
building or room.

AR HMDs primarily display augmented reality environments due to their
additive overlay nature, but can present mixed reality or cross reality envir-
onments in some cases. These devices have seen use in many professional
fields, with medical, engineering, product design, and education applications
showing some of the strongest uptakes and benefits. general-purpose com-
puting environments are available for some AR HMDs, with the Microsoft
Hololens presenting a functionally complete stand-alone computing experience
that is commercially available, and other systems that have been demonstrated
primarily in academic literature (Reichlen, 1993; DiVerdi et al., 2003).
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4.1.3 Head Tracking Systems

CAVE systems, IVR HMDs, and AR HMDs as discussed above make use of
orientation and positional tracking solutions to provide 3 degrees of freedom
(3DoF) or 6 degrees of freedom (6DoF) pose information for the perceiver’s
head, allowing for the virtual environment to be updated to maintain a consist-
ent or expected view. There are many different methods for performing head
tracking, with different trade-offs that make each suitable for specific applica-
tions. In the context of the discussed CAVE and HMD systems, head tracking
systems are broadly categorised as inertial or visual systems (Gourlay & Held,
2017), with visual systems further subdivided as “outside-in” or “inside-out”
systems.

Inertial Tracking

Inertial tracking is typically accomplished using an inertial measurement unit
(IMU), which is attached to the perceiver’s head as part of an HMD, or as an
independent device. IMUs utilise a combination of accelerometer, gyroscope,
and magnetometer sensors (Ahmad et al., 2013) to measure changes in position
and orientation of the unit. Calculations are performed on the data outputs of
each internal measurement device, producing absolute or relative rotation and
position information from moment-to-moment measurements (Zhao & Wang,
2012). IMUs report data at a high frequency, in excess of 1000 Hz in some cases
(Bosch Sensortec GmbH, 2021), allowing for small movements, or oscillations
to be detected and measured and provided in a timely fashion.

Low cost IMU devices suffer from measurement drift due to accumulated
error from many frequent and noisy sensor readings over time (Zhao & Wang,
2012). While drift in some tracking axes can be corrected using additional
sensors (Wittmann et al., 2019), appropriate sensors are not always practical
or usable where IMUs are in use (Bai et al., 2020). As such, inertial tracking
is generally used primarily for orientation tracking only, with any positional
information being used in greater sensor fusion applications.

Outside-in Tracking

Outside-in tracking describes solutions where the perceiver’s head position
and orientation is determined by an external system, with the any equipment
attached to the head performing minimal or no tracking of it’s own. These
solutions typically use fixed external visual sensors (Marks et al., 2014), though
other non-visual solutions exist, and observe a defined region within which the
head and other elements can be tracked. The head, and any other tracked
elements, may be fitted with fiducial markers to aid the external sensors in
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Figure 4.4: Fiducial markers used by marker systems (Benligiray
et al., 2019, p. 2).

accurate and low latency tracking of the items in the region. Markers may be
active, such as infrared (IR) emitters, or passive, such as retro-reflective points
and visually distinct symbols (See Figure 4.4). The use of fiducial markers is
not required, and marker-less tracking systems are available, though a perform-
ance impact in precision and processing time is noted for these solutions.

These systems are suited for fixed installations with constrained tracking
regions, such as seated experiences, where the degree of required movement
is limited. Several examples of consumer IVR HMDs make use of outside-in
tracking systems, with the Oculus Rift CV1 (CV1) and Sony Playstation VR
being notable examples of active marker-based solutions, and the Microsoft
Kinect being an example of marker-less solution. Commercial motion capture
systems, as well as CAVE systems, make use of both active and passive fiducial
markers to accurately track many points at high speeds (Moeslund & Granum,
2001, p. 239; Kida et al., 2000, §4.1).

Inside-out Tracking

Inside-out tracking solutions utilise sensors attached to the perceiver’s head or
to a work device, where these worn sensors determine the position and orienta-
tion of the head either completely independent of external systems, or utilising
information broadcast by external stations. As with outside-in tracking, the
utilised sensors are typically visual, but alternatives solutions exist. Inside-out
solutions utilising supporting external stations may be restricted to defined
tracking regions where the appropriate stations are present, limiting these solu-
tions to similar tracking environments and areas seen with outside-in tracking.
Inside-out tracking solutions implementing forms of simultaneous localisation
and mapping (SLAM) are capable of tracking the device in unknown areas
(Chekhlov et al., 2007), whilst others may be limited to previously encountered
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Figure 4.5: Valve VR test room, showing fiducial markers used
for positioning early prototypes of IVR HMDs (Kraft & Make Com-
munity LLC, 2016).

and mapped environments (Gourlay & Held, 2017). As with outside-in track-
ing solutions, fiducial markers may be used to improve tracking performance,
identifying reference points for environmental positioning (See Figure 4.5), or
identifying elements that can be interacted with (DiVerdi et al., 2003).

Inside-out tracking solutions are suited for both scenarios where the head
pose needs to be determinable in many different unbounded locations, and
for tracking inside a defined region. Utilising independent systems with no
external support system may increase the complexity of processing, and ac-
curacy of determined location, and as such may need to be used in a sensor
fusion arrangement to reduce the impact of this if required. This tracking
approach can be seen in many commercial virtual reality systems, with the
HTC Vive utilising a “Lighthouse” IR laser-based tracking approach that util-
ises external broadcasters with infrared broadcast markers, and the Microsoft
Hololens demonstrating a independent marker-less solution.

Sensor Fusion

Sensor fusion refers to the combining of data from multiple sensors “such that
the resulting information is in some sense better than would be possible when
these sources [are] used individually” (Elmenreich, 2002). In the context of
VR tracking technologies, this most commonly involves the combination of
high-speed inertial tracking data, with the slower visual sensor output. This
approach is often used by HMD devices to address shortfalls of each of these
technologies, such as obscuring of visual tracking fiducial markers or slow up-
date speeds for visual systems being addressed by inertial data, and loss of
fast movement results and accumulated error or drift of inertial data being
corrected by visual systems (Hogue et al., 2004).
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4.1.4 System Selection

When examining the above discussed virtual systems, the suitability of these
for general computing applications in the context of the office workers observed
in Chapter 3 can be considered. In the first instance, the use of window systems
can be excluded, as these represent the existing system in use by the surveyed
office workers. As evidenced by the lack of assistive tooling usage by these
users, with a strong preference for increased physical space, development of
further assistive tooling or navigable environments would likely result in a
system that would function in a user study situation but would not be utilised
in normal work.

In the Chapter 3 study, office workers were seen to be working in an of-
fice space that provided limited scope for expansion, meaning that the space
requirements of a candidate system is of significant importance. With this
restriction in mind, CAVE systems are not ideally suited as candidate systems
due to their large, dedicated space requirements that would interfere with a
variety of office tasks. When also considering the purchase cost for these sys-
tems, it can be imagined that these would not be made available to all office
workers simply due to the required financial outlay, suggesting that this is not
a viable consideration for further investigation.

Both IVR and AR HMDs show promise as virtual reality system candidates
when considering these constraints. Both categories of system could be used in
the bounds of existing desk or office space, and due to a resurgence in interest
in these devices many affordable and publicly purchasable options exist. This
reduces possible friction in adoption, as minimal modification will need to
be made to the existing workspace and outfitting an entire office population
with devices is not an outlandish possibility. As both options are viable, the
selection is ultimately a consideration of availability and access to devices
for development and research, with IVR HMDs presenting the greatest range
of options for this researcher. For this reason, IVR HMDs are selected as the
virtual system candidates for further general-purpose computing investigation.

While many modern commercially available IVR HMDs provide external
cameras, usable for supporting cross reality (CR) or AR experiences, not all do.
Older and more affordable HMD do not provide these cameras as part of the
core device, instead requiring additional 3rd party devices and modifications to
provide this functionality. To present a fair environment that may be utilised
on any of these devices, a purely VR environment will be developed to run
within these HMDs.
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4.2 Virtual Environment Considerations
With IVR HMDs identified as the chosen research target, consideration of the
design of a general-purpose virtual reality computing environment is required.
Virtual reality environments presented within IVR HMDs have advantages
over conventional displays, most notable of which is that elements represented
within them are not constrained by physicality of an environment. Elements
can be freely scaled, positioned, and distorted within the virtual environment,
with the virtual environment and content presented within not required to
follow the usual rules and expectations of real environments. This enables
capabilities such as allowing rotations within the environment to transform
the contents and space or presenting content that follows the perceiver in
different ways.

While the freedom to develop such environments affords many opportun-
ities, presenting an experience that follows natural laws and expectations of
the user is important to enhance the feeling of presence within the environ-
ment (Slater et al., 1995), and to reduce potential disorienting and motion
sickness effects (Berger & Wolf, 2018). In this section, the presentation of con-
tent within a virtual environment is discussed, with emphasis on presenting
conventional applications in usable fashions. Discussion of prior work is given,
and a target virtual environment design is presented.

4.2.1 Content Presentation

Presenting content within a virtual environment can be accomplished in sev-
eral different ways, with decision being driven by the nature of content that
is intended for display. Independent of the exact form, aspects such as restric-
tions of movement, orientation, location, and use of depth for elements within
the environment should be considered (McGill et al., 2020). When restricting
discussion to the display of conventional computing application content, ad-
ditional considerations such as the shape of representations and the general
workflow should also be kept in mind.

The shape and form of content can easily be varied when the material to be
presented has been designed with display in a free-form virtual environment as
a primary consideration, however it has been shown that moving away from 2D
representations of content into 3D negatively affects the efficiency of conveying
information (McKenzie et al., 2017). This suggests that use of existing con-
ventional application window forms, typically 2D rectangular frames, will be
suitable for conveying information within a virtual environment assuming that
the content contained within is usable. Effort should not therefore be spent in
modifying the overall shape of the content frame, instead making appropriate
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changes to content displayed upon them, and the position and appearance of
these frames within the virtual environment. This leads to the simplest form
of content presentation within the virtual environment, that of a rectangular
window floating within the world, upon which conventional application con-
tent can be displayed. While simple and seeming not to take advantage of
many of the available freedoms afforded by a virtual environment, this repres-
entation appears to be popular with designers of virtual environments (Ens
et al., 2014b; Pavanatto et al., 2021; DesktopPlus, 2021).

While representing a conventional application window as a virtual window
mirrors it’s conventional computing counterpart, there are modifications that
can and should be made to the virtual window representations to ensure they
remain usable. McKenzie et al. (2017) noted that when designing user inter-
faces, planar representations of content that appeared on the outside of the
perceiver’s view appeared to skew, which felt “unfair” to the content displayed
upon it. The suggested modification to the presentation to address this was to
distort planar content such that it curved around the perceiver in a cylindrical
form, with the centre-point of the cylindrical surface being at the perceiver’s
position, or some other point within the environment (McKenzie et al., 2017).
This design decision is reinforced by others, with indications that curved sur-
faces were considered preferable when considering accessibility of content and
reduction of fatigue (Shupp et al., 2009), with “the degree of the curvature
[being] somewhat up to personal preference” (Endert et al., 2012), but it was
suggested that utilising a curvature where each point of the displayed item is
of equal distance from the perceiver would be best. Benefits of curved content
on comfort, legibility of content, and speed for visual search tasks have been
identified (Shupp et al., 2009; Park et al., 2017), further suggesting that curved
surfaces should be preferred over planar.

While distorting planar content can address the overall appearance of con-
tent, the size of content to be distorted is also of concern, especially when
noting the preferred strategy of window management shown in Chapter 6 and
the size of virtual window this would imply. Currently available IVR HMDs
have limits to the field of view (FOV) presented to the perceiver, limiting the
amount of content that can be displayed in a static view of the environment.
Microsoft Mixed Reality guidelines suggest restricting content to a size that
can comfortably fit within the headset FOV (Microsoft Corporation, 2020),
with Ens et al. (2014b) identifying benefits for task times when content oc-
cupies less than 75% of the headset FOV to reduce head movements. This
consideration of head movements is also identified as a concern for comfort-
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able viewing of displayed elements, with Dingler et al. (2018) identifying a
user preference for a slight negative angle of vertical head movement when
consuming content, and Kim and Shin (2018) further emphasising minimising
head movements to aid with comfort and task performance.

The use of depth is an additional consideration within virtual environments,
with a 3rd dimension for placement presenting many opportunities for novel
interactions. It is noted however that there are concerns when utilising this
dimension, with eye vergence differences when focusing on elements within
the environment miss-matching with the ideal vergence distance for the HMD
leading to visual discomfort (Shibata et al., 2011). It is further noted that
adding additional visual information to process through parallax effects and
other interactions between elements of differing depth further increasing visual
fatigue (McKenzie et al., 2017). Use of mixed depth content opens many dif-
ferent presentation possibilities, such as moving lesser used reference material
further from the perceiver, however Tan and Czerwinski (2003) identified that
mixing display depth of elements may negatively affect performance. This
suggests that while depth could be utilised, it should be used with caution so
as to avoid these potential pitfalls.

4.2.2 Bounded or Free Windows

When representing conventional application windows as virtual windows dis-
cussed above, a consideration to be made is how these should be placed, ar-
ranged, and organised within a virtual environment. When displayed within a
conventional computing environment window system, windows are bound by
the physical constraints of the display, with assistive tooling and optimisations
made to better align and arrange windows within these constraints. The phys-
ical constraints presented by conventional monitor frames are not necessarily
present within a virtual environment, so alternative options exist.

When considering general-purpose virtual environments, three primary op-
tions are seen in commercial and experimental systems that present as possible
candidates for investigation. These options are treating the virtual environ-
ment as a continuous surface with no “edges” to impose constraints on place-
ment, subdividing the space into virtual “pigeon holes” into which windows
can be placed, and that of presenting virtual display “containers” containing
virtual windows constrained in a way similar to conventional computing envir-
onments.
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Continuous Display Space

The idea of a continuous display space presents as independent items that
can be freely positioned within a large or potentially infinite surface or space.
When considering this idea, several potential benefits and drawbacks can be
identified. Presenting free-form placement and sizing of items within a con-
tinuous space allows users to develop novel organisational strategies, grouping
tasks visually to collect ideas or related content (McGill et al., 2020). When
considering collaborative virtual environment, using free form placement could
allow for collecting items around real or virtual landmarks, supporting visual-
isations being anchored to relevant objects or persons (Sharma et al., 2019).
Obvious drawbacks of such an approach can be seen when considering the ar-
ranging items into organisational units in a fast and efficient manner. With
existing bounded systems, natural organisational areas can be identified as in-
dividual frames, and items can be arranged easily within these to occupy space
efficiently and easily. In an unbounded space, aligning items such that they
did not obscure relevant content from other applications when positioning or
resizing others would be difficult (McGill et al., 2020), which may drive user
demand for assistive tooling to aid in these operations.

Grid Placement

Compartmentalising the available virtual space into a “pigeon hole” grid within
which virtual windows can be placed whilst avoiding occlusion in a manner
similar to a widget placement grid, could be used to cleanly arrange elements
(Pygmal Technologies, 2017). This form of arrangement may place limits on
the size of content that can be displayed if windows are required to exist in a
singular cell, or to span a rectangular range of cells which may remove some
advantages of large space arrangements.

Alternative grid arrangements could also be considered, such as presenting
strict environment-fixed grids, or ad-hoc grids supporting grouping of elements
around key windows. Using such grid arrangements would allow for free win-
dow arrangements, allowing for emergent task arrangement strategies, whilst
applying some order and manageability to the environment.

Containerised Windows

Introducing larger frames within which windows can be grouped and arranged,
analogous to a display and desktop frame or virtual desktop view, which can
be freely arranged in a continuous space presents a solution with many ad-
vantages. By applying existing familiar window management techniques and
assistive tooling within each container, existing user behaviours and knowledge
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can be replicated and leveraged such as utilising the container edges for lay-
out (Wallace et al., 2006), or taskbar usage for window identification. This
interaction and constraining of windows could be re-implemented within the
virtual environment or could be captured directly from an existing desktop
environment representation through desktop mirroring APIs, handing off the
primary management to the extant desktop environment. This approach has
seen usage in both academic (McGill et al., 2020; Dominic et al., 2020) and
commercial (DesktopPlus, 2021; Immersed Inc., 2021; Virtual Desktop, Inc.,
2021) virtual environments, in part due to the simplicity of implementation of
such mirroring. Hybrid approaches could be considered for layout, using this
form of containerised windows initially with the option of removing windows
from the container to act as independent items within the virtual space, a
feature that is now seen in commercial offerings (DesktopPlus, 2021).

4.2.3 Environment Reference Frames

Independent of the choice of bounded or free windows, consideration of how
presented elements are positioned within a virtual environment is critical. Con-
sidering how windows will be accessed, addressed, and switched between will
be necessary when designing a virtual environment to ensure that these are
approachable, and fit with the use-case presented by users of the system. Ens
et al. presented the idea of “Ethereal planes”, used to describe 2D planar ele-
ments within a virtual world, and presented terminologies and approaches to
use when considering the placement of these.

Four different reference frames were presented by Ens et al., shown in
Figure 4.6. These reference frames describe how virtual windows are placed
with respect to the user or to the world and positioned with respect to the
user FOV.

Exocentric Frame

When considering virtual window placement relative to the world, the term
“exocentric” or grounded/world-locked (Lee, 2017) is used. Exocentric place-
ment of content has mappings to real world object placement, such as the
position of conventional displays upon a desk, or a book on a shelf. Exocentric
content can be placed in a position within a real or virtual world, where it will
remain independent of the perceiver’s position within the same. This position-
ing has been shown to have benefits in leveraging spatial memory (Montello
et al., 2004; McGill et al., 2020), aiding recall of object locations within an
environment. Virtual content may be placed next to real or virtual objects
that are associated with this content to take advantage of this, such as posi-
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Figure 4.6: Reference frames used for classifying perspective and
movability aspects of ethereal planes. Diagram sourced from Ens
et al., 2014a, p. 4.

tioning a virtual phonebook beside a physical desk phone, or a digital booking
system positioned beside or on top of a calendar (DiVerdi et al., 2003). Over-
lapping virtual content over physical representations may also be utilised to
provide elements of tactile feedback (Wirtz et al., 2014), or to enable greater
collaborative spaces through common placement of shared elements.

Exocentric content does present some downsides, especially with regards to
location of lesser-used virtual elements and transitioning between workspaces.
As elements are positioned within a given environment, moving from that en-
vironment introduces problems when the user wishes to access that content,
requiring the user to return to the space where the content is positioned — a
close relation to placing physical objects within a given room — or to trans-
form a representation of that content for display within a new environment.
With augmented reality environments, moving between workspaces may in-
volve physical movement to other locations in the real world, while virtual
reality environments may require navigation inputs within the environment
to move the virtual camera position. AR solutions such as the Microsoft
HoloLens, utilise sensors on the HMD to identify locations and restore work-
spaces when reentering a space (Microsoft Corporation, 2021a), whilst other
systems rely of fiducial markers to establish the space and location of restored
elements (DiVerdi et al., 2003). While this behaviour is beneficial in many
ways, allowing natural associations between tasks and locations, it does re-
quire that workspaces be recreated if the appropriate space is not conveniently
accessible. Ens et al. provided investigation into transforming content laid out
in one space for display in another, comparing user performance in spatial loc-
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ation tasks when the layout algorithm prioritises visual constancy over visual
saliency (Ens et al., 2016). It was noted that maintaining relationship of win-
dow positions with respect to each other was more important than respecting
visual saliency when performing these transforms, however users did identify
that context was lost when moving to a different space. Specific examples
of this context loss were provided, with an example of items positioned on a
computer desk due to this arrangement “fit[ting] the office paradigm” (Ens
et al., 2016) losing context when moving to a different space that lacked a
corresponding desk space presents a relevant scenario when considering design
for office work.

Egocentric Frame

The alternative positioning approach, that of egocentricity or body-locked/tag-
along behaviour (Lee, 2017), describes elements that are positioned with re-
spect to the user position. Egocentric windows can be placed around the user,
and will follow the user position, maintaining relative distance and orientation
to the user independent of motions made. This style of positioning allows for a
spatially consistent and familiar layout of content to be presented to the user
regardless of the user’s location. Egocentric display of content has been shown
by Hinckley et al. (1994) as being beneficial when dealing with free space in-
teractions, with egocentric coordinate systems being easier to comprehend and
manipulate than exocentric systems.

Downsides are present with egocentric frames as with exocentric, with the
primary issue relating to collaborative constraints in multi-user environments.
As egocentric content is inherently laid out for personal consumption due to
their positioning relative to the perceiver, sharing content with others may
require transitioning egocentric windows into an exocentric frame (Ens et al.,
2014a).

Movability

Ens et al. (2014a) further classifies each of these reference frames based on
the movability of content, classifying items as fixed or movable within the
egocentric or exocentric frames. Fixed position elements do not move with
respect to their coordinate system, with a fixed-egocentric element always
being visible at the same position within a user’s FOV regardless of the user
movements, and a fixed-exocentric element remaining fixed to a designated
surface or object within the environment. Movable elements by contrast can be
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moved with respect to their reference frame, allowing for relocation of elements
in response to actions or movements, for example a movable-egocentric window
could describe a virtual watch face that is always shown oriented according to
the user’s wrist position in space (McGill et al., 2020).

Different combinations of reference frames and movability are seen to be
suitable or unsuitable for different kinds of interface, for a variety of physiolo-
gical and interaction reasons. Fixed egocentric content, HUD style content
that remains at the same position within the user’s FOV, is typically regarded
as poor choice due to impacts on immersion within presented environments
(Lee, 2017), and causing a sense of user discomfort or simulator sickness due
to a miss-match in perceptions (Microsoft Corporation, 2020). Use of movable
egocentric content can address the issue of user discomfort but can impact on
immersion within the presented environment if not correctly integrated into
the experience (Lee, 2017).

Adaptive Frames

Consideration of reference frames is important when designing a virtual envir-
onment, as this choice will dictate many aspects of the environment present-
ation and interaction, and how this meshes with the environmental use-case
will be important for adoption. If choosing an exocentric reference frame, then
users of a system may be required to physically move around a space to address
different interface components, while with an egocentric frame the information
will always be attached to the user. It is possible to consider a combination of
the two reference frame styles, where the environment is fixed to the position
of the user’s head, while being accessed and interacted with in an egocentric
manner. This approach was shown as optimal for the design of the personal
cockpit (Ens et al., 2014b), suggesting that for mobile use the environment
should attach to the user’s head becoming egocentric when movement is iden-
tified, and becoming exocentric based around the position of the user’s head
position when stationary.

4.2.4 Environment Selection

When considering the design of a virtual environment for office workers ob-
served in Chapter 3, several of the above discussed approaches can be con-
sidered as possible routes for development, while others can be discarded due
to interaction with the IVR HMD devices, and purely VR environments chosen
as virtual systems targets.



84

Considering first the environment reference frames, it is apparent that
egocentric reference frames are ideal for applications where the user will be
moving while interacting with content, whereas exocentric frames are more
suitable for situations where the user will remain in one room. User movement
while utilising the environment developed for this research is not considered
a requirement, as the pure VR environment will isolate the user from the
surroundings, necessitating removal of the device prior to leaving their work-
space. Additionally, commercial IVR HMD solutions are primarily tethered
to a computer system with a cable, restricting the movements of the user to
the length of cable provided, and supported tracking region. This suggests
that an exocentric reference frame will be suitable for the office worker applic-
ation, and that an adaptive frame need not be considered due to the limited
movement expected. While exocentric environments are often seen as fixed to
real environmental landmarks, a pure VR environment displayed on a device
without external sensors to detect environment features will be unable to es-
tablish this relationship. Anchoring the environment to the neutral position of
the user’s head when seated at their desk presents a world that can establish
rough position and orientations relative to their desk, and items placed upon
it.

Having chosen an exocentic frame and world fixation point, how elements
within this reference frame need be decided. Referring above to the content
presentation discussion, several aspects of presentation in this chosen frame
can be chosen. The discussion identifies that presenting content at similar
depths to avoid shift in vergence distance is preferred for both performance
and comfort, which suggests that presenting content along a single surface
would provide an acceptable experience for the perceiver. Utilising a planar
surface would not be advisable, as it is identified that this negatively impacts
perception of content displayed on it away from the user’s forward position and
would be unfair to that content. While the user could physically reposition
themselves to address this content such that it appeared directly ahead of them,
it has been identified that movement is not a priority in this scenario due to
device and environment choices. A better solution evident from the above
discussion is to distort the presentation surface around the user, forming a
cylindrical or spherical surface that presents all content at equal distances
from the perceiver’s initial position within the environment.

Examining the state of existing general-purpose virtual reality computing
environments, the use of containerised windows through mirroring of conven-
tional desktops is a popular choice. This popularity as discussed appears to
be due to the simplicity of implementation, and the ability to leverage ex-
isting use knowledge and behaviour with window management tools. While
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following this trend could be justifiable, observing that the studied office work-
ers did not leverage many of the existing window management functionality
indicates that the familiarity aspect of this approach may not benefit them sig-
nificantly. Consideration is then given to the approach of a continuous display
space and grid placement approach, where it is seen that the grid placement
approach is simply a layered constraint over a continuous display space. In-
troducing additional constraints to an environment before usage patterns have
been established suggests premature optimisation, while leaving the environ-
ment unconstrained would allow for emergent usage strategies to be observed.
Therefore, the choice is made to utilise a continuous display space for win-
dow placement initially, with the option of introducing additional grid-like
constraints to support interactions observed by user usage of the system.

As a continuous display space is to be implemented, this requires that
content presentation be more sophisticated than simple conventional display
mirroring onto the environment. To allow for freedom of use of the envir-
onment, each running conventional application window should be treated as
independent items within the environment, with the environment acting as a
window manager for these, rather than as an environment to contain virtual
displays.

4.3 Evaluating Suitability
When considering suitability for IVR environments, many different metrics
have been used, considering different elements depending on the use case of
the system. If the usage is isolated to a system capable of displaying con-
ventional application windows as described above, then usability concerns for
managing these application windows should be considered as metrics. When
considering the activities performed by office workers presented in Section 3.5,
identification of target windows, application lifecycle management, window ar-
rangements, and content consumption were the primary interactions that the
observed office workers had with their environment.

Each of these observed activities serve as potential evaluation metrics, with
impacts on each of these when moving to a virtual environment playing a part
in the fitness for purpose of the virtual environment replacing the conventional
computing environment currently used. When examining these activities, that
of content consumption stands out as the most impactful task on user time,
given that this was seen to occupy most of the office worker’s time, and would
thus present the potential performance impact if it were made easier or harder
in a new environment. Within the content consumption task category, reading
of various forms of text was identified as the most common task performed
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during the day, which is supported by White et al. who identified that on
average, 312 minutes per working day (65% of an 8-hour working day) is spent
on reading tasks, with a mean time per activity of 31 minutes (White et al.,
2010, p. 291).

Given the apparent importance of reading in daily tasks, the performance
and accuracy of reading within the virtual environment when compared to a
conventional computing environment will serve as a primary metric on envir-
onmental suitability for this task. In this section, an overview of the physiology
of reading is given, and potential impacts of introducing an IVR HMD into
the reading process are presented with relation to existing text presentation
guidelines when designing for VR consumption.

4.3.1 Eye Physiology

The human eye is a complex structure with meany discrete elements. The
primary purpose of much of this structure is to focus light onto the retina in
a manner similar to that of a camera focusing an image onto film (Tortora &
Derrickson, 2009, p. 613). The retina contains two varieties of photoreceptors

— rods and cones — which convert light rays into nerve impulses (Tortora
& Derrickson, 2009, p. 610) which are eventually interpreted as sight. Rods
and cones have different purposes, with rods allowing for vision in low light
situations and resolving black and white images, and cones operating in better
lit situations resolving colours through specialised red, green, and blue sensitive
cones (Tortora & Derrickson, 2009, p. 610).

The retina contains a region called the macula lutea, which in turn contains
three concentric regions known as the fovea, parafovea, and perifovea, which
are responsible for high acuity vision (Purves et al., 2018, p. 237). The central
fovea contains the highest density of cones within the eye, and light focused
on this region will be seen with the greatest detail. The surrounding parafovea
and perifovea have decreasing densities of cones, with light focused on these
regions being resolved with less precise detail than is seen on the fovea. In
order to precisely resolve target objects, the eye needs to move to bring the
high-resolution fovea to bear on the target (Findlay, 2008).

4.3.2 Eye Movement

The human eye is actuated by six fast-twitch oculorotary muscles (Demer,
2006) which allow for rapid rotations of the eye with minimal translation (Car-
penter, 1988). Eyes can move independently (duction) in different directions,
or simultaneously as a pair in the same direction (version) or opposite direc-
tions (vergence) (Parks, 2006). Duction eye movements allow for broadly sym-
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metric horizontal movements (44.9 ± 7.2◦ in adduction, 44.2 ± 6.8◦ in abduc-
tion), with vertical movements demonstrating significantly greater elevation
range than depression (27.9±7.6◦ in supraduction, 47.1±8.0◦ in infraduction)
(Shin et al., 2016).

These oculorotary muscles allow the eye to make five kinds of movements,
categorised as either shifting or stabilising movements (Purves et al., 2018).
Stabilising movements, which are vestibulo-ocular and optokinetic movements,
allow the eye to maintain focus on a target when the head moves, or when
other forces and actions change the visual field. Shifting movements, which
are smooth pursuit, saccade, and vergence movements, support the ability for
the eye to follow the movements of a currently focused object, or for focusing
on new targets. Saccades, which take the form of “rapid, ballistic movements
of the eyes that abruptly change the point of fixation” (Purves et al., 2018, p.
450), are the primary shifting movements associated with reading.

Saccades movements are rapid, moving at speeds of up to 500◦ per second,
accelerating from the starting point reaching a maximum speed prior to the
midpoint of the movement, before decelerating to the target (Rayner, 1998).
These movements require planning, considering the distance between current
fixation and the target, which is then passed to the oculorotary muscles to
execute (Purves et al., 2018). The movements are described as “ballistic”,
as they do not adjust for target movements after the saccade movement has
begun, meaning additional saccades must be performed to adjust for target
movements during this time (Purves et al., 2018, p. 451).

4.3.3 Saccades in Reading

When reading, the eye continually makes saccade movements covering 7–10
letter spaces (Inhoff et al., 2005), followed by periods of relative stillness known
as fixations (Rayner, 1998). Content is seen only during fixations, with vision
suppressed during saccades due to the phenomenon of saccadic suppression,
which inhibits visual processing during the saccade (Duyck et al., 2016). The
duration of fixations and distances of saccades varies on a range of factors
including task type (See Table 4.2), narrative perspective shifts (Ballenghein
& Baccino, 2018), and plausibility of read text (Rayner et al., 2004). Saccades
movements made when reading English text are predominantly left-to-right,
with right-to-left saccades occurring during regressions and return sweeps.
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Table 4.2: Approximate mean fixation duration and saccade dis-
tance on different tasks. Table reproduced from Rayner (1998).

Task Fixation Duration (ms) Saccade Size (degrees)
Silent reading 225 2 (≈ 8 letters)
Oral reading 275 1.5 (≈ 6 letters)
Visual search 275 3
Scene perception 330 4
Music reading 375 1
Typing 400 1 (≈ 4 letters)

Regressions

Regressions account for 15–25% of eye movements during reading and are
defined as movements against the reading direction of the text (Booth & Weger,
2012). Most regressions are short-range, occurring at the word immediately
prior to the previously fixated word (Vitu & McConkie, 2000), while others
are longer-range, returning to earlier segments of text (Booth & Weger, 2012).
While the exact function of regressions is largely unknown, larger numbers
are seen when reading complex text. This suggests that they serve, in part, to
allow for re-reading of text to aid with understanding (Blanchard & Iran-Nejad,
1987), or to resolve ambiguities in read text (Inhoff et al., 2009). Long-range
regressions have been noted as very accurate, reaching their target in a single
saccade (Inhoff et al., 2009).

Return Sweep

Return sweeps are saccade movements against the direction of reading that
direct the gaze from the end of one line to the beginning of the next. Return
sweeps are initiated prior to reaching the end of the line, and land inwards
from the start of the next line, with Parker and Slattery (2019) observing the
majority of return sweeps launching 8 characters from the end of the line and
landing approximately 5 characters from the start of the next line in adults,
with children launching return sweeps closer to the end of the line and landing
closer to the start of the next (Parker & Slattery, 2019). These saccades are
necessarily longer than saccades normally observed during reading, and error
is often noted with the saccade undershooting the target requiring corrective
saccades (Parker et al., 2019). The frequency of these errors seems to be
affected in part by line length, with shorter line lengths resulting in fewer
errors (Beymer et al., 2005).
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Figure 4.7: Horizontal and vertical eye, head, and gaze positions
observed during reading tasks from an A4 and Wide card. Graphs
from Proudlock et al. (2003).

4.3.4 Head Movements during Reading

Head movements are also associated with eye movements during reading, with
wider text samples demonstrating greater amplitudes of head movements than
is seen with narrow samples. Proudlock et al. (2003) conducted a study meas-
uring head and eye movements during reading tasks from two different sized
samples. One sample was read from an A4 page of text positioned 33cm from
the eyes (covering ≈ 28.6◦ of visual angle), while another was read from a wider
card occupying 90◦ of visual angle, horizontally curved at radius of 33cm. Ho-
rizontal head movements when reading from these samples accounted for 4.7%
of gaze shift on the smaller A4 card and 40.3% of gaze shift for the wider
card. These horizontal head movements were noted as linear when tracking
left-to-right reading the content, with no observed periods of no movement
(Proudlock et al., 2003). This linear movement was noted as a possible move-
ment control strategy specific to reading. Vertical head and eye movements
varied when the gaze performed a return sweep, with significant deviation no-
ticeable for the large sample (See Figure 4.7), suggesting additional effort was
required to identify the next line of text when performing a large return sweep.

Proudlock et al. (2003) noted that results presented reinforced the idea of
the head and eye movements are highly coupled and adaptable, able to be
activated to aid with reading or suppressed when support is not required. In
the extreme, this can be seen in a study by Gilchrist et al. (1997) which ob-
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served reading performance in a participant suffering from extraocular muscle
fibrosis, who has been unable to move their eye since birth. This reader was
noted as making saccade movements while reading that matched those of a
normal reader, including regressions and return sweeps, using only their head
and neck to perform gaze shifting. This participant was able to achieve slow,
but not abnormal reading speeds despite this restriction in movement.

4.3.5 Reading within HMDs

Reading within HMDs is seen frequently in literature, with many experiments
or applications requiring reading tasks to greater or lesser degrees. When
designing experiences for display in a virtual environment for display in an
HMD, there are many guidelines that have been established to ensure that
reading is achievable. Several studies have investigated the effects of different
background and foreground colours of text (Dingler et al., 2018; Jankowski
et al., 2010; Leykin & Tuceryan, 2004), as well as line width of paragraph
text (Dingler et al., 2018), and geometry of the surface upon which the text is
displayed (Wei et al., 2020). When these guidelines are followed, it has been
shown that text is readable, and users can comprehend the text at comparable
rates to those observed on conventional displays (Rau et al., 2018). Alternative
presentations of text, such as rapid serial visual presentation (RSVP) have
also been demonstrated to have promising effects when used for short texts
(Rzayev et al., 2021). Guidelines also emphasise minimising head movements
when reading to prevent physical discomfort, and simulator sickness symptoms
(Kim & Shin, 2018).

Reading within a virtual environment from text presented in a manner
that was not designed for this presentation however is a lesser explored area.
Text content designed for presentation on conventional displays utilise a longer
line length than is recommended for virtual environment presentation, and
often in higher densities than would be considered ideal. When presented at a
readable distance from the perceiver whilst retaining the expected display size,
this may result in content displayed much like is seen in the wide card sample
demonstrated by Proudlock et al. While Proudlock et al. (2003) showed that
head movements can be made when reading wide content without major effect
on the reading performance, HMDs can introduce additional limitations to
peripheral vision that is not present when reading from a conventional display,
or physical paper. This limitation may affect performance and accuracy of
regressions and return sweeps when reading within these devices, affecting
reading performance in measurable ways.
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Many conventional applications allow for changes to be made to the text
presentation within them, with items such as background and foreground col-
our, font choice, and content width being adjustable within applications, or at
a system level. For supported applications, this may allow for simple user con-
figurable changes to be made to applications to allow them to better conform
to presentation guidelines for VR. There are however many legacy applications
for which this is not possible, or is unreliable, so determining the impact of
non-ideal text presentation on reading performance should still be determined.

An further complicating factor of reading within an IVR HMD is their
utilisation of lenses between the eye and displays, which make the image dis-
played on the near display appear distant enough for the eye to comfortably
focus on (Robinett & Rolland, 1993) amongst other purposes. While lenses
carefully manufactured and positioned for the user would introduce minimal
issues when viewing content through them, commercial HMDs utilise cheaper
and more general optics designed to accommodate a range of users rather than
specific individuals (Luckey, 2019). Aberrations in these lenses can introduce
a multitude of effects that may influence clarity of vision when gaze shifting
to different points in the lens, with these effects possibly influencing the per-
formance of reading. Three of these aberrations are of note when considering
commercially available HMDs and the lenses utilised within them.

Spherical Aberration

Spherical aberrations are caused by light passing through different areas of a
lens converging at different focal points (Thibos et al., 2013). With an ideal
lens, light passing through any region of the lens would converge to a single
point, presenting a clear image when looking through the lens at this focal
point, however with non-ideal lenses light passing through the lens further
from the optical axis of the lens can converge at nearer or further focal points,
leading to an image that is blurred (Thibos et al., 2013). When this effect is
encountered, content viewed directly along the optical axis may appear clear,
but as the eye moves from the neutral forward position the content will appear
to blur.

If present, this aberration may influence the clarity of text read outside
of a central area of the lens, possibly reducing reading speed and accuracy.
Readers may adjust their reading process to include greater proportions of
head movement, limiting saccades to small angular ranges to reduce this effect,
or may attempt to read normally with the impacted text at a slower or less
accurate rate than would be expected.
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Defocus Aberration

Defocus aberrations are caused by non-ideal positioning of the eye relative to
the lens, resulting in an image that appears out of focus (Burge & Geisler,
2011). This miss-match can be related to the distance of the lens from the eye,
and the eye’s position relative to the centre of the lens in two dimensions. Out
of focus text may be difficult to read, resulting in a reduced reading speed when
blur exceeds a threshold (Chung et al., 2007; Jainta et al., 2011), requiring text
to be moved closer to the perceiver to present it in a legible fashion, and may
benefit from making changes to the utilised font to one less sensitive to loss of
clarity.

Many commercially available HMDs provide adjustments to help address
this aberration, utilising both hardware and software solutions. Hardware
inter-pupillary distance (IPD) adjustments that adjust lens position horizont-
ally, eye-relief mechanisms that changes the distance from the eye to the lens,
and movements of the device on the user’s head represent common adjustments
found on many HMD (Luckey, 2019). Software correction for IPD and relief
are also available in many cases, allowing for simpler hardware construction
when the properties of the lens is known. While these may help with the symp-
toms of this aberration issue, the available adjustments may not be sufficient
for some users, lacking granularity or range of adjustment to fully eliminate
the issue.

Chromatic Aberration

Chromatic aberrations are caused by the failure of a lens to focus all visible
wavelengths of light onto the same point (Johnson & Farid, 2006), which can
produce fringing of colours between light and dark boundaries within images.
As text is typically contrasted from the background on which it is displayed,
effects of chromatic aberration would be apparent if this aberration was present.
It has been noted that colour fringing of words shown to the left or right of a
subject fixation point has a significant effect of the “latency and accuracy of
word recognition” (Yang et al., 2011) outside of HMD applications, suggesting
that this may be a possible observation with HMD applications also.

4.4 Summary
In this chapter, an outline of the term virtual reality (VR) has been given,
identifying both environments and hardware for which the term can be used.
Suitability of different VR hardware systems for general-purpose computing
is presented, with IVR HMDs identified as the device category of interest for
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further research. Aspects of virtual environment design has been considered,
and a moveable-exocentric design allowing for seated usage and minimal novel
interactions was identified as that most suitable for the office worker use-case
seen in Chapter 3.

Possible evaluation metrics for determining suitability of a novel virtual
environment as a replacement for conventional systems have been discussed,
with reading performance identified as the primary metric due to the volume
of text consumed by observed office workers. An overview of the physical
processes involved in reading has been given, and possible factors affecting
reading when conducted within an IVR HMD are presented.



Chapter 5

Virtual Environment Design

In the previous chapter, immersive virtual reality (IVR) head-mounted dis-
plays (HMDs) were identified as potential candidates for display devices that
may address the concern of space limitations seen with conventional display
configurations. Virtual environments that could be presented on these devices
were discussed in the context of the office worker usages and office environ-
ments seen in Chapter 3, and a continuous display space holding free windows
within a movable-exocentric reference frame was chosen as suitable for their
existing physical environments and use cases.

This chapter describes the development and initial informal evaluation of
a virtual environment meeting these specifications, and supporting software
developed to assist with evaluation of the same. Initial exploration of window
content capture is presented, and presentation of this content within the vir-
tual environment is described. Specific attributes of two environment versions
are explained, highlighting the differences in behaviour and features. Finally,
observations made about the performance and design of the developed envir-
onment provided by users is discussed, identifying aspects to be evaluated and
potential changes that could be considered.

The virtual environments and supporting software described in this chapter
are used as the testing platforms in the studies presented in Chapters 6 and 7.

5.1 Design Requirements
In order to allow for performing a variety of potential experiments with im-
mersive virtual environments, an environment was developed that allowed for
conventional applications to be both displayed and interacted with. The con-
struction of this environment was bound by several design requirements that
were identified within previous chapters. In this section, these different re-
quirements and constraints are detailed.



95

5.1.1 Environment Design

Section 4.2.4 identified different features of the developed environment, spe-
cifying a target reference frame of moveable-exocentric, utilising a continuous
display space upon which independent free windows could be positioned and
displayed. Windows were further specified to be distorted, such that they
were distorted around the perceiver, with each point on the window surface
equidistant from the environmental origin.

To enable potential testing of real-world workflows observed in the work-
place study discussed in Chapter 3, it was decided that the developed environ-
ment should be functional for users. This requires that the state of displayed
virtual windows remained consistent with the real application running on the
host system, that the virtual window could be interacted with in the expected
manner with a mouse cursor and keyboard, and that multiple applications
be supported simultaneously to allow for performing tasks that span multiple
application windows.

Section 4.3 further identified reading as the primary metric for evaluation
of environmental suitability, so the developed system should enable experi-
mental control of presented content and appearance to allow for controlled
and repeatable testing. While reading is identified as the primary metric for
evaluation, experimental controls should not be restricted to only enabling
tests for this metric and should allow for granular control of the environment
and robust logging to support possible alternative evaluations.

5.1.2 Virtual Reality Device Target

Section 4.1.4 identified a pure IVR HMD as the target device, due in part to
availability of devices and as this solution could be utilised within the existing
seated workspace constraints utilised by observed office workers in Chapter 3.
The Oculus Rift family of device was selected as the target for development,
as access to an Oculus Rift DK1 (DK1) device was immediately available.
The decision was made at different stages of system development to continue
utilising this family of devices as new and alternate options became available,
due to the Oculus Rift family offering comparable devices to alternatives as
they were released, and to minimise development requirements to support
different device APIs simultaneously.
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Devices utilised were restricted to the Oculus Rift DK1 (DK1), Oculus
Rift DK2 (DK2), and Oculus Rift CV1 (CV1), each of which represented
competitive solutions at their time of release. As a seated experience was
targeted, only tethered HMDs were considered for support, with untethered
and mobile solutions excluded. A comparison of specifications for these devices
is shown in Table 5.1.

Table 5.1: Comparative specifications for Oculus Rift IVR HMDs
supported as development targets.

DK1 DK2 CV1
Rotational Tracking Yes Yes Yes
Positional Tracking No Yes Yes
Weight 380g 440g 470g
Display RGB LCD PenTile OLED PenTile OLED
Resolution (per-eye) 640× 800 960× 1080 1080× 1200
Refresh Rate 60Hz 75Hz 90Hz
Lens Type Aspheric Aspheric Fresnel
Lens Spacing 63.5mm 63.5mm 58–72mm
FOV (Horizontal) 90◦ 94◦ 88◦

FOV (Vertical) 90◦ 99◦ 88◦

5.1.3 Host Operating System

In the study described in Chapter 3, participants were observed to be exclus-
ively using the Microsoft Windows family of operating systems, with Microsoft
Windows 7 being the predominant version in use. To ensure that observed
workflows could be replicated as precisely as possible, Microsoft Windows 7
was selected as the target operating system for development, utilising only fea-
tures available on this platform when implementing the virtual environment.

5.1.4 Other Designs Considered

During preliminary research and prior to conducting the observation study
described in Chapter 3, initial investigatory work on content capture was
conducted using a GNU/Linux system as the host operating system in addi-
tion to the Microsoft Windows system described further in this chapter. This
work considered two possible routes of capturing application windows on this
GNU/Linux system, the first utilising X11 Composite Extension calls, and the
second using X11 window forwarding over SSH to send drawing commands to
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a remote host. Both approaches were successful both in capturing application
window data and displaying the captured data within a simple virtual envir-
onment, with the X11 Composite approach demonstrating performance that
exceeded that approach described within this chapter.

While results of this preliminary investigation were promising, further de-
velopment was halted following the observation study results analysis. This
decision was made to allow for the possibility of pursuing investigations in-
volving replication of observed workflows using the same applications seen. As
described above, all observed users made use of Microsoft Windows systems,
and the software used in their workflows was found to be unsuitable for exe-
cution or emulation on the tested GNU/Linux system. As this would result
in the inability to replicate the observed workflows without substitution of
applications which may have introduced confounding factors when performing
comparisons, the decision was made to focus further development effort only
on Microsoft Windows systems.

5.2 Content Capture Exploration
As capturing and displaying individual windows inside the virtual environ-
ment was of primary concern, this was chosen as the first development target.
Several options for capturing the screen were given by Microsoft Corporation
(2013), and several of these approaches were investigated for suitability.

With each investigated method, the first target was a single frame capture
of a single foreground window. Once this was accomplished, a single frame
of a single obscured background window was captured. After establishing the
methods for capturing single frames, the investigation progressed to capturing
a series of frames for a single foreground then background window as rapidly
as possible over 10 seconds. Performance bottlenecks were identified for these
captures, and where possible were addressed then the tests re-run. Finally, a
combination of foreground and background windows were captured simultan-
eously with each capture happening in a dedicated thread, and any resulting
bottlenecks were addressed if possible.

In this section, the primary candidates for capturing conventional applic-
ation windows from a Microsoft Windows 7 platform are discussed. For ap-
proaches that yielded success, details on considerations made when utilising
the method outlined. Finally, general optimisations are discussed.
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5.2.1 BitBlt

As suggested by Microsoft Corporation (2013), the GDI function BitBlt was
investigated as a possible candidate for capturing content. This function allows
for sections of the visible screen to be captured as it would be shown on a
traditional display, by specifying the position and dimensions of a section of
the displayed screen to capture. This function does not allow for capturing
arbitrary window content if the target window is obscured — attempts would
result in a capture containing the obscuring windows overlaid on the target
window as seen in Figure 5.1 — but does allow for foreground window content
to be captured easily.

With this limitation in mind, an approach considered was to manipulate
the position of the target window within the host system z-order, first bring-
ing the target window topmost in the display order with no other windows
obscuring it, capturing the window contents, then returning the window to its
original position in the Z-stack. This approach showed promise when captur-
ing individual windows, however when attempting to capture multiple windows
simultaneously, it was observed that windows need be captured in series rather
than parallel to avoid windows being moved to the foreground while another
capture was in progress. This limited the speed at which captures could take
place using this approach.

An alternative solution experimented with involved carefully scheduling
captures so that large windows that could not share the foreground area were
captured serially, while smaller windows that could be moved on screen such
that they did not overlap with others and be captured in parallel (See Fig-
ure 5.2). While this addressed the issue in circumstances where many small
windows were in use it still exhibited the worst-case performance of serial
capture, and added further computation to determine appropriate tiling ar-
rangements which proved inefficient.

While in the general case BitBlt proved generally reliable in its reproduc-
tions of windows and contents in captures, multimedia applications proved to
be variable in quality. Some multimedia applications when captured showed
window decoration and controls correctly but had blank content areas shown
either in black or fully transparent when hardware acceleration was enabled,
or when digital rights management (DRM) was involved in the playback. This
issue is noted as a possible limitation in the function documentation, but it was
found that affected applications could in many cases be configured to avoid
the issue or could be replaced with alternatives that were unaffected.
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Figure 5.1: Visualisation of a foreground window obscuring a
background window. The foreground window A obscures the con-
tent of window B in the area delimited by dashed lines.

Figure 5.2: Visualisation of a window tiling arrangement that
allows many windows to be presented unobscured within a capture
area. Windows A, B, & C can each be captured simultaneously
with BitBlt calls without obscuring each other.

Despite the discussed limitations, BitBlt operations were found to have
an acceptable performance when capturing individual windows, allowing for
a reliable 5 – 10 frame per second (FPS) of capture depending on window
size and number. For parallel capture the performance was less reliable with
greatly varying capture rates found due to the requirement of manipulating
window z-order and position. This capture rate was found to be sufficient for
viewing simple tasks where frame rate and responsiveness is not a concern
such as document authoring and consumption, as well as for many precision
tasks such as CAD where the lower than usual frame rate had limited impact.
Visual multimedia applications did suffer as a result of this low frame rate,
leading to mixed experiences for consumption.
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5.2.2 PrintWindow

The winuser function PrintWindow was considered next as a window capture can-
didate. Unlike with BitBlt, this function allows for individual window contents
to be captured on demand rather than capturing the whole, or a subsection
of, the content displayed on the screen. This allows for obscured window con-
tents to be captured, with any overlapping content excluded from the result.
Captures taken through this method were found to be reasonable facsimiles
of their target windows, but some notable differences could be observed in
addition to the multimedia content issues discussed above.

Desktop compositing effects were noticeably absent in resulting window
captures, with window transparency effects not shown, and rounded window
corners showing black pixels in the negative space. While disappointing, these
limitations could be avoided by disabling compositing effects within the oper-
ating system. This did not make these features appear correctly in captures,
instead bringing parity to the captured content and the application as dis-
played on the conventional display.

It was found that for some applications which drew their own window dec-
orations, or painted over the system decorations, that the system decorations
were overlaid over the application content in resulting captures. This had
the effect of obscuring controls for these applications and was most notably
problematic with tabbed browsers that position tabs and page title text over
where the system title-bar would normally lie, obscuring the tabs and asso-
ciated controls in the capture. No suitable capture workaround was found
that resolved this, however many of the applications that demonstrated this
issue had options to disable custom window decoration, and to restore the
native decorations which eliminated the issue, at the expense of displaying the
window decorations that would normally be obscured.

Performance for PrintWindow calls was poor, but consistent across individual
and simultaneous captures – averaging 1 – 3 FPS of capture for each window.
This capture rate was considered acceptable for simple windows that did not
update regularly such as text editors but had significant impact on applications
that rely on regularly redrawing the screen.
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5.2.3 DWM Thumbnail API

The DWM Thumbnail API was considered as a high-performance individual
application window capture candidate, however this was not found to be suit-
able for the intended purpose following experimentation. This API backs
the “window peeking” functionality of the Windows 7 taskbar, which allows
for small live previews of windows when hovering over their taskbar entries.
These thumbnails can be seen updating in real-time, with minimal observable
performance drop when compared with the application window they represent.

The DWM Thumbnail API allows for requesting the content of a window
be rendered scaled into an alternative device context, allowing for window
contents to be rendered inside another window, but does not allow for the
contents to be kept in memory for later use. This resulted in a prototype that
could rapidly capture the contents of another application window and display
it on another surface but would then require this thumbnail window to be re-
captured by an alternative method rather than being able to directly utilise it.
This is noted as a deliberate design choice by Microsoft, with the document-
ation overview stating that “DWM thumbnails do not enable developers to
create applications like the Windows Vista Flip3D (WINKEY-TAB) feature”
(Microsoft Corporation, 2018b). Examples of using this API to render into a
memory context were found, but all relied on replacing or hooking versions of
system libraries that could not be replicated in the test environment.

5.2.4 DXGI Desktop Duplication API

The DXGI Desktop Duplication API was noted as a promising candidate for
capture of the screen contents, however this was not investigated as a part of
this system design. This API was not available on the Windows 7 system that
was available to the researcher and as such was not a viable path to pursue.
It has been noted that for applications mirroring an entire display as presen-
ted on a traditional display, this API offers one of the higher performance
capture options available on the Microsoft Windows platform, and future en-
vironment investigation using newer operating system versions should pursue
this as an alternative to BitBlt. It is further noted that modern virtual reality
(VR) desktop environments such as Desktop+, developed more recently than
the environment described in this chapter, use this method to achieve high
performance display capture.
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5.2.5 General Optimisations

During experimentation it became apparent that BitBlt and PrintWindow calls
were computationally expensive, with large amounts of data being copied in
memory for each call. Small gains were made by reusing allocated memory for
the destination of these calls which reduced some overhead, but the underlying
expense of each call was still present.

Attempts were made to detect changes in window content so that captures
could be updated on change rather than at regular intervals — freeing up
resources for capturing more regularly updating windows — but no simple or
reliable solution could be found. Intercepting window messages destined for
the target window and looking for WM\_PAINT messages initially showed promise,
but many windows were found to be updating without these, or any other
messages being generated, so updates were missed.

Ultimately it was determined that further optimisations were not going to
be easily made, and that brute force capturing windows as quickly as possible
would be the simplest initial approach.

5.3 VR Environment Exploration
With window capturing approaches investigated, transferring the captured win-
dow data into a virtual environment became the next concern. A test-bed
platform was developed on the Microsoft Windows 7 platform, making use
of the DK1 IVR HMD. This platform was developed in C#, using the Shar-
pOVR Oculus library, and the SharpDX DirectX9 library. The platform was
developed using a right-hand coordinate system, with the y axis controlling
elevation. The virtual camera was positioned at the origin, facing

[
001

]
. The

basic platform consisted of a simple cornflower blue environment, with a single
textured mesh having its centre point positioned at

[
001

]
, facing toward the

origin.
Captured application windows were converted into Direct3D compatible

formats, then used as textures which were applied to the mesh. For initial
exploration, window data captured using PrintWindow from a single applica-
tion window was utilised, with the target window being identified using Win-
Spy++. Updates to the captured texture were run once per second, displaying
an updating texture that allowed for proving the concept, without introducing
possible overhead related to the capture process to the virtual environment
development.
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The geometry of the tested mesh was one of the first considerations when
testing this platform, with several options considered, and two evaluated in
depth. These are discussed in this section.

5.3.1 Planar Mesh

The first mesh utilised was a simple planar mesh, consisting of 4 vertices
positioned equidistant from each other. Captured textures were applied to this
mesh, and necessary transforms calculated to have the orientation and colour
profiles of the displayed texture match that of the underlying real window from
which the texture was sourced.

After establishing that captured textures could be applied to this mesh,
the first modification made was to have the aspect ratio of the planar mesh
match that of the underlying real window. To accomplish this, the capture
process for real windows was modified to first capture the window dimensions
before capturing the contents. After conversion of the captured texture into
an appropriate form, the mesh onto which the texture was to be applied was
recreated with dimensions calculated from the real window dimensions (See
Section 5.3.4).

Legibility of text was immediately noted as a concern within the environ-
ment when using this mesh. When positioned at

[
001

]
, text was easily read-

able on narrow windows, but as the mesh width increased to accommodate
wider underlying window content, text towards the edges of the mesh became
significantly harder to read. The reasoning for this is obvious then considering
this configuration as a right-angle triangle formed from the perceiver position
at the origin, to the centre of the mesh and an outer edge (See Figure 5.3). If
the distance between the perceiver and the mesh centre remains constant as
the mesh width increases, then the length of the triangle hypotenuse increases
while the incidence angle θ decreases. This makes the edge of the mesh ap-
pear further away from the perceiver and feels like reading from an angled
surface. This observation is made by both Larson et al. (2000) and Buttner
et al. (2020), who identified that for text rotated at more than 60◦ with respect
to the perceiver, that text became difficult to read, requiring an increased font
size to become readable. To reduce this effect, the distance at which the mesh
is positioned from the perceiver can be increased, however this results in a
decrease in clarity of text at a distance.

While readability concerns of this mesh geometry at larger sizes are noted,
for meshes with smaller dimensions the planar mesh supports reading tasks
well. Informal observations made by several users experiencing the system
was that even at larger sizes they felt that this mesh geometry was what
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Figure 5.3: A visualisation of the issues observed with planar
meshes. Length a is the mesh distance from the perceiver, length b
is half the mesh width, and length c is the apparent distance of the
mesh edge. θ shows the incidence angle of perceiver gaze on the
mesh edge, which can be contrasted with the 90◦ angle of incidence
for the mesh centre.

they desired for windows within a virtual environment. This opinion was not
shared by all users however, with others suggesting that this mesh geometry
became “unusable” after the width exceeded a critical point. When displaying
other content such as visual multimedia, sentiment towards this mesh geometry
was more universally positive with users experiencing them, with comments
suggesting the experience was like that of a cinema.

5.3.2 Curved Distortion Mesh

To address observed issues with the planar mesh, an alternative curved mesh
geometry — hereafter referred to as “curved distortion” mesh — was developed.
This new mesh took the form of a four-sided section of a “display sphere” —
with a radius equal to the z-distance measure used with planar meshes — with
the top and bottom edges falling along latitudinal parallels equidistant from
the equator, and the left and right edges falling along longitudinal meridians.
A visualisation of this can be seen in Figure 5.4.

By curving around the surface of a display sphere, the distance between
any given point on mesh and the perceiver will be ≈ r, and the incidence angle
of the user gaze will be ≈ π

2
— assuming sufficient intermediate subdivisions

of the mesh following meridian and parallel lines. This addresses the primary
issues observed with planar meshes — that for wide or tall meshes, the distance
between the perceiver and the mesh surface increases and the angle of incidence
with the mesh becoming increasingly acute as focus moves towards the mesh
edge.
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Figure 5.4: A visualisation of the curved distortion mesh geometry
on the surface of a sphere. longitudinal meridians are marked in
red, latitudinal parallels in cyan, and the equator parallel in green.
Mesh edges are indicated with solid black edges, with intermediate
meridians and parallels shown in dotted black. Note that in the
worst-case vertical dimension mesh with a subtended angle of π, the
left and right edges of the mesh will continue along the meridian
lines to the poles giving the top and bottom edges a length of 0.
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Figure 5.5: 2-dimensional visualisation of curved distortion mesh
arcs calculated from display spheres of varying radii. Arcs displayed
have a constant arc length of 3.84 in-engine units (IEUs), equating
to a texture with dimension of 1920 pixels across the measured axis
(See Section 5.3.4).

Width and height of meshes displayed in this fashion are presented as circle
arc lengths, measured across the centre meridian and parallel lines the mesh
is based around. These arc lengths can be expressed as angular arc measures
for ease of manipulation, which is calculated through L = rθ, where L is the
arc length, r is the radius of the circle, and θ is the angular arc measure in
radians. The radius of this calculation is equivalent to the z-distance used for
positioning planar meshes.

Increasing the radius of the display sphere decreases the angular arc meas-
ure required to display a given mesh, resulting in reduced apparent curvature
of meshes of equivalent dimensions, at the cost of displaying the mesh at a
greater distance from the perceiver. This can be seen in Figure 5.5.

While this mesh geometry addresses noted issues with the planar mesh, it
is not without issues. Due to the nature of the left and right edges following
longitudinal meridians, the arc length along any parallels across the mesh
decreases as the azimuth angle increases. This leads to a pinching effect on
the top and bottom edges of the mesh as the mesh height increases, with the
worst case of θ = ±π

2
resulting in the top and bottom points converging to

the poles of the sphere, forming a mesh in the form of a spherical lune. The
arc length of the top or bottom mesh edges compared to the arc length of the
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(a) (b)

Figure 5.6: 2-dimensional visualisations of virtual windows curved
around a point behind the perceiver; a single virtual window, b two
virtual windows demonstrating intersection when rotating about
environment origin.

equatorial parallel for the mesh can be expressed by cos
(
θ
2

)
, where θ is the

azimuth angle in radians above or below the y plane, in range
[
0, pi

2

]
. This

pinching effect can be mitigated by increasing the radius of the display sphere
as described above.

An additional concern noted with this geometry is the extent to which
a user needs to move their head when observing points on larger meshes. In-
formal feedback by users of this system indicated that while content was clearer
on meshes with this form, that the head movements were tiring and gave a feel-
ing of motion sickness for some users. Kim and Shin (2021) assessed physical
discomfort and simulator sickness symptoms when performing common office
tasks involving reading within a virtual environment, noting that study parti-
cipants developed feelings of muscular discomfort and simulator sickness twice
as quickly within the virtual environment when compared to a conventional
display. This is in part attributed to the increased head and neck movements
required of the participants when using the tested IVR HMD, but the weight
of the HMD producing flexion movements within the cervical spine was also
noted as a contributing factor.

Outside of physical discomfort, it was also noted by some that these meshes
with larger dimensions felt “unnatural” and “oppressive” as they began to
enclose the user. For some this feeling was quite pronounced, with a desire to
push the mesh away to escape the feeling expressed by one user. Others simply
noted that they would prefer the mesh to be less enclosing but did not express
strong desires to leave the environment. Guidance given by McKenzie et al.



108

(2017) suggests curving content around a point behind the perceiver, giving
a greater curvature radius (See Figure 5.6), may reduce this effect. When
trialed, users indicated that the effect did reduce the oppressive feeling but
reported that this approach to curvature harmed the readability of text on
the outer edges of virtual windows. This approach to correcting this effect
also presented concerns around virtual window layout, as neighbouring virtual
window meshes would intersect each-other if rotated around the environment
origin rather than the curvature origin. Due to these concerns, adjusting the
curvature origin was not pursued.

5.3.3 Other Meshes

Several additional mesh geometries were evaluated during this process, how-
ever when evaluated initially by users of the system these were discarded for
further testing due to similarities with the above described meshes, or due to
unsuitability. Of note, a cylindrical mesh was created, that wrapped around
the perceiver horizontally but not vertically. This form of curvature is seen
in many modern general purpose virtual environments such as DesktopPlus
(2021) and Virtual Desktop, Inc. (2021), but was discarded for this environ-
ment following user feedback suggesting that text at the top and bottom of
virtual windows was difficult to read. Some users expressed an interest in
this geometry, as it exhibited some of the properties of the planar mesh that
they preferred, however when asked to identify the best geometries for dif-
ferent tasks, the planar and curved distortion meshes were always chosen in
preference to the cylindrical mesh.

5.3.4 Mesh Dimensions

Dimensions of virtual windows were calculated from the size of the texture to
be presented upon them, using the equation:

dv =
dr
500

where dr is a texture dimension in pixels, and dv is a dimension in IEUs. The
scaling factor of 500 is arbitrary but was chosen as this was a conversion factor
used in example projects shipped as Oculus development examples.

As a relation between pixels and IEU is established, and pixels have a
physical dimension when displayed on a conventional display of known pixel
density, virtual windows can be described in size and distance from the per-
ceiver using real world dimensions. Take for example a virtual window from
the visualisations in Figure 5.5, a virtual window 3.84 IEU wide positioned at
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4.89 IEU from the perceiver. Converting these virtual dimensions into pixels
yields a window 1920 pixels wide, positioned 2445 pixels from the perceiver.
If relating these measurements to an image displayed on a 38 pixel per centi-
metre (ppcm) density display, these can be equated to viewing a 50.5 cm wide
image on a 38 ppcm display from a distance of 64.3 cm.

5.4 Generation 1
To create a more complete system, the above-described prototype was extended
and modified to support multiple meshes, referred to henceforth as virtual
windows, each displaying the contents of a different conventional application
window. Virtual windows could be created or destroyed in response to new
applications opening or closing on the host Microsoft Windows 7 environment
and were made responsive to window management interactions such as resizing,
maximising, and minimising.

Mouse support was added to allow for a virtual mouse cursor that could
interact with the window content, and window decorations to support resizing
and moving. Keyboard input support was added, supporting hotkey interac-
tions with the environment, and interaction with the application windows.

Interaction with underlying application windows was accomplished through
intercepting device input and manipulating the ordering of real windows within
the Microsoft Windows environment in response to observed input. By modi-
fying the window ordering, the environment could control which real window
would receive input from the mouse or keyboard, with the topmost window
receiving the bulk of the input. Intercepting the input allowed for recreation
of features like the mouse cursor within the virtual environment and allowed
the opportunity to modify the positioning of the real cursor to reflect the
virtual positioning. This input proxying approach allowed for a simple, but
effective, solution which allowed for familiar interactions and behaviours with
applications.

During initial development this system targeted only the DK1 device, but
support for the DK2 was added at the time of its release. Due to the DK2
featuring 6 degrees of freedom (6DoF) tracking with the DK1 only offering 3
degrees of freedom (3DoF), controls were added to support moving the camera
position using keyboard shortcuts when the DK1 was in use.
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while running
enumerated_windows := EnumWindows()

for hwnd in enumerated_windows
if hwnd not in tracked_windows

if allowable_window(hwnd)
new_v_window := VirtualWindow(hwnd)
tracked_windows.insert_first(new_v_window)

for v_window in tracked_windows
if v_window.hwnd not in enumerated_windows

tracked_windows.remove(v_window)

Listing 5.1: Pseudocode showing the process for updating the
tracked window list within the virtual environment.

5.4.1 Multi-window support

To support detection of application windows being created, deleted, and mod-
ified, system calls that allowed access to windows using their corresponding
window handles (HWND) were used.

Windows displayed in the host environment were enumerated using the
win32 function EnumWindows, which returned a list of HWNDs for the active
system. Many of these handles did not represent visible application windows
that the user would typically interact with, and that therefore should not be
displayed in the virtual environment. Some of these could be ignored by in-
specting window properties, and ignoring applications that had, or lacked, cer-
tain properties and value. Other HWNDs were identified as non-interactable
through matching of predefined property values, such as the application win-
dow title, or process name to which the HWND was parented. HWNDs that
were determined to be ignorable were maintained as a list, which candidate
HWNDs were first checked against before being marked as a visible and inter-
actable window. Valid HWNDs determined to be of interest were added to a
tracked window collection and were verified on subsequent updates to ensure
they were still displayed in the host system. If HWNDs in this collection were
not found to be present in the host system, then they were removed from the
tracked window collection. On each update, the virtual environment updated
the tracked window collection, collecting information about each HWND which
was maintained for future usage. The position and size of the application win-
dow represented by each HWND was recorded, and when changed triggered a
reactive behaviour within the virtual environment.

Within the virtual environment, a virtual window was created for each
tracked window and associated with the corresponding HWND. The virtual
window structure maintained information collected and translated from the
underlying application window that it represented within the environment,
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with dimensions translated into IEUs understood by the virtual environment.
Positional information for the centre of each virtual window was maintained
simply as azimuth and inclination rotations about the environment origin,
that were stored within a rotation matrix. No rotation about the virtual
window centre was supported, so as to ensure that virtual windows always
appeared upright within the environment, with their top and bottom centre-
points aligning to the same meridian line. This was decided during initial
testing based on user feedback, which indicated that rotation about a window
centre-point was confusing to manage and offered little benefit.

After being associated with a virtual window, tracked application windows
were re-positioned within the host environment such that they were displayed
on the primary conventional display, positioned at the display origin. They
were additionally restored to a windowed state if they were previously min-
imised or maximised. This action allowed for updates of application window
properties to detect if changes had occurred to the window that should then
be reflected in the virtual environment.

5.4.2 Mouse interaction

To support mouse interactions, a fixed size, named curved distortion virtual
window, referred to henceforth as the virtual cursor, was created within the
virtual environment to represent the mouse position and cursor. This was
placed closer to the camera than the topmost virtual window, ensuring that
it would never be obscured. The host system was queried on every update
to identify the currently displayed mouse cursor, and this was displayed on
the virtual cursor. Cursors were only captured once, converted to a texture
with correct offsets on the first usage, with subsequent occurrences of a cursor
reusing an existing texture. During creation, transparent cursor textures were
populated using the cursor bitmap obtained from the host environment, with
the bitmap data offset such that the specified “HotSpot” of each cursor would
be centred in the texture.

Shared access to the mouse input was acquired from the DirectInput sub-
system, and X-Y movements of the mouse mapped to scaled azimuth and
inclination rotations of the virtual cursor. Inclination rotations were clamped
within limits in the virtual environment, to prevent the virtual cursor from
flipping over the top of the environment and becoming inverted. Azimuth
rotations were unbounded, allowing for rotations to “wrap around” to the
starting point as they passed through the environment. As with other virtual
windows, no rotation about the virtual cursor centre was permitted, ensuring
that the virtual cursor always remained ‘upright’ from the user perspective.
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function intersection(v_window , v_mouse)
% traverse triangles in left-to-right , top-to-bottom order
for (triangle , index) in v_window.mesh

intersect_pt := intersect(triangle, v_mouse.rotation)
if intersect_pt

tess_w := get_width(v_window.hwnd) / v_window.tess
tess_h := get_height(v_window.hwnd) / v_window.tess

max_x := max(triangle.va.x, triangle.vb.x, triangle.vc.x)
max_y := max(triangle.va.y, triangle.vb.y, triangle.vc.y)
min_x := min(triangle.va.x, triangle.vb.x, triangle.vc.x)
min_y := min(triangle.va.y, triangle.vb.y, triangle.vc.y)

tess_x := (index mod v_window.tess) / 2
tess_y := index / (v_window.tess * 2)
pct_x := (intersect_pt.x - min_x) / (max_x - min_x)
pct_y := (intersect_pt.y - min_y) / (max_y - min_y)

real_x := (tess_x + pct_x) * tess_w
real_y := (tess_y + pct_y) * tess_h

return Point(to_int(real_x), to_int(real_y))
return nil

Listing 5.2: Pseudocode showing the translation of a intersection
between a virtual window and mouse from virtual environment rota-
tional relationships, to Cartesian coordinates relative to the top-left
of the real window

On each frame update in which the virtual cursor, or any other virtual win-
dow within the environment had their position updated, a Möller–Trumbore
ray-triangle intersection calculation (See Listing 5.2) was used to determine
if the virtual cursor was over the topmost virtual window within the virtual
environment. If it was, then the underlying application window represented by
the virtual window was made topmost in the host environment z-order, then
the host environment mouse cursor was moved to a point over the application
window that corresponded to the intersection point of the virtual cursor and
the virtual window. This movement of the host cursor triggered appropriate
cursor glyph updates, and behaviours in the underlying application window
which were then captured by the virtual environment. Mouse click events
were observed, but otherwise allowed to pass directly to the topmost window
in the host environment. If the virtual cursor was not over the topmost virtual
window, then the underlying host system cursor location was set to a known
location away from any underlying application windows, where click events
would not cause damage.
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% Proxy behaviour
while running
for (v_window , index) in tracked_windows

if index is 0
v_window.texture := BitBlt(v_window.hwnd)
window_intersect := intersection(v_window , v_mouse)
if window_intersect

set_window_order(v_window.hwnd, 0)
set_mouse_position(window_intersect)

if get_mouse_glyph() not v_mouse.glyph
if get_mouse_glyph() not in v_mouse.glyphs

v_mouse.glyphs.add(load_mouse_glyph())
v_mouse.glyph := v_mouse.glyphs[get_mouse_glyph()]

else
set_window_order(environment_window , 0)
set_mouse_position(0, 0)

else-if rr_counter is tracked_windows.index(v_window)
v_window.texture := PrintWindow(v_window.hwnd)

rr_counter := (rr_counter + 1) mod length(tracked_windows)

Listing 5.3: Pseudocode showing virtual windows being updated,
and proxy behaviour for input.

If a mouse click event occurred when the virtual cursor was not over the
topmost virtual window, then each virtual window was sequentially tested
for intersections. If an intersection was detected, this triggered a change in
virtual window ordering, pulling the intersected virtual window forward to
be the topmost virtual window, and triggering a re-ordering of other virtual
windows.

5.4.3 Keyboard interaction

Keyboard interaction was accomplished by requesting shared access to the
device though DirectInput and listening for environment specific hotkeys. In-
put was otherwise allowed to pass directly to the topmost real window without
modification. As the receiving window was controlled through manipulation of
window ordering in the host system, keystrokes that should not be received by
an underlying window would be captured by the virtual environment window
that was brought topmost in the host system ordering.

5.4.4 Virtual Window Management

Window management features were added to the virtual environment to sup-
port common behaviours seen in the host environment. These features were
implemented by allowing input to pass through to underlying application win-
dow controls and observing the underlying application window properties.
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while running
for (v_window , index) in tracked_windows

w_pos := window_position(v_window.hwnd)
if w_pos not v_window.real_pos

% Calculate virtual rotation from relative pixel
% difference
q_x := (w_pos.x - v_window.real_pos.x) * dx_quat
q_y := (w_pos.y - v_window.real_pos.y) * dy_quat
rotate(v_window , q_x, q_y)
set_position(v_window.hwnd, v_window.real_pos)

if window_size(v_window.hwnd) not v_window.real_size
% Update and recreate mesh to reflect altered size and
% aspect ratio
v_window.real_size := v_window.hwnd.size
v_window.mesh := create_panel(v_window.real_size , index)

if window_title(v_window.hwnd) not v_window.real_title
v_window.real_title := window_title(v_window.hwnd)

Listing 5.4: Pseudocode showing the process for updating window
attributes, and responses to changes.

Movement of virtual windows was accomplished by identifying when the
underlying application window moved from a set location. The observed relat-
ive changes in position would be caused by the user clicking and dragging on
the window title bar as they would do in the host environment. These relative
movements were recorded, then translated into scaled azimuth and inclination
rotations about the origin of the virtual environment, which were applied to
the virtual window. After recording the change in position, the underlying ap-
plication window was relocated back to the set location, allowing for accurate
capture and future movement detection. Application window captures were
observed to contain artefacts when the application window being captured was
moving. These were due to the underlying application window changing posi-
tion while the application window capture operation was in progress, resulting
in a BitBlt operation at incorrect coordinates. To avoid this, application win-
dow capture updates were suspended while the virtual window was in moving
mode, with a red border applied to the texture to highlight the freeze.

Resizing of virtual windows was accomplished by again observing the un-
derlying application window size property, and when a change was noted the
virtual window mesh would be updated as appropriate. Users could interact
with the window decorations and resizing handle visible upon the virtual win-
dow to change the dimensions of the window, and the virtual environment
would reflect these changes. Some difficulty was observed in interacting with
the window resizing controls due to their small size and pointing inaccuracies
within the environment. To address this, virtual window textures were made
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% Update window z-ordering
while running

if left_button in get_mouse_keys()
for (v_window , index) in tracked_windows

if v_mouse.rotation intersects v_window
swap_index(tracked_windows , 0, index)

Listing 5.5: Pseudocode showing the process for updating the
topmost (active) virtual window.

a few pixels larger than necessary prior to capturing application window con-
tent, leaving transparent space on the right and bottom of the virtual window.
This effectively made the virtual window slightly larger than the underlying
application window, and when translating the virtual cursor location into host
environment coordinates, the resulting point was clamped to the application
window dimensions. This made targeting the resizing controls easier by redu-
cing the pointing error within the environment.

Minimising of virtual windows was also supported by allowing the user to
interact with the underlying application window controls and observing the
properties of the window. If an application window was determined to have
been iconified, it would be immediately restored within the host environment
making it visible once more. Within the virtual environment, then the vir-
tual window mesh and texture were replaced with a plain coloured rectangular
window containing only the application window title text, and the virtual win-
dow was marked as iconified. Iconified virtual windows could be moved within
the virtual environment by clicking and dragging them to desired locations.
Double clicking an iconified virtual window would remove the iconified state
and trigger an update for the virtual window — reacquiring the application
window dimensions before recreating a mesh, then capturing the window con-
tents for display.

5.4.5 Hotkeys

To support usage of this virtual environment, support for hotkey combina-
tions were added. Several hotkeys were defined and bound to functions that
addressed concerns identified about the virtual environment.

The first hotkey triggered a re-centring action for the HMD, causing the
current rotational orientation of the user and HMD to be recorded as “forward”
withing the environment. This was found to be necessary when using the DK1,
as over time the environment would appear to have rotated with respect to
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the users seated position due to the gyroscopic drift exhibit by the rotational
sensors. This was not necessary when using the DK2, as the positional tracking
camera was able to correct this drift automatically, but it did enable a form
of complete environmental rotation that a minority of users found useful.

A second hotkey allowed for modification of the mouse scroll-wheel be-
haviour. When pressed, scroll events generated in response to scroll-wheel
movements were intercepted, and converted into positive and negative values
depending on scroll direction. The value captured was then used to modify
the virtual environment radius, moving all virtual windows closer to, or fur-
ther away from the perceiver. Initial implementation of this feature allowed for
either a single virtual window, or all virtual windows to be moved in response
to the scrolling, determined by which virtual window (if any) was determined
to be active. This behaviour was removed following feedback from users, who
identified several issues with this behaviour. The first issue reported was that
it was too easy to accidentally move a single virtual window when moving all
windows was what was expected, and the second that once a single virtual
window had been moved, it was difficult to return it to its original location.
General feedback suggested that in almost every circumstance, moving all vir-
tual windows was desired, so the hotkey behaviour was restricted to this one
operation.

A third hotkey was defined to assist with locating the virtual cursor within
the virtual environment. Several users observed that when working in the
virtual environment, that the virtual cursor could end up behind them or out
into their peripheral, and that locating it introduced task delays and was frus-
trating. When tapped, this hotkey would cause the virtual cursor to rotate to
align with the user gaze over 0.25 seconds, with an accompanying movement
animation to help identify the movement. This feature allowed for the virtual
cursor to be rapidly re-centred, bringing it to bear on the user’s task. Altern-
ative approaches were considered to manage virtual cursor location, including
having the virtual cursor slowly move into the user field of view (FOV) if it
was left in a location that could not be seen, and having a visual indicator
in the user’s peripheral vision pointing towards the virtual cursor. Feedback
given on these proposals indicated that both were less desirable than a direct
solution.
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5.4.6 Test Environment

In order to conduct user studies evaluating suitability of this virtual environ-
ment, a copy of the environment was made, and modified to disable most of
the window management functionality, leaving it capable of simply displaying
static textures upon specified virtual windows. This test environment allowed
for textures to be displayed according to a provided order, upon virtual win-
dows of specified geometries. Support was added to allow for changing virtual
window positions using the mouse scroll wheel with no additional hotkey key-
bindings, and a hotkey was added to display the next texture and virtual
window combination in the supplied order. Initial position of virtual windows
could be specified along with the provided sequence, and timing, virtual win-
dow geometry, displayed texture, and chosen position information could be
logged for later analysis.

This modified environment formed the testing base for the study described
in Chapter 6.

5.5 Generation 2
Following the user study conducted using the generation 1 virtual environment,
a second generation of virtual environment was created. While the core func-
tionality of the system remained much the same, several pain points identified
during development and testing were addressed, to make future development
and user studies easier.

The virtual environment was rewritten in C++ using the native Win32,
DirectX11, and Oculus LibOVR frameworks. This rewrite was made neces-
sary by the abandoning of the SharpOVR C# library providing support for
the Oculus Rift devices, limiting access to new devices and features — most
notably the newly released CV1 HMD, and the asynchronous timewarp frame-
work feature that dramatically improved the perceived experience within the
Oculus Devices. Potential performance benefits were identified in moving from
DirectX9 to DirectX11, specifically around texture loading performance which
allowed for faster texture updating.

Beyond simple rewriting and performance improvements, the generation 2
virtual environment also added several features to those found in the generation
1 implementation. This section will discuss several of the major additions.
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Figure 5.7: Oculus Rift remote device.

5.5.1 Positional Tracking

Positional tracking support was added for the CV1 and adjusted for the DK2
to allow for the user to move within the virtual environment. This support
allowed the perceiver to move their position closer to virtual windows, bringing
smaller or unclear features into view, or to move further away to gain an
overview of several windows. This improved the sense of user presence within
the virtual environment, as this movement reportedly felt natural to users,
supporting a behaviour that they might use when working with conventional
displays.

To support further testing, this option was made toggleable both at the
launch of the environment, and at run-time. When disabled at launch, the
environment origin was used as the pose position, and when disabled at run-
time, the current position of the pose was frozen with all rotations occurring
around this point. A further hotkey was bound to reset the pose position to
the environment origin.

5.5.2 Input Methods

A gaze pointer was enabled within the environment, allowing the user’s heat
orientation to support pointing operations. This method of pointing was iden-
tified as both deliberate and accurate Kytö et al. (2018) for these operations,
and as faster than use of a mouse or other pointer Jalaliniya et al. (2014).
As mouse was still the primary pointing input mechanism, the existing infra-
structure was utilised without major modification. When gaze pointer was in
use, head movements were bound to the virtual cursor position, changing the
position of this as the head was moved. When over a virtual window, this
cursor glyph was shown, and when not over a window a configurable glyph
was displayed instead.
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While the implemented gaze pointer was able to move a mouse cursor, it
was not able to replace the mouse completely as it lacked button and scroll-
wheel support. To provide those features, support for the Oculus Remote
device (See Figure 5.7) was introduced, with the upper directional ring con-
trolling vertical and horizontal scrolling when pressed, and the centre button
contained within acting as a left-click when clicked, and right-click when held.

5.5.3 Run-time Configuration

To increase testing flexibility, all features within the system were made toggle-
able during both startup and run-time. Hotkeys were created to allow these to
be toggled while using the environment, which simplified the debugging and
sample scenario creation greatly.

A remote-control protocol was created, allowing an external application
to launch the environment and control its behaviour. Using this protocol,
controlling applications could launch the environment with features enabled,
and run-time options could be toggled as desired. Virtual applications could
be displayed at will within the environment, capturing window content for
specified HWNDs once or repeatedly, or displaying fixed textures specified as
a file URI or byte stream. Virtual windows can be specified as interactable, and
keypress or mouse interactions would be reported, identifying the interacted
window, along with where interaction occurred and what sort of interaction
was observed.

5.5.4 Testing Harness

To support further user studies, an external control application, referred to
as the “testing harness”, was developed that allowed experimental plans to
be executed, performing automated configuration and actions within a run-
ning generation 2 virtual environment instance. Test plans were defined by
implementing an interface within the testing harness, containing step-by-step
actions to be performed within the virtual environment. All features of the
virtual environment were mapped to actions, allowing features of the environ-
ment to be toggled at run-time, and virtual windows to be created, resized,
moved, and destroyed at will. Actions could request a response from the vir-
tual environment, identifying state of the environment, or details of virtual
windows that were interacted with.
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Pre- and post- test actions that could be performed by the testing harness,
included generation of participant IDs and collection of specified demographic
data, along with corresponding logging of this information in an optionally
anonymised way. Data collected for a participant was automatically collected
into a folder structure, containing log files produced by the testing harness and
the virtual environment, along with run-time variable information that could
be used to repeat the experiment as executed.

Step-by-step actions were executed by the testing harness, with pauses for
responses from the connected virtual environment.

5.6 Discussion
While developing the virtual environment discussed in this chapter, observa-
tions around the virtual environment behaviour and interactions, as well as
general communication concerns were made by the researcher and environment
testers. In this section, a selection of these observations are discussed.

5.6.1 Virtual Window Geometries

While initial versions of the environment utilised planar meshes as the primary
virtual window geometry, it was identified quickly by the researcher and ini-
tial users that these were not suitable for displaying larger windows. An in-
vestigation into alternative geometries was conducted, with several candidate
geometries implemented. Following feedback from users, the curved distortion
that is found in the final implementations was identified as the most popular
and usable option. This option allowed content to be seen at any point on the
virtual window, at the expense of increased head movement amplitudes.

During evaluation however, a subset of users voiced a strong preference
for the planar geometry virtual windows despite their size limitations that the
curved geometry sought to address. The reason for the preference was mixed
from these users, with several unable to identify the precise reason for their
preference. Those that were able to identify a reason stated they felt that
distorting virtual windows gave them an “unnatural” feeling, transforming the
familiar planar windows into something unusual that they found difficult to
engage with. They suggested that tasks such as reading, and comprehension
of read content were negatively affected when consuming content from curved
virtual windows, and that they believed their performance was better on planar
windows even at larger sizes.
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5.6.2 Input

Keyboard and mouse were chosen as the primary input methods due to the
reasons described in Section 5.1, and the experience of using these in an IVR
environment yielded mixed results. As would be expected when visually isol-
ated, users had trouble locating these devices and positioning their hands
correctly on them. As the environment allowed the user to orient themselves
in any desired direction, placing the devices in consistent positions was insuf-
ficient to overcome the issue. Initial trials of placing visual references on the
environment skybox to help locate the desk surface were promising, with users
able to consistently orient themselves towards the desk surface. This approach
did not assist with identifying devices on the desk however, meaning it was
of questionable use, and it further suffered due to virtual windows obscuring
the skybox when the environment was in use. An alternative approach that
did help was placing a surface on the user’s legs on which a wireless mouse
and keyboard could be placed. This allowed users to consistently locate the
devices regardless of physical orientation, however positioning of hands on the
devices was still noted as an issue.

Once a user had located the keyboard, they were able to interact with it
to varying degrees based upon their experience and practice with typing. User
with touch-typing experience did not struggle with typing, or with toggling
hotkeys, but did indicate that their inability to glance down at the keyboard
was disorienting. Users that relied on hunt-and-peck typing, or who only had
limited touch-typing experience struggled more, and reported that the exper-
ience was unpleasant. Gaps in the HMDs faceplates around the nose allowed
some users to see out of the HMD to the keyboard, which allowed them to
function to a limited extent within the environment. This approach was noted
as being quite uncomfortable due to neck and eye strain, as the orientation of
these gaps required them to look down while raising their head to view their
surface. Use of cross reality (CR) techniques to visually identify hand and
keyboard positions, as seen with commercial offerings such as Immersed Inc.
(2021), would help to address this issue.

Mouse interaction proved to be remarkably well received, with the general
feedback indicating that if additional features were added to help physically loc-
ate the mouse, no other modifications would be needed to use this inside virtual
environments of this configuration. With the design as implemented, linear
movements of the mouse translated directly to rotational movements about the
user, limited to two dimensions as is expected. When used with curved virtual
windows, the movements of the mouse cursor across the windows with respect
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to physical mouse movements appeared the same as on conventional displays
and windows. Interaction with planar windows was identified as problematic,
as parallax error was introduced between the cursor glyph and window content,
leading to inaccuracies with pointing tasks on larger virtual windows.

5.6.3 Mouse Clamping

Early in development, it was identified that allowing the virtual cursor to rotate
to the poles of the display sphere introduced issues with control inversion and
general inaccuracies around those regions. Several different approaches were
trialed to address the issues, however all had shortcomings of their own, and
most were abandoned. The solution that was settled on was to limit the
inclination of the virtual cursor to a fixed range, introducing “dead zones”
to the poles where the cursor could not enter, to prevent the problematic
conditions from occurring. 22.5◦ from each pole was chosen as the inclination
cut-off by the researcher, as it was observed that this marked the approximate
point at which issues began to manifest.

Reception of this limitation was mixed by users, with several indicating that
they wanted to be able to position virtual windows at the poles, which this
limitation largely prevented as the virtual cursor was unable to drag windows
into these areas completely. Positioning windows below the user was found to
be possible, as the top title bar which controlled window position could still be
positioned by the virtual cursor to this point, leaving content below the title bar
inside the dead zone. Positioning content above the user was not possible with
this approach. Providing a method to more easily position virtual windows
to these extreme positions whilst maintaining the mouse clamping behaviour
may be desirable for future iterations of this virtual environment.

5.6.4 Window Capture Performance

Application windows were captured using PrintWindow and BitBlt methods as
described above. While we were able to capture content at a fair rate when
in the foreground, feedback from users indicated that the experience was poor
for content that was shown in the background. Users expressed that one of
their reasons for having multiple windows visible at once would be to view
background content including video. If the performance was not sufficient for
this use-case, then they would have limited use for the system.
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This highlights the importance of platform support for such an environ-
ment. If we were to replace conventional computing environments with this
implementation, we would need mechanisms to support real-time capture of
application windows, or support for redirection to off-screen surfaces. Using
newer APIs from Microsoft such as those provided by Windows.Graphics.Capture

may be an approach that could be used for newer implementations of this en-
vironment.

5.7 Summary
This chapter has discussed the design and implementation of a virtual envir-
onment that provides a platform for investigation into Research Questions 3
and 4. The virtual environment described can display and interacting with con-
ventional applications running on a Microsoft Windows 7 host system using
existing peripherals without modification to the applications being displayed.
It can additionally be configured to present static content in a variety of forms
to facilitate user studies and testing in a controlled fashion.

Following informal evaluations of the developed environment, the design
choice of using conventional keyboard and mouse for environmental inputs was
noted as functional and allowing for natural interactions with conventional ap-
plications presented. The immersive nature of the utilised HMDs restricting
view of these peripherals is noted as a issue that should be considered and
addressed in future environments if these inputs are to be used. Observations
of alternative mesh presentations of virtual windows identified the planar and
curved distortions as most preferred by users, though opinions on the suitab-
ility of each to different tasks presented mixed views that require evaluation.



Chapter 6

Reading Study

In this chapter, a user study is presented that measures reading performance
within the virtual environment described in Chapter 5, and contrasts this
against baseline performance of reading from a conventional display. Different
sizes and representations of virtual window, and different immersive virtual
reality (IVR) head-mounted displays (HMDs) are tested to examine their im-
pact on reading performance within the virtual environment. This seeks to
address Research Question 3, which stated:

With respect to [reading], to what extent does changing from a
conventional environment to a virtual one affect performance?

It is demonstrated that it is possible to achieve a baseline equivalent read-
ing performance within the virtual environment when using small windows,
with performance falling below baseline on larger samples. Curved window
distortions are shown to be more suitable for reading tasks than the planar
alternative at larger window sizes, with reading accuracy matching baseline
while incurring a speed penalty. Distances at which text is considered read-
able is identified as variable among study participants, and feedback given by
participants is discussed, identifying text attributes and environmental changes
that may affect the readable distance and overall usability of the virtual envir-
onment.

Supporting material for this chapter can be found in Appendix C. Parts
of this chapter contents were included in a conference paper, the full text of
which can be found in Appendix B. Evaluation of reading performance with
respect to error rate is presented in this chapter additional to the material
presented in this paper.
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6.1 Questions
In Section 4.3, reading performance was identified as the primary metric for
evaluating the suitability of a virtual environment for replacing a conventional
computing system and workflow such as that observed in Chapter 3. Through
measuring the reading performance of a user within the virtual environment
presented in Chapter 5 and contrasting that against their performance when
reading from a conventional display, it can be determined if the introduction of
the virtual environment and associated IVR HMD had a positive or negative
effect on reading tasks.

During development of the virtual environment, usage of the environment
for extended periods was undertaken by the researcher. It was noted that
several factors affected the readability of text, namely the form the text content
took, the size and geometry of the virtual window on which text was presented,
the distance the virtual window was positioned from the perceiver, and the IVR
HMD used to display the virtual environment. To evaluate the suitability of
the environment fairly, each of these needed to be controlled and evaluated.

6.1.1 Text Content

Content presented within the virtual environment is not designed with this
method of presentation in mind, instead presenting conventional application
windows captured directly from the host system. The applications drawing
these windows are not aware that their destination is within a virtual environ-
ment, and do not make any attempt to follow best practice for display of text
within such an environment. While some applications can be modified such
that their window contents can be read with greater ease in this unexpected
environment, many others cannot, and reading content from these windows
presented more of a challenge to users of the virtual environment during de-
velopment.

When considering the suitability of the virtual environment as a possible
replacement for existing workflows, there will likely be many applications that
fall into the latter category of not easily modifiable windows. As such, when
evaluating the suitability of the virtual environment, reading performance
should be measured from windows that have not been altered to improve their
appearance to improve performance, instead testing the worst-case presenta-
tion of window content.
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6.1.2 Virtual Window Size

When displaying text of any form within the virtual environment, it was ob-
served that smaller virtual windows felt more comfortable to read from, with
wider windows becoming increasingly uncomfortable to read. While no meas-
urements of reading performance were undertaken, feedback from users indic-
ated that there was a belief that reading performance was negatively impacted
as the window width increased. It is well established that the line width of
text has an impact of reading performance, with overly narrow or wide lines
negatively impacting reading performance. This performance impact is seen
both in print (Paterson & Tinker, 1942) and digital (Dyson & Haselgrove,
2001) reading tasks, with 52–55 characters per line identified as optimal for
reading speed, however the degree to which this impacted performance within
a virtual environment is not clear.

To determine the impact of differing virtual window sizes, several differ-
ent sizes representing window sizes that might be encountered while using a
conventional computing system should be trialed. This should similarly be
trialed using a conventional display to allow for fair comparison between dis-
play devices.

6.1.3 Virtual Window Geometries

When presenting a virtual window within the virtual environment, it was im-
mediately apparent that use of a planar mesh disadvantaged content positioned
to the extremes of the mesh, as this content was necessarily further from the
perceiver than that found at the centre. Use of a curved virtual window geo-
metry sought to address this issue by ensuring that all points on the mesh were
approximately equidistant from the perceiver, treating the content more fairly.
While users of the virtual environment during development broadly agreed the
curved virtual window presentations were superior for reading tasks, several
strongly disagreed and indicated that they believed the curved presentation
negatively affected their reading performance.

Additional feedback suggested that larger curved windows made users feel
uncomfortable, with the sensation of being enveloped by the content not well
received. Several users described the experience as “oppressive” and “unnat-
ural feeling”, which maps to the claustrophobic effect noted by McKenzie et
al. (2017) when content is curved about the perceiver. Not all users reported
this sensation even when questioned about it specifically, and even those that
noted this effect did not indicate that they believed the sensation impacted on
their reading performance.
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As feedback from users is mixed around preferred geometries for reading,
both should be utilised to measure the degree of reading performance impact
that these have when compared to the baseline. In addition to measuring
performance, opinion data should be collected for preferred geometry to de-
termine if users preference aligns with the most performant presentation, or if
less ideal options are preferred due to feelings within the environment.

6.1.4 Presentation Distance

Position of content within the virtual environment can be controlled by the
user, with virtual windows able to be freely rotated around the perceiver, and
moved nearer to, or further from the perceiver. When initially presenting the
environment to users, common feedback suggested that the chosen default dis-
tance at which virtual windows were presented was non-ideal, however opinion
differed as to whether the content was too close and not making ideal use of
space, or too far to the point that readability was impacted.

While exact positioning of content is likely to be driven by individual user
preference, determining a distance at which text is comfortably readable whilst
making efficient use of available space is necessary to both present a good first
impression of the virtual environment, and to calculate the space available for
window arrangement. This position should be determined through bringing
content forward until it is readable by users, and the position recorded to see
if this is consistent between users.

6.1.5 Device Preference

The generation 1 virtual environment was designed to be displayed on both
the Oculus Rift DK1 (DK1) and Oculus Rift DK2 (DK2) IVR HMDs and
offers feature parity across both devices to ensure a fair comparison. It was
observed during development that the DK2 was preferred by most users when
experiencing the virtual environment, however several users commented that
text appeared to be “crisper” with easier to distinguish characters on the DK1,
with text in the DK2 occasionally described as “like reading through smeary
glasses”. While this opinion was not shared by all users and was called out as
an intermittent issue by those that mentioned the effect of the DK2 on reading,
this suggests that there may be a measurable performance difference between
these devices that may point to HMD upgrades having an undesired impact
on reading.

To determine the impact on reading performance the choice of HMD may
have, both devices should be tested with the same virtual window sizes and
geometries and compared.
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6.2 Hypotheses
From the discussion above, three groups of hypotheses can be made for eval-
uation, covering environmental configuration, reading performance, and user
opinion of the virtual environment. For the category of environmental config-
uration, determining the user’s preferred virtual window geometry and posi-
tioning yields the hypotheses:

Hypothesis 6.1. Curved distortion for virtual windows will be preferred by
participants for reading over planar virtual windows.

Hypothesis 6.2. Participants will identify an optimal reading distance for
virtual windows displayed within the virtual environment.

Hypothesis 6.3. Optimal reading distances within the virtual environment
identified by participants will be consistent amongst participants.

For the reading performance, identifying the degree of impact that virtual
window geometry has on reading performance, the impact of different HMDs
on reading performance, and the overall impact of the virtual environment on
reading performance when compared with conventional systems yields:

Hypothesis 6.4. Reading performance recorded for participants reading from a
curved virtual window will be better than those recorded for the same participant
reading from the same sized planar virtual window.

Hypothesis 6.5. Reading performance will be highest for experiments using a
conventional display, followed by experiments using the DK2, with experiments
using the DK1 having the lowest performance.

And finally, determining the user opinion on the virtual environment ex-
perience when compared with a conventional system:

Hypothesis 6.6. Participants will prefer the conventional display for reading,
followed by the DK2, and the DK1 being least preferred.

6.3 Experimental Design
To address the questions and hypotheses outlined above, a reading experiment
was designed where participants would be required to read aloud, with their
responses timed and verified for correctness. This experiment required parti-
cipants to read text from virtual windows presented within the DK1 and DK2
HMDs, and windows displayed on a conventional display to provide baseline
reading performance values for comparison. Virtual windows and conventional
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windows were displayed in three different sizes (See Table 6.1) and using curved
and planar virtual window distortions to capture reading performance for a
range of different reading scenarios. Static captured versions of conventional
applications were chosen as the display target to ensure consistency of con-
tent and appearance between experiments and participants. Audio recording
was used to collect participant spoken words when reading, and verbalised
feedback, for later analysis. Written questionnaires were utilised to capture
participant opinions and feedback about reading in each of the tested scenarios,
and overall feedback regarding the test.

As reading of text was the subject of this test, the complexity of the text
was required to be manageable by all possibly selected participants. Addition-
ally, the chosen conventional application and simulated workflow needed to
represent a familiar task and experience for these same participants.

To ensure that chosen text was understandable by the greatest number of
participants, text samples were required to have a Flesch reading ease (FRE)
score of 60–70, which represents a “Plain English” readability score under-
standable by 13–15 year old1 students. The FRE score was calculated using
the following equation.

FRE = 206.835− 1.015

(
total_words

total_sentences

)
− 84.6

(
total_syllables

total_words

)
The conventional application and workflow chosen for reading samples was

the Google Chrome web browser displaying a wikipedia-style article, where
participants would be required to first seek out a section of text to read, then
read it aloud. Outside of the slightly unusual reading aloud of the text, this
represented a familiar task and presentation of text within a known conven-
tional application for the chosen participant group. Articles from the English
Wikipedia scored low on the FRE scale, indicating more complex text than
was desired, so articles about major world cities found in the Simple English
Wikipedia were used instead. Articles found within the Simple English Wiki-
pedia are intended for learners of the English language and attempt to use only
the 1,000 most frequently used English words to compose articles, and many
articles exhibit high FRE scores reflecting this simpler English language.

1Ages derived from converting the given American school grade range of “8th and 9th
grade” given by Flesch, 1979, Chap. 2, into New Zealand school years of Year 9 & 10, then
taking the upper and lower ages from this range.
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Table 6.1: Sizes of captured text samples rendered with the Google
Chrome browser. Pixel resolution and aspect ratio is given, along
with the aliases used within this chapter to describe each sample
size.

Resolution Aspect Ratio Name
800× 600 4:3 Small
1366× 768 16:10 Medium
1920× 1080 16:9 Large

Table 6.2: Collections that sample articles were grouped into,
detailing the number of samples collected at each sample size.

Collection S M L
Seq 0 2 2 2
Seq 1 1 1 1
Seq 2 2 2 2

Fifteen articles were selected, and local copies of the pages were created.
From each article, a body of text containing 110–130 words with the required
FRE score of 60–70 was identified as a reading target. Chosen bodies of text
were modified to remove Wikipedia superscript citation markers and other
formatting not relevant to the text being read. Articles were grouped into three
collections, with two of these containing 6 articles, and the other containing
3. The text of each of these chosen bodies of text, and the collection to which
they were assigned can be seen in Appendix C.8.

Each local article was then opened with Google Chrome, and the contents
of the main browser frame — excluding the browser controls and window
decorations — was captured at one of the three different sizes seen in Table 6.1.
Within each collection of articles, an equal number of Small, Medium, and
Large sizes were collected, as shown in Table 6.2.

Using a modified version of the generation 1 virtual environment described
in Section 5.4, an experimental setup was designed to allow for captured text
samples to be displayed on either the curved or planar virtual window distor-
tions within the virtual environment. This modified environment allowed for
changing the displayed distance of a virtual window through use of a mouse
scroll-wheel, and for the distortion and contents of virtual windows to be
changed according to predefined orders. These modifications allowed for re-
production of repeatable scenarios that could be presented to participants
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within the virtual environment. This modified environment was set up to sup-
port both the DK1 and DK2 headsets, with only rotational tracking enabled.
The virtual cameras were positioned centred about the environment origin,
oriented facing towards

[
0 0 1

]
.

A test plan was created for testing within each of the chosen HMDs, that
would allow for either of the two large sample collections (6 sample images)
to be displayed sequentially on planar and curved virtual windows at three
different sizes within the described environment. The order of display was
configured such that the virtual window distortion would alternate between the
two options, and sizes would be presented in pairs of the same size. Initially the
virtual presented a simple green environment, with a multicoloured rotating
cube floating ahead of the user, the position of which could be changed by the
participant through use of the mouse scroll-wheel to demonstrate the function
of this input. The first sample, and successive samples were displayed by
pressing the space-bar key on the connected keyboard. This would first clear
the virtual environment of all existing elements and set the world colour to
cornflower blue, before placing a new virtual window of appropriate size and
distortion and displaying the sample upon it. Samples displayed within the
environment had an initial position that was a large distance away from the
perceiver, far beyond where any content could be read, requiring the virtual
window to be moved closer in order to be read. When the virtual window
position was changed, a log file entry was created, specifying the timestamp
and current position of the virtual window within the environment. Once
all samples had been displayed, the world colour changed to red to indicate
completion of the experiment, and no further samples were displayed.

A second test plan was created for testing on a conventional display, dis-
playing the remaining smaller collection (3 samples) of captured article images
in a randomised order on the centre of a conventional display, with any sur-
rounding margin coloured black. The initial view of the display was completely
black until the first sample was shown and returned to a full black screen when
all samples had been displayed. As with the virtual environment experiments,
the first and subsequent samples were displayed in sequence, with the spacebar
on the keyboard advancing the samples.

To collect participant general participant feedback following experiments,
two questionnaires were designed. The first of these, referred to as the post-
test questionnaire, was to be given following completion of experimentation
with each of the devices under test. This collected participant feedback on dis-
comfort or disorientation during the experiment, the experience with reading
during the test, and distortion preferences for experiments within the virtual
environment. A copy of this questionnaire can be found in Appendix C.6.
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The second questionnaire, referred to as the exit interview questionnaire,
was given to participants following completion of all three device experiments.
This collected demographic data about participants, and overall device prefer-
ences having experienced the available choices. Additional room was provided
for additional feedback about the virtual environment design, and the exper-
ience of reading within it. A copy of this questionnaire can be found in Ap-
pendix C.7.

6.3.1 Equipment

The experimental software was run on a computer installed with the Microsoft
Windows 7 operating system. This computer used an Intel i7-4770 processor,
with 16GB of system memory installed, and an NVidia GeForce GTX750Ti
graphics card, with 2GB of dedicated video memory. Acting as the conven-
tional display, a Dell U2312HMi LCD monitor utilising a 23-inch panel running
at a 1920×1080 resolution at 60Hz was used. Brightness and contrast settings
for this display were reset to the factory setting of 75%. A 104-key US-layout
keyboard was provided along with a 2-button mouse with mouse-wheel for
interaction with the experiment.

The IVR HMDs used were the DK1 and DK2. Both headsets were con-
figured using the “A” lens sets, which are suitable for long sighted users, or
users with no requirement for vision correction. Eye relief dials were set to
their furthest setting, with the distance between the lens and display at the
maximal setting. The DK1 external control box was used to configure to
brightness and contrast of the device to 50% of it’s maximal value, providing a
similar appearance to both the DK2 and conventional display. The DK2 posi-
tional tracker was positioned 1 metre away from the participant’s seat, facing
directly towards the participant at approximately eye level.

For experiments utilising HMDs, a secondary 22-inch monitor was connec-
ted to the system, which displayed a monocular mirror of the participant’s
view for the researcher to observe. This secondary display was disconnected
for experiments using the conventional display.

6.3.2 Method

On arrival, participants were introduced to the HMDs they would be using for
the study, an overview of the experimental process was given, and a randomised
participant ID was assigned. Participants were seated at a desk with their chair
adjusted to a comfortable height, and a conventional display was adjusted
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ahead of them such that the participant was looking at the horizontal and
vertical centre of the display when positioning their head at a neutral forward
position. Audio recordings were started at this point to capture participant
responses and feedback for later analysis.

Following this initial setup, the first HMD was fitted and calibrated for the
user, with the Oculus inter-pupillary distance (IPD) utility used to calculate
the participant IPD. The first virtual environment experiment was then star-
ted, and the participant’s hands were positioned on the mouse positioned on
the desk in front of them. The participant was prompted to manipulate the
mouse scroll wheel to demonstrate the functionality of this using the displayed
cube, and to ensure the participant was able to interact with the peripherals.
The experiment was then advanced by the researcher, with the first of a se-
quence of virtual windows appearing at an unreadable distance ahead of the
participant’s viewpoint. The participant was prompted to use the mouse wheel
to position the virtual window nearer and further away from their viewpoint
and was instructed to position the virtual window such that the text on the
windows was at the greatest distance away from them whilst still remaining
comfortably readable. The participant was then prompted to read an indic-
ated paragraph of text from the presented sample aloud. Once complete, the
researcher advanced the process to display the next sample, at which point
the process was repeated, continuing until all samples had been read by the
participant.

On completion of all reading tasks, the HMD was removed from the parti-
cipants head, and a post-test questionnaire was provided for the participant to
complete. While completing the questionnaire, additional detail for provided
responses and general feedback about the experience was requested by the
researcher and captured in the continuing audio recording.

The participant’s attention was then drawn to the conventional display
ahead of them, and the participant was positioned in front of the display at a
distance of 750mm as measured from the participants nose to the display sur-
face. The participant was asked to remain at that distance, with the researcher
prompting them to move back or forward if they adjusted during the experi-
ment process. No peripherals were provided to the participant. The researcher
displayed the first text sample, centred on the conventional display with black
borders filling any additional space. The participant was then prompted to
read an indicated paragraph of text aloud. Once complete, the researcher ad-
vanced the process to display the next sample, where the process was repeated.
Once all samples had been read by the participant, a post-test questionnaire
was provided and completed by the participant as described above.



134

The participant was then fitted with the remaining HMD, which was re-
calibrated in the same manner as the first HMD. The experimental process as
described with the first HMD process was repeated in the same manner and
concluded with a post-test questionnaire.

Finally, the participant was provided with an exit interview questionnaire
which collected their demographic and device preference information. Addi-
tional feedback was requested by the researcher, and additional detail around
participant observations was sought. Following this, audio recordings were
stopped, and the participant was allowed to leave.

6.4 Participants
Participants for this study were sourced from the University of Waikato stu-
dent population, with the majority being from within the Faculty of Com-
puting and Mathematical Sciences undergraduate student body. Potential
participants were approached by the researcher within the faculty buildings,
and were provided with an overview of the study, with contact details for the
researcher provided if the approached person expressed interest. Through this
process, and word of mouth via interested persons, a pool of volunteers was
established. 24 participants were ultimately selected from this pool of volun-
teers, with preference given to those with no vision issues, or those who had
minor vision issues. Participants requiring the use of spectacles for correcting
vision were excluded from selection due to unreliable compatibility with the
HMDs. No preference was given to participant age, gender, or ethnicity during
selection.

Of the selected participants, 16 identified as male, and 8 as female. 19 par-
ticipants reported no vision issues, 2 participants had corrected vision through
the use of contact lenses, and 3 were classified as having uncorrected vision
issues affecting a single eye. This is summarised in Figure 6.1.

Participants were briefly surveyed prior to study commencement to de-
termine their preference for reading environments, and for experience with
IVR devices. 23 participants indicated a strong preference for consuming text
on-screen, with 1 participant indicating a preference for print media. Only 1
participant indicated extensive experience with IVR devices, with other parti-
cipants indicating slight or no experience with these.
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Figure 6.1: Study participant demographic information showing
numbers of participants with vision issues.

6.5 Data Processing
Audio recordings collected during each participant and experiment were pro-
cessed to split each experimental step into separate files for easier processing.
Recordings for each participant were organised into folders, grouped by parti-
cipant ID, device under test, and individual sample. Files for each participant
were split into individual clips for each sample, with the clips beginning at the
point each new sample was displayed and ending when the experiment moved
to the next sample. This ensured that participant observations and feedback
for each sample were captured, along with the sample itself.

Individual participant sample clips were further processed to isolate only
the read-aloud text. These clips began at the point the first word of the sample
was vocalised and ended following the last word of the sample. These clips were
edited to remove comments from the participant that were clearly directed to
the researcher, including but not limited to observations such as “There are
weird colours around the text here” or “It feels weird having such a large panel
in front of me”. Other comments which were clearly vocalised commentary
on the read material, such as “Huh, I didn’t know that” and “That’s a weird
word” were similarly removed. Removal began at the leading edge of the audio
waveform making up the comment and ended at the trailing edge of the same
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waveform. Silence proceeding and following the removed sections were retained.
Vocalisations that were not clearly directed to the researcher, or that were not
deliberate asides such as “I think” following an unfamiliar word, or filler words
like “Um” and “Ahh” were not removed from these clips.

Individual sample clips were then processed using the running record tech-
niques described by Clay (2000), comparing each spoken word against the
written text to establish the correctness of the read-aloud text. This process
recorded an error for each omitted, inserted, or substituted word from the text.
Initialism and contraction of words was not recorded as errors, allowing “we
are” and “we’re” substitutions, and “U.S.” and “United States” substitutions
without penalty. Substitution errors with proper nouns were not recorded in
cases where the substitution was due to a mispronunciation of an unfamiliar
word, with “Chesapeake” pronounced as “Cheese peak” serving as a notable
example observed in multiple participants. In cases where an error described
above was made, but the participant corrected themselves, the error was re-
moved and recorded as a self-correction. Vocalisations made as part of the
reading process, such as “I think”, “Umm”, and “Ahh”, were deliberately ex-
cluded from processing and treated as if they were not present in the recording.

Following completion of the running record process, several different scores
were calculated using the number of errors made for a sample, total words in
the written sample, and the time taken to read the sample — which was taken
as the length of the processed audio clip the running record was performed on.
The first of these was an accuracy of reading value, calculated for each sample
and participant, using the following equation.

ARsample = 100− errors

wordcount
· 100

The second score calculated was an accurate words per minute (AWPM)
value, which was calculated using the following equation.

AWPM =
wordcount− errors

T
× 60

Each of the accuracy of reading and AWPM scores collected from HMD tri-
als was then compared against the baseline result obtained by reading from the
conventional display. Values were compared against the baseline for the same
participant, from the same sample size between these devices. The percentage
difference for each of these was calculated with the following equation.

Vdiff =
Vbaseline − Vsample

Vbaseline
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Table 6.3: Virtual window distortion preferences collected during
the post-test questionnaires for each participant. Results are overall
opinions across all virtual window sizes.

Distortion DK1 DK2
Flat 2 2

Curved 16 19
No Pref. 5 3

Log files produced by the testing application were processed to extract the
final distance at which samples were placed prior to the participant reading
aloud the sample. These values were recorded in a tabular file for later use.

6.6 Results
This user study sought to answer several different hypotheses relating to con-
figuration, performance, and preference within an IVR environment. In this
section, each of the hypotheses stated in Section 6.2 will be addressed in turn.

6.6.1 Preferred Distortion

To address Hypothesis 6.1 which stated:

Curved distortion for virtual windows will be preferred by parti-
cipants for reading over planar virtual windows.

the data collected in the post-test questionnaires given following experiments
with each of the tested devices was tabulated, which can be seen in Table 6.3.
From this data, the curved distortion was preferred by participants on both
devices, with 67% of participants indicating curved as their preferred distortion
when using the DK1, and 79% when using the DK2. A minority of participants
indicated that they preferred the appearance of planar panels on both HMDs
regardless of the displayed virtual window size, with the remaining responses
indicating no preference for either distortion.

In feedback collected along with these ratings, several common feedback
items were present. The first, given by all participants, was that the parti-
cipants believed that for larger virtual window sizes the curved distortion was
able to present the text content of the application windows in a manner that
allowed for easier reading. As a caveat to this point, several participants ex-
pressed that this easier reading came at the cost of comfort, both within the
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environment where the curved virtual windows felt oppressive, and when read-
ing due to the larger angles that their necks were required to bend to track
the lines of text. Some participants made comments during the study pro-
cess, that reading from the curved distortion virtual windows felt “unnatural”,
and “like reading off the side of a side of a building” This feedback and result
mirrors observations made about the virtual environment during development
(See Section 5.6) and suggests that while the curved distortion can solve the
problem of reading from large virtual windows in the developed environment,
this does come with trade-offs.

Participants also indicated that for small virtual windows, that they felt
there was no difference in reading ease when using the curved or planar dis-
tortions. This was also the case with medium virtual windows displayed on
the DK2, however for medium virtual windows displayed on the DK1 several
participants noted that the curved distortion did offer a slight advantage in
reading ease when compared to the planar representations.

From these results, it can be concluded that for larger samples that the
curved distortion was preferred by a large proportion of participants, but for
smaller sizes there is no strong preference to either distortion. From a general
perspective, it can be concluded that curved distortions would be preferred
over a wider range of virtual window sizes for reading, but this may not hold
for other tasks where perceived downsides may have a stronger effect.

6.6.2 Optimal Reading Distance

To address Hypothesis 6.2, which stated:

Participants will identify an optimal reading distance for virtual
windows displayed within the virtual environment.

final virtual window positions selected by participants prior to reading the
displayed text samples aloud were extracted from experimental logs. Values for
each tested HMD, distortion, and sample size were tabulated, and descriptive
statistics calculated for each combination. The results of this can be seen in
Table 6.4.

From these results, several observations can be made. The most immediate
of these is that virtual windows displayed using the DK2 were positioned at
greater distances from the perceiver when compared to virtual windows with
the same distortion and size on the DK1. Distances chosen within the DK1 and
DK2 vary, with no consistent position identified for each HMD independent of
any other display variable.
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Table 6.4: Descriptive statistics for final selected virtual window
distances within the virtual environment by study participants.

Device Distortion Size N x̄± s (Dn) cv Q0 Q1 Q2 Q3 Q4

DK1 Planar S 23 1.02± 0.19 19.05 0.56 0.90 1.00 1.08 1.46
DK1 Planar M 23 0.97± 0.23 23.77 0.62 0.79 0.90 1.19 1.42
DK1 Planar L 22 0.88± 0.22 25.41 0.50 0.70 0.88 1.01 1.53
DK2 Planar S 24 1.49± 0.31 20.71 0.86 1.26 1.55 1.69 2.20
DK2 Planar M 23 1.48± 0.31 20.67 0.99 1.20 1.50 1.70 2.13
DK2 Planar L 24 1.33± 0.41 30.59 0.60 1.05 1.32 1.50 2.09
DK1 Curved S 23 1.11± 0.19 17.13 0.78 1.01 1.08 1.20 1.51
DK1 Curved M 23 1.21± 0.16 13.02 1.00 1.05 1.20 1.30 1.50
DK1 Curved L 23 1.25± 0.18 14.67 0.92 1.10 1.29 1.40 1.56
DK2 Curved S 24 1.48± 0.30 20.26 1.01 1.22 1.50 1.69 2.10
DK2 Curved M 24 1.60± 0.28 17.30 1.14 1.37 1.64 1.72 2.27
DK2 Curved L 24 1.69± 0.39 22.83 0.90 1.41 1.69 1.95 2.56

Secondarily it can be seen that two trends in chosen distance are observed,
dependent on the distortion used. Planar virtual windows show a trend down-
wards with chosen distance as the size of samples increases, while curved virtual
windows show an upward trend with the distance increasing as the positioned
further away as the sample size increases.

From these results, it can be concluded that the optimal reading position for
virtual windows displayed in this virtual environment is not constant between
participant, device, distortion, or sample size, with each playing a part in the
chosen position.

6.6.3 Inter-participant Reading Distance Consistency

To address Hypothesis 6.3, which stated:

Optimal reading distances within the virtual environment identified
by participants will be consistent amongst participants.

the coefficient of variation (cv) values presented in Table 6.4 were examined,
and an interval plot generated showing 95% confidence intervals for mean
selected distance, seen in Figure 6.2.

From examining the cv values for each sample, significant variation is seen
in selected positions across devices, distortions, and sample sizes. cv values
trend upwards along with sample size for planar virtual windows viewed on
either tested HMD, suggesting a range of acceptable positions for larger planar
panels. cv values recorded for curved virtual windows do not show a clear trend
across sample size but are noted as being lower than the values found for the
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Figure 6.2: Interval plots for final selected virtual window dis-
tances within the virtual environment; (a) for planar distortion
meshes, (b) for curved distortion meshes. A 95% confidence in-
terval is shown along with the mean distance for each device and
sample size.

same device and sample size displayed on a planar virtual window. This indic-
ates that while variation was observed in positioning of samples in all cases,
that the curved virtual windows presented a narrower range of distances that
were considered optimal by participants when compared to samples displayed
on planar virtual windows.

When examining Figure 6.2, displayed 95% confidence intervals presented
for samples displayed on the DK1 are narrower than those shown for samples
displayed for DK2 distances. While this could be presented as evidence that
some attribute of the DK1 allowed for a more consistent selection of optimal
reading distance, it is more likely attributed to a smaller range of acceptable
reading distances available within the DK1 compared to the DK2, relating to
the effective device resolution.

From these results, it can be concluded that the optimal reading distances
are not consistent for participants, with participants instead identifying a
broad range of acceptable reading distances within the virtual environment.
This suggests that personal preference plays a significant part when selecting
readable distances when minimal constraints on selection are given.
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Table 6.5: Paired T-tests for distortions pairs, over the percentage
difference from baseline of same sample size.

Device Size x̄± s (Planar) x̄± s (Curved) x̄± s (Difference) 95% CI t p
DK1 S −6.12%± 15.20 −3.90%± 20.36 −2.22%± 16.83 (−9.50, 5.05) t(22) = −0.63 0.533
DK1 M −24.87%± 13.66 −12.00%± 15.43 −12.87%± 12.90 (−18.45,−7.30) t(22) = −4.79 0.000
DK1 L −57.59%± 14.32 −22.25%± 17.36 −35.33%± 17.62 (−43.15,−27.52) t(21) = −9.41 0.000

DK2 S 3.51%± 11.85 3.57%± 16.89 −0.06%± 16.72 (−7.12, 7.00) t(23) = −0.02 0.987
DK2 M −7.39%± 10.36 −5.70%± 7.76 −1.69%± 10.54 (−6.25, 2.86) t(22) = −0.77 0.449
DK2 L −21.88%± 14.58 −6.51%± 9.63 −15.37%± 15.53 (−21.93,−8.82) t(23) = −4.85 0.000

6.6.4 Reading Performance Superior with Curved Dis-
tortion

To address Hypothesis 6.4, which stated:

Reading performance recorded for participants reading from a curv-
ed virtual window will be better than those recorded for the same
participant reading from the same sized planar virtual window.

the AWPM values calculated for each participant were biased against the
baseline reading performance collected using the conventional display sample
of the same size, then evaluated using a paired t-test, comparing the difference
in AWPM against baseline performance for curved versus planar distortions
for each device. This test was run with the hypotheses:

H0 : µ (AWPMPlanar)− µ (AWPMCurved) = 0

H1 : µ (AWPMPlanar)− µ (AWPMCurved) ̸= 0

The results of this evaluation can be seen in Table 6.5, and a visualisation of
the data can be seen in Figure 6.3.

From these results, for large virtual window samples displayed on both
tested HMDs, that there were statistically significant differences in AWPM
values (p = 0.000), with the curved distortion showing a greater mean AWPM
value versus baseline than the planar distortion virtual windows. This differ-
ence is most dramatic for the DK1, where the planar distortion offered a mean
AWPM drop of −57.59% compared to baseline, with the curved distortion
only incurring a −22.25% mean drop in performance. The impact was not
as severe for the DK2 but was still significant, with a −21.88% drop in mean
AWPM against the baseline, with a −6.51% drop in performance with the
curved distortion virtual windows.

For medium virtual window samples displayed on the DK1, a statistically
significant difference in AWPM values was also observer (p = 0.000), with
similar results to those seen with large panels. The curved distortion recorded
a better mean AWPM performance drop versus the baseline than with the
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Figure 6.3: Mean AWPM percentage differences for sample sizes
against baseline AWPM for the same sample size, grouped by
device, virtual window size and distortion; (a) results for DK1, (b)
for DK2.
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planar distortion, with a −24.87% mean AWPM drop when using planar vir-
tual windows, and a −12.00% drop when using a curved distortion. For small
virtual window samples, and medium samples displayed on the DK2, no stat-
istically significant difference in performance was noted between the curved
and planar distortion mean AWPM performance against baseline values.

From these results, it can be concluded that for larger samples that the
curved virtual window distortion offers measurable reading performance bene-
fits over the baseline when compared with planar virtual windows. While this
benefit was not seen for smaller virtual windows, no decrease in performance
was noted when using a curved virtual window distortion when compared to
planar virtual windows.

6.6.5 Conventional Display Outperforms Virtual
Environment

To address Hypothesis 6.5, which stated:

Reading performance will be highest for experiments using a con-
ventional display, followed by experiments using the DK2, with
experiments using the DK1 having the lowest performance.

the accuracy rating and AWPM scores for individual virtual window sizes and
distortions were compared against the baseline figures for samples of the same
size. These results were evaluated using paired t-tests with the hypotheses:

H0 : µ (MetricIV RDevice)− µ (MetricConventional) = 0

H1 : µ (MetricIV RDevice)− µ (MetricConventional) ̸= 0

The results of these tests are presented below, in Tables 6.6 to 6.9.
First considering the AWPM metrics for planar virtual window distortions

seen in Table 6.6, it can be seen that apart from small virtual window samples
read within the DK2, that a statistically significant difference in AWPM scores
was noted (p ≤ 0.05). The baseline AWPM values were consistently higher
than those collected from within the virtual environment, with significant dif-
ferences noted for the larger virtual windows. The samples read from the small
virtual window within the DK2 were the only ones to not record a statistically
significant result (p > 0.05), with the mean recorded AWPM value being close
to that recorded as the baseline metric.

When examining the AWPM metrics for curved virtual window distortions
seen in Table 6.7, no statistically significant difference (p > 0.05) was noted
in AWPM performance between the baseline value, and the values collected
for the small virtual windows on either device. For medium and large panels
on both tested HMDs however, a statistically significant difference (p ≤ 0.05)
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Table 6.6: Paired t-test comparing AWPM performance for planar
virtual windows to baseline AWPM results for collected from the
conventional display test using the same sized sample.

Device Size x̄± s (Planar) x̄± s (Baseline) x̄± s (Difference) 95% CI t p
DK1 S 134.84± 22.82 144.93± 19.53 −10.09± 23.34 (−20.18, 0.00) t(23) = −2.07 0.050
DK1 M 115.68± 25.44 154.40± 20.41 −38.73± 23.32 (−48.81,−28.64) t(23) = −7.96 0.000
DK1 L 67.75± 21.54 162.88± 25.35 −95.13± 32.60 (−109.58,−80.67) t(22) = −13.69 0.000

DK2 S 151.00± 25.70 146.15± 20.02 4.85± 17.33 (−2.46, 12.17) t(24) = 1.37 0.183
DK2 M 142.29± 21.21 154.40± 20.41 −12.11± 17.00 (−19.46,−4.76) t(23) = −3.42 0.002
DK2 L 127.67± 31.46 162.90± 24.52 −35.22± 23.33 (−45.08,−25.37) t(24) = −7.40 0.000

Table 6.7: Paired t-test comparing AWPM performance for curved
virtual windows to baseline AWPM results for collected from the
conventional display test using the same sized sample.

Device Size x̄± s (Curved) x̄± s (Baseline) x̄± s (Difference) 95% CI t p
DK1 S 138.26± 30.58 144.93± 19.53 −6.66± 29.85 (−19.57, 6.24) t(23) = −1.07 0.296
DK1 M 135.06± 27.01 154.40± 20.41 −19.34± 25.03 (−30.16,−8.52) t(23) = −3.71 0.001
DK1 L 125.91± 30.31 162.33± 24.91 −36.41± 29.27 (−49.07,−23.75) t(23) = −5.97 0.000

DK2 S 150.92± 28.27 146.15± 20.02 4.78± 22.48 (−4.72, 14.27) t(24) = 1.04 0.309
DK2 M 146.61± 21.34 155.27± 20.41 −8.66± 11.77 (−13.63,−3.69) t(24) = −3.61 0.001
DK2 L 151.07± 18.98 162.90± 24.52 −11.83± 17.58 (−19.25,−4.40) t(24) = −3.30 0.003

was noted in mean AWPM performance in the virtual environment versus
the baseline. It can be seen that the baseline values, collected from the con-
ventional display, exhibited a higher mean AWPM value than the compared
virtual environment value.

Considering accuracy rating as a metric for planar virtual window distor-
tions seen in Table 6.8, it can be seen that for small and medium virtual window
samples presented in either tested HMD, that no statistically significant differ-
ence in performance is noted (p > 0.05). Indeed, it can be observed that for
small virtual windows, that the mean accuracy rating was higher with a smal-

Table 6.8: Paired t-test comparing accuracy rating of read text
for planar virtual windows to baseline accuracy rating results for
collected from the conventional display test using the same sized
sample.

Device Size x̄± s (Planar) x̄± s (Baseline) x̄± s (Difference) 95% CI t p
DK1 S 98.763%± 0.746 98.132%± 2.058 0.631± 2.025 (−0.244, 1.507) t(23) = 1.49 0.149
DK1 M 97.875%± 2.165 98.860%± 1.348 −0.984± 2.330 (−1.992, 0.023) t(23) = −2.03 0.055
DK1 L 61.08%± 19.98 98.39%± 1.38 −37.31± 20.08 (−46.21,−28.41) t(22) = −8.72 0.000

DK2 S 98.538%± 1.481 98.209%± 2.049 0.329± 1.556 (−0.328, 0.986) t(24) = 1.04 0.311
DK2 M 98.422%± 1.791 98.860%± 1.348 −0.437± 1.505 (−1.088, 0.213) t(23) = −1.39 0.177
DK2 L 93.04%± 9.69 98.43%± 1.37 −5.39± 9.42 (−9.37,−1.41) t(24) = −2.80 0.010
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Table 6.9: Paired t-test comparing accuracy rating of read text
for curved virtual windows to baseline accuracy rating results for
collected from the conventional display test using the same sized
sample.

Device Size x̄± s (Curved) x̄± s (Baseline) x̄± s (Difference) 95% CI t p
DK1 S 98.324%± 1.435 98.132%± 2.058 0.192± 1.769 (−0.573, 0.958) t(23) = 0.52 0.607
DK1 M 98.869%± 1.297 98.860%± 1.348 0.009± 1.651 (−0.704, 0.723) t(23) = 0.03 0.979
DK1 L 96.96%± 5.73 98.36%± 1.36 −1.40± 6.08 (−4.03, 1.23) t(23) = −1.10 0.281

DK2 S 98.031%± 1.630 98.209%± 2.049 −0.178± 1.929 (−0.993, 0.636) t(24) = −0.45 0.655
DK2 M 98.608%± 1.243 98.873%± 1.320 −0.265± 1.475 (−0.888, 0.358) t(24) = −0.88 0.388
DK2 L 98.897%± 1.265 98.425%± 1.374 0.472± 1.316 (−0.084, 1.028) t(24) = 1.76 0.092

ler standard deviation than the recorded baseline. For large virtual windows,
there is a statistically significant difference in accuracy rating (p ≤ 0.05), with
the baseline recording higher accuracy rating scores, most noticeably with the
large sample read from the DK1.

Evaluating the same accuracy rating metric for curved virtual window dis-
tortions, seen in Table 6.9 yields further results concluding that no statistic-
ally significant difference in accuracy rating can be seen for any sample size or
device when compared against the baseline accuracy rating (p > 0.05). As with
the small samples noted above, in some cases samples read within the virtual
environment exhibited greater mean accuracy ratings with smaller standard
deviations than those recorded on the baseline, though this is not consistent
across devices or sample sizes.

From these results, it can be concluded that when using AWPM as a metric,
reading text from a conventional display will result in an AWPM score equal
to, or greater than that which could be recorded on either HMD, with any
sample size or distortion. From observing the mean AWPM scores between
the DK1 and DK2, the DK2 consistently provides better AWPM scores than
the DK1, for any sample size or virtual window distortion. This result aligns
with the hypothesised device ordering presented within this chapter.

When considering accuracy rating as the metric for reading performance
however, this order does not hold as definitively. When examining the accuracy
rating of text read from a planar virtual window, the ordering is maintained,
with larger windows showing the conventional display having the greatest ac-
curacy rating, followed by the DK2, then the DK1. For curved virtual window
distortions though, this is not seen at any sample size, with no statistically
significant difference in accuracy ratings observed between tested devices.
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Table 6.10: Overall device preferences results collected from the
exit interviews with each participant.

Device 1st 2nd 3rd

Monitor 22 2 0
DK2 1 18 5
DK1 1 4 19

6.6.6 Device Preference Order

To address Hypothesis 6.6, which stated:

Participants will prefer the conventional display for reading, fol-
lowed by the DK2, and the DK1 being least preferred.

data collected in the exit interview conducted at the conclusion of the study
was tabulated, with the results presented in Table 6.10.

From this data, a clear device preference order can be seen, with 92%
of participants indicating the conventional display as their preferred device,
followed by 75% of participants preferring the DK2, and finally 79% indicating
the DK1 as the device at the bottom of their preference order. Feedback
collected along with the device preference order provides some insight into the
rationale behind this ordering.

Most of the participants indicated that the conventional display was their
most preferred device due to its familiarity, and the clarity of the text presen-
ted on it. The appearance of text on the conventional monitor was described as
“crisp” and easy to read, leading to a perceived increase in reading performance
on this device. Several participants identified that due to the amount of exper-
ience they had enjoyed over years of reading from such displays, that there was
nothing they had to become accustomed to in order to read effectively from
the display, which they identified as a strong factor in their perceived reading
performance on this device.

A minority of participants ranked the DK1 over the DK2 in their device
rankings, which was unexpected given the specification differences between
these devices. When questioned on their choices, participants who indicated
this preference order explained that while the DK1 required larger head and
neck movements to read larger samples than with the DK2, that this disad-
vantage was outweighed by an increased clarity of text within the DK1.
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From these results, it can be concluded that device preference order aligns
with the hypothesised order, with the familiar conventional display ranked
above either of the tested HMDs. While the ordering of the HMDs matched
the predicted order for most participants, there are factors which can change
this for a subset of participants, who may prioritise certain attributes of content
displayed on the devices than others.

6.7 Discussion
In addition to the results presented above, several common observations were
made by participants during and after the study. Some of these observations
provide context for the above results, while others identify possible considera-
tions for future experiments. Additional context and explanations for presen-
ted results have been identified during results analysis and deserve additional
discussion. Each relevant observation and explanation for results is presented
in this section.

6.7.1 Display Distance

In evaluating Hypothesis 6.2, it was identified that selected distances for planar
virtual windows exhibited a downward trend as sample size increased, with
larger samples being positioned nearer the perceiver than with smaller samples.
This trend was reversed when considering curved virtual windows, with larger
samples displayed at greater distances from the perceiver than smaller samples.
As these trends align with the utilised distortion and sample sizes, it is valuable
to identify the reasoning behind such placements to inform distortion choices
for differing virtual window sizes in future.

When considering the curved distortion trend, identifying the range of
head and neck movements required to centre the perceiver’s view on alternate
edges of the virtual window informs a possible reason behind the choices made.
Using the equations described in Chapter 5, the angular measure for virtual
window arcs sized for each sample size at the participant identified mean and
max distances were calculated. The results of these calculations can be seen in
Table 6.11. From this data, as the virtual window size increases, so to does the
angular measure. This corresponds to the degree of head and neck movement
required by participants to scan across the virtual window. It can be seen when
comparing the angular measures presented that by increasing the distance at
which the virtual window is positioned from the perceiver, that the angular
measure decreases, requiring a reduced amount of head and neck movements to
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Table 6.11: Angular distance between left and right edges of dis-
played curved virtual windows when positioned at the mean and
max distances from the observer for given device and sample size
combinations.

Device Size θmean θmax

DK1 S 82.43◦ 60.7◦

DK1 M 129.6◦ 104.4◦

DK1 L 175.4◦ 141.0◦

DK2 S 61.97◦ 43.7◦

DK2 M 97.7◦ 69.0◦

DK2 L 130.4◦ 85.9◦

read text upon it. The desire to reduce required head movements as the virtual
window size increased may then have been the driver behind increasing mean
distances correlating with increasing sample size, with participants willing to
accept a decrease in text legibility to reduce physical discomfort.

When considering the decreasing distance trend observed with planar vir-
tual windows, the reasoning behind this is more apparent than with curved
distortions. Due to the geometry of the planar windows, the distance between
the perceiver and the virtual window varies depending on the focus point within
the virtual window, with the centre-point of the virtual window representing
the minimum distance and the distance value recorded. Angle of incidence for
the perceiver gaze and the virtual window also varies, starting perpendicular
at the centre of the virtual window, and becoming increasingly acute towards
the edges. When positioning planar windows, participants required distances
nearer to the perception point, to reduce the distance between themselves and
text content found on the outer edges of the virtual window, while ensuring
that it wasn’t positioned so close that characters at those locations could not
be made out due to the acute incidence angle.

6.7.2 Distortions

An item of feedback given by participants during this study was that curved
virtual windows felt “oppressive” at larger sizes, mirroring observations made
by users experiencing the virtual environment during development. Some par-
ticipants giving this feedback indicated that this feeling affected their reading
performance, while others indicated it had no impact on their performance
but would make them less inclined to use such an environment when alternat-
ives exist. This feedback can be seen reflected within the distortion preference
results, where a minority of participants indicated the planar distortion as pre-
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ferred over the curved distortion, with others indicating no preference. This no
preference response was given in greater numbers when considering the exper-
ience within the DK1, which suggests that the given responses were related to
this point of feedback, as the enveloping nature of the curved virtual windows
is exaggerated for windows positioned at distances nearer the perceiver which
was observed for the DK1. Despite the undesirable feelings brought about
by this effect, the larger planar panels were still considered harder to read,
resulting in responses not preferring either distortion over the other.

When considering all reading performance results and feedback given re-
garding the different distortions, it is clear that that curved distortion does
allow for improved performance when evaluating reading performance, how-
ever aspects that would drive potential users away from a virtual environment
should be investigated to determine if they can be addressed. An obvious
solution to this wrap-around feeling of curved virtual windows is to simply
position them further away, however the distance at which virtual windows
can be placed and still be used effectively is limited by the HMD specifications,
which may take time to develop to the point where this can be accomplished.
Alternatives distortions that minimise the wrap around effect whilst still im-
proving on planar representations should be investigated, as well as alternative
techniques that seek to address the issues of legibility of conventional applica-
tions through means other than mesh geometry.

6.7.3 AWPM Performance

When using AWPM as a performance metric for reading, a drop in performance
was noted for large, curved distortion windows when compared to the recorded
baseline. When using accuracy rating as the metric, no such performance drop
was observed. This indicates that accurate reading was possible, but not at
the same speed as on the baseline. This was not noted for small and medium
virtual windows using the same distortion while positioned at comparable dis-
tances from the perceiver.

A likely reason for this decreased reading speed relates to physiological
factors in reading when combined with increased head and neck movements
required to view all parts of a large curved virtual window discussed above.
When reading, eye movements called saccades take place where the eye rap-
idly jumps through points in text, becoming stationary (fixating) at points
throughout the text. This movement is primarily driven by the eye itself, inde-
pendent of the head and neck, though some small movements are seen during
the normal course of reading. This saccadic behaviour is disturbed when view-
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ing text through the lenses of a HMD, where clarity and detail is maximised
in a narrow cone ahead of the user, and total field of view (FOV) within the
HMD is limited. This impact necessitates an increased amount of head and
neck movements to track text across a line, which slows the process of reading.

The reading process is further complicated when reaching the end of a line
and requiring relocation to the start of the following line — a process known
as a return-sweep in the context of saccadic eye movements. Ordinarily when
reading, a lawnmower pattern will be followed, where as the eye approaches
the end of a line of text, a return sweep will take place to allow fixations at
the beginning of the following line. When the start of the line is not within
the available FOV however, head and neck movements are required to reorient
the user’s view to allow this new-line fixation. This adds a delay to the return
sweep process, and can delay visual acquisition of the new line.

When reading on these larger curved virtual windows, several participants
remarked on the experience of reading long lines of text. Feelings of discomfort
and a recurring “unnatural” feeling were common observations when reading
along the lines, and comments on the difficulty of reacquiring the start of
the new line were also common. One participant described the process as
disorienting and explained that they were unable to easily identify the new
line as they would when reading a smaller window, noting that they needed to
scan the first words of each line in an area to identify the previously read line
in order to locate the next line, adding significant mental overhead and delay.

To resolve this effect on larger virtual windows, improvements in HMD
FOV and optics are needed. While limited with current HMD specifications
however, a conclusion that can be drawn is that smaller virtual windows should
be preferred when AWPM is a critical performance aspect. Larger virtual win-
dows should be avoided for longer reading tasks due to the decreased reading
speed and increased discomfort experienced, though can be used for shorter
reference-based reading tasks if required. Investigation into supporting vir-
tual environments could be considered to reduce the amount of head and neck
movement required, such as positional changes for the virtual window being
read based on head and neck position, or eye movements if an eye tracking
solution is available.

6.7.4 Reading Accuracy

When evaluating reading performance within the virtual environment, it was
noted that on some occasions text read within the virtual environment exhib-
ited a greater mean accuracy rating, with smaller standard deviation values
when compared to the baseline reading performance. While claiming this is a
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benefit of such an environment would be ideal, this is more likely attributed
to increased focus of participants due to using an unfamiliar device and envir-
onment to consume text. As participants were focusing more on the process
of reading within the virtual environment, they made fewer simple mistakes
than they did when reading from a familiar device.

While no immediate conclusions should be drawn about this then, given
the small difference in performance, sample size and novelty of the virtual
environment, attention should be paid to this metric in future studies. As
users become more accustomed to reading within such environments, a more
conclusive measurable difference may be presented that could suggest benefits
or disadvantages related to reading in these environments.

6.7.5 Legibility of Text

During the study, some participant indicated that when their head was sta-
tionary and they were focusing on a word that it was difficult to read, but
when moving their head, the word became readable. This observation was
often accompanied by a description of the text as being “wriggly” or “moving
like it is alive” while reading. A participant with a typographical background
observed that the kerning of the font appeared poorly tuned, with some char-
acters merging forming different characters — such as neighbouring ‘r’ and ‘n’
characters appearing to form a single ‘m’ character — or losing distinctive font
details that would help distinguish similar characters, such as ‘i’ and ‘l’.

A visualisation of these observations on a single word was captured using
a camera directed through the lenses of the DK2, which can be seen in in
Figure 6.4. It can be seen in this figure that the characteristics of characters
are indeed distorted or lost as the HMD is moved, with consecutive frames
showing visually different glyphs. This is most noticeable with the ‘i’ character
losing distinction between the diacritic dot (tittle) and the stem of the glyph,
making it appear like the adjacent ‘l’. The ascender of the ‘h’ glyph is also
diminished in several frames making it appear as an ‘n’, and the counter within
the ‘e’ is not clear in several frames allowing it to be confused for a ‘c’.

The culprit for this character distortion is the texture filtering mechanism
used within the virtual environment, nearest-neighbour interpolation, which
determines the pixel value displayed on the physical device when there is a
miss-match between texels and available pixels. This filtering can select non-
ideal texel values for display, leading to inconsistency of appearance between
frames, and potential distortion.
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Figure 6.4: The word ‘while’ as seen over 9 frames through the
lenses of the DK2.

Figure 6.5: Magnified view of the word ‘Instagram’ shown on
RGB and RGBG subpixel arrangement displays (Rakver, 2020).
Left side demonstrates RGBG, right side demonstrates RGB.

An approach to resolve this that was suggested by several participants was
the use of an alternative font for body text that would be more tolerant to
being displayed in the virtual environment. Many participants suggested a
serifed font, such as “Georgia” used in section headings within the read texts,
would provide better results than the “Arial” body text. This suggestion can
possibly be attributed to the presence of different fonts within the document
allowing comparison, with the identified font being identified as a possible im-
provement based on the appearance within the environment. This comparison
is not necessarily valid due to a difference in font-size with elements displayed
with either font, however it does warrant further investigation to identify if a
difference in readable distances or reading performance is seen when using a
different font.
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A final observation made by several participants related to selection of
the DK1 and the preferred HMD over the DK2, with clarity of text noted as
an advantage. A possible candidate for the cause for this observation is the
differing displays used within the HMDs, with the DK1 using an RGB LCD
display and the DK2 using an RGBG organic light-emitting diode (OLED)
display. A visualisation of the difference in text appearance between these
display types can be seen in Figure 6.5. As this was only noted by a minority
of participants, the impact of this has not been judged to be severe, however
given that newer headsets such as the Oculus Rift CV1 (CV1) continue to
make use of RGBG OLED displays the impact of this should be considered
going forward.

6.7.6 Text Haloing

An observation made by nearly all participants was that text displayed within
the virtual environment appeared to “glow”, with some describing the effect
as “a colourful halo” around displayed text. It was observed that these halos
changed appearance as participants read, with a “shimmering” effect described
as the colour of the halo changed. The colour of these halos was not consistent,
however primary colours were noted as the most prominent, with blended
colours being less apparent.

There are several candidates for the cause of this effect, each of which
may be solely or partly responsible. The first of these is chromatic aberration
caused by the biconvex lenses used with the tested HMDs. This aberration
is caused by flaws in the lenses which causes light colours to not converge
correctly to a point, resulting in a prismatic effect with red, green, and blue
light channels separated slightly. While this effect aligns with the observed
halo colours noted, it would be expected that if this were the cause that the
aberration would be seen throughout the displayed image and not isolated to
the text. As the study focused on text primarily, it is possible that participants
did not inspect other page elements within the virtual windows to see if this
effect was present, which may account for this.

A potential contributing factor to observed chromatic aberration is a mis-
match between participant and HMD IPDs, which is noted by McCleary (2009)
as a potential cause of prismatic effects and double vision. Both the DK1 and
DK2 have fixed lenses with a constant IPD of 63.5mm, relying on software
correction within the Oculus runtime to account for the difference between
this and the actual user IPD. This correction is accomplished by providing the
user IPD at runtime, with a utility provided to calculate user IPD if it is not
known. This utility is imprecise however, which may lead to continuing mis-
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Figure 6.6: Letter ‘m’ extracted from a sample image (left),
zoomed to display the ClearType colour fringing. The same ‘m’
with faint colours amplified is displayed on the right.

match in IPD values, possibly amplifying negative effects. Future experiments
should consider an external tool such as a digital pupilometer to calculate par-
ticipant IPDs with precision rather than relying on a software utility if fixed
lens positions continue to be standard.

The second and more promising candidate is the effect of the sub-pixel
anti-aliasing technique employed by Microsoft ClearType. This font-hinting
technique is employed to improve the visual qualities of text displayed on
RGB LCD displays (Microsoft Corporation, 2001), with studies (Sheedy et al.,
2008) identifying that the effect is preferred by readers though no improvement
in reading comfort or speed was observed as a result of it. This technique
functions by adding additional coloured pixels alongside character glyphs and
replacing solid pixels making up these glyphs with coloured shades to take
advantage of the subpixel layout within an RGB LCD display, with this effect
applied directly to the text and thus captured when collecting samples for
display. When magnified, the effect of this font-hinting can be seen clearly as
seen in Figure 6.6.

In this image, the colours utilised by the ClearType effect do appear to
match with the observed halo colours, suggesting this is a likely contributor
to the effect. While participants did make observations about this halo effect,
it was not clear if the effect negatively impacted their reading performance.
Future investigations should consider comparing readability of text with Clear-
Type, or other font-hinting techniques, enabled or disabled to determine if the
effect has an impact on readability.

6.8 Summary
In this chapter, reading performance within a developed immersive virtual
environment was compared against baseline performance on conventional dis-
plays when reading from unmodified conventional application windows. It was
shown that reading performance equal to baseline is achievable for narrower
windows displayed on either curved or planar surfaces, with equal reading ac-
curacy achievable on wider windows displayed on curved surfaces. A range
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of acceptable reading distances were identified, and issues with reading from
wide planar windows were demonstrated. It was demonstrated that the use
of an IVR HMD with greater resolution and pixel density improved reading
performance on wider windows and allowed for more distant positioning of
windows while retaining reading performance. Curved windows were shown to
be preferred by most study participants for reading, and a minority preference
for planar panels was noted.



Chapter 7

Tuning Text

In this chapter, a user study is presented that measures the effect of modifying
text parameters within conventional applications on the readable distances of
text samples positioned within the virtual environment described in Chapter 5.
Font, ClearType, and interface zoom are tested to examine their impact on
readable distance, identifying attributes that can be modified within many
conventional applications that can improve readability. This seeks to address
Research Question 4, which stated:

With respect to [reading], what software configuration changes can
be easily made to conventional applications that may improve per-
formance within a virtual environment?

It is demonstrated that font choice did not affect readable distances of text
within the virtual environment, while both ClearType and interface zoom are
shown to have statistically significant impacts. Device improvements between
this and the previous study are shown to reflect greater readable distances
within the virtual environment, though the degree of improvement is shown to
be greater than what the observed improvement in pixel density would suggest.
Factors that may have contributed to these observed results are discussed and
identified for control in future evaluations.

Supporting material for this chapter can be found in Appendix D.

7.1 Questions
In Chapter 6, it was demonstrated that reading performance within the cre-
ated virtual environment was capable of matching that of reading from a con-
ventional display. It was also identified that the distance at which text was
considered readable varied between participants, with a spread in results that
was greater than what was expected. To determine if improvements could be
made to the readability of text displayed on conventional interfaces within
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the developed virtual environment, study participant feedback and post-study
analysis was evaluated to identify possible modifications that could be made
within conventional applications or the host operating system that would ad-
dress concerns raised.

When evaluating study participant feedback, two aspects were identified
as affecting the chosen distance at which samples were positioned prior to
reading. The first of these was “text haloing” which was observed to affect
the appearance of text in a dynamic manner, and the second was the choice
of fonts used within the presented samples which some considered to be non-
ideal for the task. During post-test analysis, two further items were identified
that may have affected the sample distances chosen. The first of these was the
choice of allowing participants to freely choose the distance prior to reading,
as natural preferences for reading distance are likely to vary and not identify
actual limits on readability. The second was that text appeared to distort
when viewed through the tested head-mounted displays (HMDs) when the
view position was changed, which was identified as a possible texture filtering
issue when mapping from texels to pixels.

7.1.1 Text Haloing

When observing text samples from within the tested HMDs, participants noted
a shimmering effect around text that changed as content was read. While some
participants indicated that they found the colour “haloing” effects unpleasant,
it was not clear if this impacted the legibility of the text or simply added
an element of distraction. To determine if this does impact on performance,
factors contributing to this effect should be identified and addressed where
possible.

The previous chapter identified three possible contributors to this effect —
chromatic aberration caused by imperfections in the HMD lenses, a miss-match
between the perceiver’s inter-pupillary distance (IPD) and that configured on
the HMD, and the sub-pixel anti-aliasing feature ClearType which was enabled
on the host operating system when preparing samples for the study. During
informal evaluation, disabling ClearType on the host operating system was
observed to almost eliminate the effect, suggesting that this is the greatest
contributor to the effect and should be evaluated primarily.

On conventional displays, the use of ClearType has been observed to have
benefits for lexical decision and sentence comprehension tasks (Gugerty et al.,
2004), however no reading performance benefits were observed when it was in
use. Sheedy et al. (2008) supported this conclusions but did note that users
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Table 7.1: Fonts used in the readability study conducted by Ali
et al. (2013), grouped by the media they were designed for, and
font family.

Designed for Serif Sans-serif
Print Times New Roman Arial

Screen Georgia Verdana

preferred moderate levels of anti-aliasing (ClearType levels 1 & 2) to no anti-
aliasing. While this does suggest that disabling ClearType should not have a
negative impact on reading performance on a conventional display, this does
not necessarily translate into the performance within a virtual environment.

7.1.2 Fonts

Several participants of the previous study questioned the choice of the fonts
used in the text samples. Some users stated that they disliked the font, with a
subset of these believing this dislike affected their decisions in the experiment.
It was suggested by these participants that by changing the font from the
sample sans-serif Arial font to a different sans-serif font, or to a serifed font,
they would find the text more readable. It was not clear whether this sugges-
tion of increased readability would relate to speed and accuracy of reading at
their chosen sample distances, or if such a change may allow for the samples
to be read at greater distances.

Using conventional displays, Ali et al. (2013) conducted a readability exper-
iment that assessed the readability of 4 fonts shown in Table 7.1. These fonts
were chosen as examples of serif and sans-serif fonts designed for print and
screen media. This study concluded that there “was no significant difference
in text readability on the computer screen between serif and sans-serif fonts”
(Ali et al., 2013) within each media category, but did observe a difference in
readability scores between fonts designed for screen and for print purposes,
with the fonts designed for screen exhibiting a greater readability score than
those designed for print.

As this study showed that the choice of screen or print fonts influenced
readability on conventional displays, an investigation to determine if this is
similarly the case with samples displayed in the virtual environment would
be valuable. While the above study suggests that the choice of serif or sans-
serif fonts will not affect readability of text samples, the preferences of study
participants may influence their willingness to award greater readability scores
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if the scoring is taken as a user-provided value. Investigating a change in fonts
considering these factors would help to determine if simply changing the font
used in text samples improves the effective readable distance at which samples
can be placed.

7.1.3 Engine Distortions

During development of the virtual environment, different texture filtering
mechanisms were not investigated as the DirectX default of nearest-neighbour
was found to be predictable and initially sufficient. During the previous ex-
periment, the appearance of text was observed to change as the orientation
of the HMD was modified, often producing frames where identifying charac-
teristics of font glyphs were lost. It was suggested that a possible method
of addressing this issue was to make use of higher density textures, displayed
on a virtual window sized for a lower density texture. This was identified as
possibly providing a greater number of information-bearing texels to the filter,
allowing for a better-quality displayed result.

A simple approach proposed to test the effectiveness of this was to capture
application windows that had been resized to twice the usual horizontal and
vertical size, and to present the captured texture on a virtual window sized
and positioned for the normal size. Content displayed within the displayed
window would appear scaled down with this presentation if left unmodified,
however resizing the font to twice the normal size or zooming the interface to
200% was found to counteract this effect, which is achievable in many different
conventional applications. During initial investigation with this technique, a
difference in appearance of text was noted, however the impact on this change
on the readability of the text was unclear. Measuring any change in readability
of text is then necessary to determine if simple zooming and scaling of content
is a viable approach to improving the quality of displayed text.

7.1.4 Readable Distances

The previous study sought in part to identify and optimal distance at which
text could be displayed, which could then be used as a basis for further devel-
opment efforts. Rather than identifying a single distance agreed upon by all
participants, the study showed there was a range of tolerable reading distances
within the virtual environment, with no “break points” in distances where text
moved from readable to unreadable able to be accurately determined. While
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this is not unexpected, as individual participant preferences and tolerances are
likely to vary, it was not clear if this was solely down to preference and toler-
ance, or due to a poor instruction and design around the process for positioning
windows.

At the beginning of the study process, participants were instructed to place
the text samples at the furthest distance from themselves where they could
still comfortably read the text. It was demonstrated to participants that the
distance could be adjusted back and forth with some granularity, and they were
encouraged to spend some time identifying the greatest readable distance for
a sample before committing to the position. While participants were observed
to move the sample position forward and back prior to reading the content

— often at speed — it is not clear if each position was fairly considered for
reading comfort. It is therefore possible that greater distances at which text
could be comfortably read were not identified by some participants which may
have resulted in the wider than expected range of readable distances identified.

To address this, presenting samples at a range of fixed distances from par-
ticipants and asking them directly if the text was comfortably readable could
be considered. This approach would require participants to consider each po-
sition and may result in observations of the expected “break points” where
text moves from readable to unreadable cleanly for each participant. If this
is observed, these breakpoints could be compared amongst participants to de-
termine if these are objective values seen consistently with all participants, or
if a subjective tolerance to text appearance plays a role in selection.

7.1.5 Device Improvement

When conducting the previous experiment, two different immersive virtual
reality (IVR) HMDs were utilised, and the results compared. It was observed
that the Oculus Rift DK2 (DK2) device allowed participants to position text
samples at a greater distance while remaining comfortably readable than was
seen on the Oculus Rift DK1 (DK1) device. While this was expected due
to display improvements seen between the two devices, it could not be extra-
polated to predict readable distances on future devices due to a lack of data
points. During the process of conducting the previous study, a new device in
the same Oculus family, the Oculus Rift CV1 (CV1), was released which fur-
ther improved the display, tracking, and optics used. If collected, the readable
distances of text using this new device could be compared with the previously
collected data to establish if improvement continues to be seen with a newer
device, and if any distance improvement is proportional to display improve-
ments seen between devices.
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7.2 Hypotheses
From the above discussion, five hypotheses can be made, with three of these
grouped into the category of potential modifications that could be made to
conventional applications that would result in greater readable distances for
text. For the categorised hypotheses, evaluating the impact of font, ClearType,
and texture density on readable distances yields:

Hypothesis 7.1. Using a font designed for screen-based media will result in
text samples being considered readable at greater distances than for samples
using a font designed for reading on paper.

Hypothesis 7.2. Enabling and disabling ClearType for samples will result
in variation in acceptable distances at which text samples can be placed and
considered readable.

Hypothesis 7.3. Increasing the information density of textures will improve
the appearance of text samples, allowing them to be considered readable at
greater distances than those using the current density of textures.

For evaluating readable distances more precisely:

Hypothesis 7.4. When presented with fixed locations for evaluation, the vari-
ation in distances where text is considered comfortably readable will be narrower
than what was seen in the previous study where free selection of distance was
given.

And finally, determining the improvement on readable distance seen by
moving to a more modern HMD:

Hypothesis 7.5. The upper limit of where text is considered readable using the
CV1 will show an improvement over the limit found with the DK2 proportional
to the improvement in display pixel density between the two devices.

7.3 Experimental Design
Using the experimental harness described in Section 5.5.4, an experimental
setup for the generation 2 virtual environment was created that allowed for text
samples to be displayed within the environment, with accompanying response
controls allowing participants to give ratings for the readability of the displayed
sample. Text samples could be presented within a fixed range of distances
chosen by the researcher, that spanned from a point where the researcher
believed that text could be comfortably read, through a point beyond where
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Figure 7.1: Oculus Rift remote with the centre button indicated.

the researcher considered the text to be unreadable. Three rating responses
were provided alongside each text sample, allowing participants to indicate
that the text was clearly readable, readable with effort, or unreadable at the
displayed position.

Within the environment, captured text samples were rendered on a cir-
cumferential virtual window of a fixed size corresponding to a 610× 458 pixel
sample on a 38ppcm display. This virtual window was positioned directly
ahead of the participant, positioned at specified distances from the environ-
ment origin, with the radius of the circumferential panel updated to match
this distance. The gaze pointer for the environment was enabled and shown
ahead of the user, following the direction of the headset.

Below the sample at a fixed distance, rotated −25◦ below level gaze, three
pictorial response button panels were shown in a row, visualised in Figure 7.2.
Interaction with the response buttons was accomplished by positioning the
gaze pointer over the desired button, then pressing the centre button of the
Oculus remote peripheral (See Figure 7.1).

62 text samples created using text of the short stories found in ‘GrimmF́airy
Tales’, obtained from Project Gutenburg1. Each of these short stories were
processed into simple HTML documents, consisting of a single <div> element
containing multiple <p> elements. The text for each short story was placed
inside this structure, with each sentence of the story placed inside separate <p>

elements. A common CSS stylesheet was applied to each document to give
consistent results. The stylesheet used can be seen in Listing 7.1.

1https://www.gutenberg.org/ebooks/2591/

https://www.gutenberg.org/ebooks/2591/
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Figure 7.2: Experimental text sample shown with response but-
tons. Gaze pointer is represented by a textured square over the
sample.

Text samples were rendered using Mozilla Firefox running on a Microsoft
Windows 7 computer, then captured for later use by taking a screenshot of
the <div> and contents using the screenshot tool built into Mozilla Firefox.
The screenshot tool was instructed to capture only the <div> content, with the
document background excluded. Screenshots were saved in folders based on
the permutation of options used for the sample, with sequential numbering as
their filenames.

Each sample was captured 8 times with different permutations of options.
The list of options and their states can be seen in Table 7.2. When modifying
the font for samples, the CSS attribute font-family — marked with under-
scores in Listing 7.1 — was set to “Arial” or “Georgia” as appropriate. When
modifying the zoom factor for a sample, the Mozilla Firefox browser zoom
setting was configured to 100%, or 200% prior to capturing the sample. When

Table 7.2: Attributes under test, showing their possible states.

Attribute A B
ClearType Enabled Disabled
Font 12pt Arial 12pt Georgia
Scale 100% 200%
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p {
text-indent: 1em;
margin: 0.5em 0;
color: #222222;
font-family: _____; /* Swapped as necessary*/
font-size: 12pt;

}

div {
width: 600px;
height: 450px;
overflow: hidden;
text-overflow: clip;
background -color: white;
padding: 5px 0.5em;

}

body {
padding: 2em;
background -color: black;

}

Listing 7.1: CSS stylesheet used when rendering text samples
within Mozilla Firefox. font-family is marked and was substituted
with “Arial” or “Georgia” as appropriate. Note that the width and
height properties specify the content area dimensions of the div.
When captured, the resulting file dimensions included the padding
dimensions as specified.

modifying the ClearType setting, ClearType was either disabled, or set to the
default state by running the “Adjust ClearType text” configuration wizard,
and selecting options

(
1 0 0

)
,
(
0 1 0
0 0 0

)
,
(
1 0 0

)
, and

(
0 1 0
0 0 0

)
from the sequence

of visual options presented.
Examples of rendered text samples can be seen in Figures D.1 to D.2. An

enlarged example of a single word rendered in all 8 permutations can be seen
in Figure 7.3, with the effect on the appearance of text caused by each visible.

The presentation order of captured text samples and the distance at which
they were displayed was randomised between experiments. The complete range
of display distances under test were shown for a permutation of test attributes
prior to moving to the next permutation set. The order of permutation sets
was also randomised between participants. The logic for this expressed as
pseudocode can be seen in Listing 7.2.

Results for the experiment were recorded in a log file for each participant,
an example of which can be seen in Listing 7.3.
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Figure 7.3: Magnified view of a single word within a text sample,
rendered with each of the permutations of tested attributes as two
grids. Within each grid, Arial font is displayed in the left column,
and Georgia font in the right column. The top row of each grid is
displayed with ClearType disabled, and the bottom with ClearType
enabled with default settings. The top-most grid is shown at 100%
zoom, and the bottom at 200%.

sets := {A, B, C, D, E, F, G, H}.Shuffle()

for tSet in sets
distances := Range(MinDistance , MaxDistance , 0.1).Shuffle()
images := tSet.images.Shuffle()

for tDistance in distances
tImage := images.Pop()
response := Present(tImage, tDistance)
RecordResponse(tSet, tImage, tDistance , response)

Listing 7.2: Pseudocode showing the experimental process of se-
lecting sample sets, distances, and images for display. Sets A–H
represent each permutation of independent variable combinations.
MaxDistance and MinDistance represent the maximum and minimum
render distances under test, configurable by the experimental su-
pervisor. Distances are range inclusive, stepping by 0.1 in-engine
units (IEUs) per step.
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Experiment begins at UTC 2021-01-01 00:07:32
Experiment ends at UTC 2021-01-01 00:07:45
Participant ID: 0f1h7x
"Permutation","Order","Image","Distance","Rating"
"ARIAL_100_OFF",1,"part -002",2.0,2
"ARIAL_100_OFF",24,"part -049.png",3.1,1

Listing 7.3: Excerpt of an example experimental run results file,
showing the start and end times of the experiment, the ID of the par-
ticipant, and CSV data containing participant responses. Response
rows indicate the permutation of attributes that is under test, the
order in which a given sample was displayed, which captured text
sample was used, the distance at which the sample was displayed
in the environment, and the rating given by the participant.

7.3.1 Equipment

The experimental software and the accompanying harness application were run
on a computer installed with the Microsoft Windows 7 operating system. This
computer used an Intel Core i7-5930K processor, with 16GB of system memory
installed, and an NVidia GTX1080 graphics card with 8GB of dedicated video
memory. The IVR HMD used was the CV1 with 3 constellation sensors present.
The constellation sensors were positioned at the 10 o’clock, 2 o’clock, and 6
o’clock positions with respect to the participant’s seated position. An Oculus
remote was used for selection input by the participant and was provided by
the researcher at commencement of the study.

A secondary 24-inch monitor was connected to the system, which displayed
a monocular mirror of the participant’s view for the researcher to observe.

7.3.2 Method

On arrival, participants were introduced to the CV1 HMD and the Oculus
remote control, and an overview of the experimental process was given. Parti-
cipants were then seated at a desk with their chair adjusted to a comfortable
height, and the CV1 was positioned on, and adjusted to comfortably fit, their
head. The Oculus remote control was passed to the participant’s dominant
hand, and their thumb was placed over the centre button. Participants were
prompted to select menu items within the Oculus home environment using the
gaze pointer and the Oculus remote to select IPD configuration settings. They
were prompted to adjust the headset vertical position, and the IPD slider of
the CV1 until the test image presented was clear.
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With use of the gaze pointer and Oculus remote for selection established,
the environment via the configured testing harness was launched, and the
first sample displayed. Participants were instructed to examine the displayed
sample, taking time to read a portion of the text, then decide if they considered
the sample easily readable, readable with effort, or unreadable. They were
prompted to select the appropriate response button using the gaze pointer
and Oculus remote, after which they would be given the next sample. Any
unprompted observations made by participants were noted by the researcher,
but no questions were directly asked of participants during this process.

Participants were instructed to repeat this process until no further samples
were shown, at which point the CV1 was removed from their head. Participants
were then asked to remain seated for a few minutes prior to leaving to ensure
that they were not disoriented from the experience.

7.4 Participants
Participants for this study were sourced from the University of Waikato stu-
dent population, with the majority being from the Faculty of Computing and
Mathematical Sciences undergraduate student body. Potential participants
were introduced to the study through presentations and written descriptions
and were invited to contact the researcher if they were interested in taking
part. A subset of participants engaged with this study due to a class require-
ment that they take part in a user study. The researcher was not involved
with this paper, did not report attendance or results to the paper convener,
and did not have influence on grades received for this paper.

22 participants were selected from the pool of volunteers, with preference
given to those who did not require spectacles to correct vision. Participants
that did require spectacles were accepted if they would not need to remove
them to use the CV1. No preference was given to participant gender, age, or
ethnicity during selection.

Of the selected participants, 9 identified as male, 12 as female, and 1 as
neither of these two choices. 16 participants reported no vision issues, 3 repor-
ted corrected vision through the use of contact lenses or spectacles compatible
with the headset, and 3 were classified as having uncorrected vision issues
affecting only a single eye. Participants were assigned a randomised ID num-
ber during the experiment, with demographic and experiment data recorded
against it. During data processing, participant IDs were simplified to sequen-
tial IDs 0 ⩽ ID ⩽ 21 for ease of reference. This is visualised in Figure 7.4.
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Table 7.3: Participant information summarising the number of
samples observed and the total time taken between the start and
end of the experiment. Tsis calculated as the T over the number
of samples, providing a rough average time spent per sample in
seconds.

ID Samples T Ts

0 168 1209 7.20
1 168 630 3.75
2 248 1251 5.04
3 248 986 3.98
4 248 808 3.26
5 248 1475 5.95
6 248 1519 6.13
7 96 218 2.27
8 248 1123 4.53
9 248 895 3.61
10 248 895 3.61
11 248 632 2.55
12 248 819 3.30
13 248 1855 7.48
14 248 568 2.29
15 248 730 2.94
16 248 1585 6.39
17 248 1620 6.53
18 248 1133 4.57
19 248 1406 5.67
20 248 1922 7.75
21 96 854 8.90

Figure 7.4: Study participant demographic information showing
numbers of participants with vision issues.
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Of the selected participants, 18 took part in the full-length experiment
consisting of 248 data samples. 2 participants undertook a shorter 168 sample
experiment, and the remaining 2 participants 96 samples. This variation is due
to unexpected participant time constraints that required a shorter experiment
time. Mappings between participant IDs and experiment sample length is
shown in Table 7.3.

7.5 Data Processing
Raw data was collected from logs and processed into tables for each permuta-
tion of attributes (See Tables D.2 to D.9). Participant responses were recorded
as 0, 1, 2 for the responses of “unreadable”, “readable with effort”, and “read-
able” respectively. Data was further processed to record the distance at which
the last “readable” response was given (Dn) before other responses were indic-
ated, and the first “unreadable” result (Df ) was produced for each participant
and permutation of attributes. Participants that did not provide any “read-
able” rating for a given permutation had no Dn value recorded. A summary
of Dn values for participants can be found in Table D.10, and Df values in
Table D.11.

Duration of experiment (T ) was recorded by taking the experiment start
and end timestamps from the produced logs and calculating the difference in
seconds. The average duration per sample seen (Ts) was calculated as T

Ns
. This

data can be seen in Table 7.3.

7.6 Results
This experiment aimed to address hypotheses surrounding impact of changing
independent attributes of text samples on the distance at which they were
considered readable, as well as hypotheses around readable distance values
given by participants. In this section, each hypothesis will be addressed in
turn.

7.6.1 Font

To address Hypothesis 7.1, which stated:

Using a font designed for screen-based media will result in text
samples being considered readable at greater distances than for
samples using a font designed for reading on paper.
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the Dn and Df values for samples using the Arial font were compared against
those using the Georgia font. A paired t-test was run across these values,
testing for:

H0 : µ (DArial)− µ (DGeorgia) = 0

H1 : µ (DArial)− µ (DGeorgia) ̸= 0

The results of this test can be seen in Table 7.4.

Table 7.4: Two-way paired t-test for the Dn and Df points, with
font acting as the independent variable.

Cutoff x̄± s (Arial) x̄± s (Georgia) x̄± s (Diff) 95% CI t p
Dn 2.6963± 0.3656 2.6854± 0.3542 0.0110± 0.2320 (−0.0400, 0.0620) t(82) = 0.43 0.670
Df 3.2651± 0.4104 3.2723± 0.4462 −0.0072± 0.2668 (−0.0655, 0.0510) t(83) = −0.25 0.806

From the results of this test, the difference between both Dn and Df values
for these samples was not statistically significant (p > 0.05), suggesting that
using 12pt Georgia in place of 12pt Arial fonts for text samples will not produce
a difference in maximum readable distance within this virtual environment.

7.6.2 ClearType

To address Hypothesis 7.2, which stated:

Enabling and disabling ClearType for samples will result in vari-
ation in acceptable distances at which text samples can be placed
and considered readable.

the Dn and Df values for samples with ClearType enabled were compared
against those with ClearType disabled. A paired t-test was run across these
values, testing for:

H0 : µ (DOn)− µ (DOff ) = 0

H1 : µ (DOn)− µ (DOff ) ̸= 0

The results of which can be seen in Table 7.5.

Table 7.5: Two-way paired t-test for the Dn and Df points, with
ClearType status acting as the independent variable.

Cutoff x̄± s (On) x̄± s (Off) x̄± s (Diff) 95% CI t p
Dn 2.7205± 0.3987 2.6458± 0.3206 0.0747± 0.2459 (0.0210, 0.1284) t(83) = 2.77 0.007
Df 3.2928± 0.4507 3.2410± 0.4076 0.0518± 0.2461 (−0.0019, 0.1055) t(83) = 1.92 0.059
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From the results of this test, Dn values show that toggling ClearType
did have a statistically significant difference in readable distances (p < 0.05).
Samples with ClearType enabled showed a greater mean readable distance
(2.72 > 2.65) when compared to samples with this disabled.

For Df , the result is on the cusp of significance, with p = 0.059. While
this on its own is not enough to state that the effect of ClearType has an
effect of readable distances when using a confidence interval of 95% , when
accompanying the statistically significant Dn result it does suggest that there
may be an impact that could be significant if evaluated with a larger sample
size.

These results suggest that the use of ClearType can have a positive impact
of readable distances within this configuration of virtual environment. Further
experimentation with ClearType, alternative font hinting methods, and larger
numbers of participants would be required to identify if this effect is specific to
ClearType, or if this can be generalised to other sub-pixel hinting approaches.
Further study may also identify specific setting configurations for ClearType
that could provide a stronger effect.

7.6.3 Zoom

To address Hypothesis 7.3, which stated:

Increasing the information density of textures will improve the ap-
pearance of text samples, allowing them to be considered readable at
greater distances than those using the current density of textures.

the Dn and Df values for samples with zoom set to 100% enabled were com-
pared against those with zoom set to 200%. A paired t-test was run across
these values, testing for:

H0 : µ (D100%)− µ (D200%) = 0

H1 : µ (D100%)− µ (D200%) ̸= 0

The results of which can be seen in Table 7.6.

Table 7.6: Two-way paired t-test for the Dn and Df points, with
zoom acting as the independent variable.

Cutoff x̄± s (100%) x̄± s (200%) x̄± s (Diff) 95% CI t p
Dn 2.7185± 0.3889 2.6407± 0.3240 0.0778± 0.2269 (0.0276, 0.1280) t(81) = 3.08 0.003
Df 3.3024± 0.4353 3.2313± 0.4225 0.0711± 0.2564 (0.0151, 0.1271) t(81) = 2.53 0.013
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From the results of this test, the difference between both Dn and Df values
for these samples was statistically significant (p < 0.05). For Dn the zoom
setting of 100% produced a greater mean readable distance than with the
200% setting (2.7185 > 2.6407), which is also seen for the Df mean readable
distance (3.3024 > 3.2313).

These results indicate for this virtual environment configuration, simply
zooming text content to increase the resolution of displayed textures will not
result in an increased readable range, instead harming it.

7.6.4 Fixed vs Free Distances

To address Hypothesis 7.4, which stated:

When presented with fixed locations for evaluation, the variation in
distances where text is considered comfortably readable will be nar-
rower than what was seen in the previous study where free selection
of distance was given.

a subset of data was extracted from the greater collected dataset for com-
parison. When comparing to locations identified in the study described in
Chapter 6, it should be considered that the data collected in that study was
gathered based on text samples captured at 12pt Arial font with ClearType
enabled. Thus, when comparing those samples to the values collected in this
study, only values resulting from evaluation of samples with the same con-
straints should be used. Additionally, the previous study measured distance
for three different sizes of virtual windows, on two different distortions was
collected. As each of these variables resulted in different placements, only the
values collected from samples with the same distortion and approximate size
should be used. In this scenario, samples from the previous study using the
‘Small’ panels distorted with the circumferential distortion will be used for
comparison.

To evaluate the variation in readable distances, the coefficient of variation
was calculated for each of the concerned samples. The results of this evaluation
can be seen in Table 7.7.

From this evaluation for the samples compared, samples given at fixed
positions rather than allowing free placement resulted in smaller coefficients
of variation. This indicated that the variation in mean distance selected for
the CV1 samples was smaller than that seen with the older devices. This
suggests that requiring participants to consider samples positioned at fixed
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Table 7.7: Coefficient of variation values for identified comfortable
readable distance, displaying the size of the sample distance was
evaluated for in pixels, and the zoom at which the sample texture
was captured. Entries concern samples captured using a 12pt Arial
font, with ClearType enabled.

Device Sample Dimensions Zoom CV
Oculus Rift DK1 800× 600 100% 17.13%
Oculus Rift DK2 800× 600 100% 20.26%
Oculus Rift CV1 610× 458 100% 15.12%
Oculus Rift CV1 610× 458 200% 12.87%

locations within a region of interest will yield more precise results than when
allowing participants to freely position samples within the same region. Free
positioning could still be a useful tool for evaluating preferred locations within
a range of acceptable locations for individuals.

7.6.5 Device Improvement

To address Hypothesis 7.5, which stated:

The upper limit of where text is considered readable using the CV1
will show an improvement over the limit found with the DK2 pro-
portional to the improvement in display pixel density between the
two devices.

Dn values were collected from the collected results, and compared against
those collected from the previous study and the pixel density improvements
between tested devices. As noted above, when making comparison to data
collected in the study described in Chapter 6, only samples with comparable
attributes should be used. To support this, Dn values from this study having
the attributes of Arial font, 100% zoom, and ClearType On, were compared
against the samples in the previous study that utilised curved mesh distortion
virtual windows. Data from the previous study was grouped by device and
virtual windows size. This data can be seen in Table 7.8 and visualised in
Figure 7.5.

From this data, the Dn values obtained from this study using the CV1
HMD were significantly higher than values from both the DK1 and DK2 used
in the previous study. When comparing the small sample values from the
previous study and the values collected in this study, we can see that the DK2
offered a median distance improvement of 38.4% over the DK1, and the CV1
a 90.6% improvement over the DK2.
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Figure 7.5: Visualisation of readable distance values on curved
virtual windows, collected from the study described in Chapter 6,
show alongside the Dn values collected from this study with the
attribute permutation of Arial font, 100% zoom, and ClearType
on.

Table 7.8: Descriptive statistics for the readable distance values
on curved virtual windows, collected from the study described in
Chapter 6, show alongside the Dn values collected from this study
with the attribute permutation of Arial font, 100% zoom, and Clear-
Type on.

Device Size N x̄± s (Dn) Q0 Q1 Q2 Q3 Q4
DK1 Small 23 1.1122± 0.1905 0.7800 1.0100 1.0800 1.2000 1.5100
DK1 Medium 23 1.2078± 0.1572 1.0000 1.0500 1.2000 1.3000 1.5000
DK1 Large 23 1.2544± 0.1840 0.9200 1.1000 1.2900 1.4000 1.5600
DK2 Small 24 1.4792± 0.2998 1.0100 1.2200 1.4950 1.6875 2.1000
DK2 Medium 24 1.6029± 0.2774 1.1400 1.3700 1.6350 1.7175 2.2700
DK2 Large 24 1.6879± 0.3853 0.9000 1.4075 1.6900 1.9500 2.5600
CV1 - 22 2.7591± 0.4171 2.0000 2.3750 2.8500 3.1000 3.4000
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Table 7.9: Summary of tested device per-eye display resolutions,
given with the horizontal field of view (FOV) of the device and
calculated horizontal PPD. Improvement is given with respect to
the previous device PPD value.

Device Resolution FOVh PPDh Improvement Layout
DK1 640× 800 90◦ 7.11 - RGB
DK2 960× 1080 94◦ 10.21 43.6% PenTile
CV1 1080× 1200 88◦ 12.27 20.18% PenTile

Referencing Table 7.9 where the specifications of these devices can be seen,
the difference in display density expressed as pixels per degree (PPD) can
be seen and used for comparison between devices. Comparing the improve-
ments between the DK1 and DK2, a 43.6% improvement in display density is
noted, is close to the 38.4% improvement in median readable distance observed.
Between the DK2 and CV1 however, only a 20.18% improvement in pixel dens-
ity is seen, which is significantly below the readable distance improvement of
90.6%.

When comparing the Dn improvements for the CV1 against the medium
and large sample results for the DK2 — 74.31% and 68.64% respectively —
the improvement is seen to be less dramatic, but still higher than the increase
in pixel density between devices can account for. While this is not necessarily
a fair comparison given the differences in the sample dimensions, it does serve
to highlight the difference.

From these results, it can be seen that the hypothesis of readable display
distance improvement being proportional to the increase in pixel density does
not hold true between the DK2 and CV1. Interestingly, this does appear to
hold true for the DK1 and DK2, which is surprising given the change in display
technology and pixel layout between the devices, which is not a factor for the
DK2 to CV1 step. This indicates that other factors are playing a part in
the change in readable distance improvements for the DK2 to CV1 step that
require further investigation.

7.7 Discussion
This section expands on the results discussed above, providing context and
identifying areas of future work around the Font, ClearType, and Zoom results;
limitations of the experimental design, in particular those impacting measure-
ment of reading time per sample; and potential reasons for outlying results.
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7.7.1 Fonts

While the results presented above do indicate that the change in font did
not affect the Dn or Df values for presented samples, observations made by
participants did continue to suggest that there were strong preferences for
font choices in samples. Even with feedback being unprompted, multiple par-
ticipants expressed strong preference towards either of the two font options.
While these participants were in the minority, it does suggest that font prefer-
ence will continue to be a strong driver in selection of fonts within interfaces.
It was noted that these observations were only made after the second font
option had been shown, with no participants offering an opinion at the com-
mencement of the study, regardless of the first font used in samples.

While this result presented above can conclude that for the given screen
and print oriented fonts tested, that there is no difference in readable distance
tolerances, this does not provide sufficient evidence to suggest that there is
no difference for any two fonts in these categories. Many more combinations
of fonts would need to be tested in order to establish this, which is beyond
the scope of this research. It should also be noted that this research in no
way attempted to identify an “ideal” or “best” font for use within such virtual
environments, instead it only sought to determine if an obvious difference
could be identified between two common fonts from different typographical
backgrounds.

What can be taken away from this and the results presented, is that font
choice for conventional applications intending to be presented within an im-
mersive virtual environment such as the one presented in this thesis can make
use of existing and established font choices without requiring significant consid-
eration of the font purpose or classification. This is not a broad approval of all
font choices; indeed it is obvious that many existing fonts will exhibit varying
levels of acceptability within these environments as they do on conventional
applications. However, this can be used as evidence that no new fonts need be
developed in order to allow conventional applications to be displayed within
a virtual environment effectively, nor that font choice be heavily restricted in
order to be readable within these environments.
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Figure 7.6: Text displayed with lost detail due to texel:pixel map-
ping mismatch. Text above is shown with ClearType disabled, and
below with ClearType enabled. Left text shown at 100% zoom,
right at 200%.

7.7.2 ClearType

The results outlined above show that when ClearType was enabled, both Dn

and Df values were greater than when it was disabled. It was also noted
that while this suggests the use of ClearType is beneficial in this case, this
result does not necessarily apply to other font-hinting methods or even for
ClearType configurations that vary from the tested defaults. The results also
do not identify the reason for the difference, instead only observing that the
difference exists.

From comparing magnified text samples with ClearType enabled or dis-
abled, there are two obvious differences. The first being that with ClearType
enabled, most glyph pixel colors have been transformed from simple black to
some coloured shade, and the second being that each glyph has been made
larger horizontally through addition of coloured pixels. As these changes are
the only notable differences between the samples, it is obvious that either or
both effects are the factor that results in the different Dvalues observed. Of
the two, the most likely candidate is the second, where and increase in avail-
able pixels for each glyph has resulted in a higher information density within
the texture.

Because of the use of nearest-neighbour interpolation for texture filtering
within the tested virtual environment, if there is not a 1:1 mapping of texels to
pixels, a single texel value will be used from the one or more available texels,
with the nearest value used. When dealing with simple black and white text
with ClearType disabled, this results in the filtering producing either a black
or white pixel on the device with no intermediate values, producing heavily
distorted characters as the number of texels to pixels increases. When select-
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ing from a sample with ClearType enabled however, the number of available
texel values that can be selected increases, allowing for more variation in the
output. An example of this can be seen in Figure 7.6. From this example,
the samples with ClearType disabled give output that causes some character
glyphs to be completely unidentifiable. This is contrasted with the ClearType
enabled samples, that while exhibit a more complex output, retain more detail
of glyphs enabling the words to be read more easily. This effect is complicated
by the introduction of head tracking, as head movement will cause this filtered
output to change as the fixation point moves, making characters “shimmer”
in and out of recognisable forms, however the broad effect will remain the
same, suggesting that that the additional pixel values given by ClearType will
provide a better overall experience.

While the results and discussion suggest that enabling ClearType will im-
prove readable distances of text samples, which as a metric suggests this is the
better of the two options, it does not invalidate the observations made by pre-
vious study participants suggesting that the colour halos caused by ClearType
were distracting. While opinions were not sought from participants regarding
their opinion of the text appearance in this study, two participants did note
that some of the text appeared “more colourful” than other samples, suggest-
ing that the effect of ClearType did still result in visible colour haloing. As
this was a less common observation than in the previous study, it could be
concluded that this effect is less pronounced in the CV1 than it was in either
the DK1 or DK2, possibly as a result of using different lenses or general im-
provements in sample positioning. As it is still an observation that was noted
however, it does suggest that further investigation should be done on the effect
of this on performance. Establishing if this colour haloing has negative effects
on reading performance over time, and for aspects other than those already
evaluated, such as comprehension and information retention would be a good
route to pursue. Further investigation into alternate ClearType settings, or
the use of alternate font-hinting methods to help minimise the effect if it is
determined to be detrimental could follow.

7.7.3 Zoom

It can be seen from the results above that when displaying text samples cap-
tured with a simple zoom of 200%, that the distance at which the sample
was considered readable suffered. This can likely be attributed to the zoom
approach within Mozilla Firefox, of doubling all display units used within the
page when configured with a 200% zoom. This approach would result in a
doubling of the font size from 12pt to 24pt and redrawing the text with this
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Figure 7.7: Text samples for all permutations of attributes shown
as would be seen at a readable distance within the virtual environ-
ment, when applied to equally sized virtual windows. The first two
rows show ClearType off and on for zoom 100% samples, the follow-
ing two rows show ClearType off and on for zoom 200% samples.
The left column shows Arial font, the right column shows Geor-
gia font. While still readable, the appearance of the zoom 200%
samples is noticeably worse than the zoom 100% samples.

new size rather than scaling up the 12pt font linearly. For a browser this
approach makes sense, as a 12pt font scaled up would have visible aliasing
around the glyphs with applied sub-pixel font hinting no longer applying to
single pixels or sub-pixels. This would provide little benefit to users of the
browser, for whom the implemented method of adjusting dimensions would
likely give the result expected.

When looking at the zoomed samples shown in Figure 7.3, when changing
from 12pt to 24pt font additional detail and features have been added to the
character glyphs. This is most notable in the Georgia “a” glyph, which fea-
tures a teardrop shaped counter and a distinctive ball terminal at the larger
size. Glyphs displayed at smaller sizes lack these tend to lack these additional
flairs, as clarity of characters is often of greater concern than apparent style.
By capturing samples using more detailed glyphs and then scaling the texture
down, additional visual noise was introduced through additional glyph details,
making some characters harder to distinguish. This can be seen clearly in Fig-
ure 7.7 which shows the 200% zoom sample scaled down to the same dimensions
as the zoom 100% sample, where the noted Georgia samples rendered at 200%
are clearly distorted, with the ClearType off sample suffering the most. This
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Figure 7.8: Text samples for all permutations of attributes shown
as would be seen at a distance within the virtual environment, when
applied to a equally sized virtual windows. The first two rows show
ClearType off and on for zoom 100% samples, the following two
rows show ClearType off and on for zoom 200% samples. The left
column shows Arial font, the right column shows Georgia font. The
degraded appearance of the zoom 200% samples is notable when
compared to zoom 100% samples at the same physical size.

effect is amplified further when samples are scaled down further to demonstrate
samples displayed at greater distances from the perceiver within the virtual
environment in Figure 7.8, where more detail is lost when compared with the
equivalently sized zoom 100% samples.

While the intention behind application of zoom was to increase the num-
ber of available texels for the nearest-neighbour interpolation filtering to select
from, in the hope that it may achieve a similar result as with ClearType, this
did not result in a benefit to readable distance ratings. While an alternate ap-
proaches to scaling samples, such as post-processing the 100% zoom samples
to double the size of each captured pixel could be pursued, it seems that al-
ternative modifications may yield better results. Outside of tuning ClearType
or alternative font-hinting mechanisms, potential investigation routes could
consider trialing the effect of other texture interpolation methods than nearest-
neighbour, to determine changing this can give a positive effect to readable
distance instead.

7.7.4 Acceptable Display Distances

Data collected from this study can be used in aggregate to identify a range of
distances at which text is considered readable, and readable with effort for a
given percentage of the population. When considering only participants who
took part in the full-length experiment, a visualisation of acceptable distances
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can be generated and seen in Figure 7.9. It can be seen from this graph that
there is no single Dn or Df value that was agreed on amongst participants,
instead variability in participant tolerances for text clarity form a regular trend
for both values.

Figure 7.9: Area chart showing the readability ratings given by all
participants taking part in the full-length study across all samples.

Using this data, rough guidelines for default positioning of text-bearing
windows within the virtual environment can be determined. If aiming for a
50% acceptability rating, Dn ≈ 2.7 and Df ≈ 3.4 can be identified as bounds
for the maximum readable range of 12pt text within the environment. While
these values will not be ideal for all users of such a system, they do identify
points that should not require much adjustment for a significant proportion
of users and would therefore be useful points to consider as defaults when
considering future studies.

7.7.5 Device Improvement

In the results shown above, it was identified that factors other than simply
display density played a part in the recorded Dn differences noted between
the DK2 and CV1 devices. Several candidates have been identified as possible
contributing factors that could be further investigated to determine impact.



182

Figure 7.10: Screen door effect observed through the lenses of an
Oculus Rift DK2 (DK2) and Oculus Rift CV1 (CV1), focusing on
text samples. Images shown to the left are from the DK2, and the
images on the right from the CV1. Images extracted from video
comparing HMDs (VRdudeBRO, 2016).

As discussed with regards to fixed vs free distance selections, there is a
difference in methodologies between the two studies for selection of Dn. In
the previous study, users were asked to position text-bearing virtual windows
at the furthest distance where comfortable reading could be achieved, before
being asked to read the positioned text. Variation was observed within parti-
cipant positions selected for different sizes of virtual window, suggesting that
the position they chose was dependent at least in part by the virtual window
size. As participants knew they would need to read text aloud from these
samples, they may have also been conservative when selecting positions to
ensure they performed well. Given the free positioning allowed to them, par-
ticipants may have selected the first comfortable reading position identified
rather than hunting for the furthest point where it may have been achievable.
This contrasts with the approach used in this study, where a series of fixed po-
sitions were given with no requirement to read the text aloud. This may have
influenced participants to be more optimistic with ratings, giving samples that
would have been challenging to read “clearly readable” ratings when “readable
with effort” may have been more appropriate.

Outside of methodology differences, an observed difference in the DK2 and
CV1 devices is the severity of the screen door effect seen on the display. This
effect, where gaps between pixels on the display can be seen as a grid across the
displayed image, is more pronounced on both the DK1 and DK2 devices than
on the CV1. As can be seen in Figure 7.10, this difference has a noticeable
impact on the clarity of text presented on the devices, with the DK2 presented
text being less clear than on the CV1. Given both the DK1 and DK2 both
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Table 7.10: Inter-pupillary distance (IPD) values for male and
female U.S. Army personnel. Table summarises data presented by
Gordon et al., 2014, p. 150. Values are expressed in millimetres.

Gender x̄± s (IPD) N Q0 Q4
Female 61.7± 3.6 1986 51.0 74.5
Male 64.0± 3.4 4082 53.0 77.0

exhibited noticeable screen door effect on the images, the impact of it on the
Dn values collected in the previous study is minimal, which is reflected in the
Dn improvement value tracking closely with the display density improvements
on the devices. With a noticeable difference in the screen door effect between
the DK2 and CV1, it is a strong candidate for being a factor in the observed
difference in Dn for these devices.

Another point of difference between devices is the lens shape used in the
HMD optics. Both the DK1 and DK2 make use of aspheric biconvex lenses
between the eyes of the user and the display, whilst the CV1 uses hybrid fresnel
lenses. Biconvex lenses are known to cause a variety of different aberrations,
including chromatic aberration caused by a failure of the lens to focus all
colours correctly, leading to blur or visible colour separation in images. This
effect was another possible candidate for the cause of observed colour haloing
in text samples from the previous study, which was noted as not as influential
as the effects of ClearType. This effect could however contribute to overall
lower acceptable Dn values observed from the previous study, with the effects
degrading text enough to require a nearer placement to the perceiver.

A final point of difference between the devices is the IPD management of
each device. For the DK1 and DK2, the physical IPD was fixed to 63.5mm,
whereas the CV1 offered a hardware adjustable range of 58–72mm IPD adjust-
ment. A study by Gordon et al. (2014) identified a range of observed IPD
values in soldiers, which shows that the fixed IPD values used for the DK1 and
DK2 lie between the mean values observed for males and females, while the
adjustable range of the CV1 comfortably covers one standard deviation from
the mean for these values. While both the DK1 and DK2 offer software correc-
tion for IPD, the interaction with the physical lens positions with relation to
the participant’s actual IPD could result in a non-ideal viewing configuration.
It is noted that a miss-match in IPD values for a user can cause increased
eyestrain (Murray, 2017, p. 62), which may again have affected the Dn results
from the previous study.
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7.7.6 Time per Sample

While the overall time taken to complete the study was collected for each par-
ticipant, no timing information was recorded for individual sample display and
response times. It was observed in all cases that during the experimental runs,
participants were quick to judge samples that fit into the “clearly readable”
and “unreadable” categories but spent more time considering samples around
and between Dn or Df . Future studies should consider recording individual
consideration and response time per sample, as time spent per sample may
provide insight into the exact level or readability that a sample presents.

7.7.7 Outliers

Figure 7.11: Boxplots showing the impact of independent variable
font on near and far cutoff points for individual participants.

When inspecting the individual participant Dn and Df values visualised in
Figures 7.11 to 7.13, it can be seen that there is are two sets of participants,
with one set having a lower distance tolerance than the other. When con-
sidering this low tolerance group with the demographic information collected,
there is no obvious reason for this. As this set is consistent across all permuta-
tions of samples however, it suggests that these participants have a common
connecting factor that causes this difference.
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Figure 7.12: Boxplots showing the impact of independent variable
ClearType on Dn and Df points for individual participants.

Participants were selected from the University of Waikato student body,
with no restriction on participation outside of possible interactions between
spectacles and the CV1. As the University has a significant body of ESL inter-
national students, this represents a candidate for the common factor connect-
ing members of this set. Guidelines given for the design of websites consumed
by ESL students indicates that both font choice and text density are import-
ant factors for students navigating and consuming content (Liu et al., 2008),
which could indicate a reduced tolerance for unclear text displayed in such an
environment.

Future experiments should consider collecting additional demographic in-
formation from participants, including first language and writing system, to
possibly provide insight into this difference.
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Figure 7.13: Boxplots showing the impact of independent variable
zoom on Dn and Df points for individual participants.



Chapter 8

Summary and Conclusions

This thesis investigated the extent to which conventional applications could
be used, unmodified, within an immersive virtual environment designed for
a seated office experience. This research was driven by the observation that
despite improvements in both conventional display technology and window
management techniques, users still had difficulty effectively managing increas-
ing numbers of application windows for their increasingly digital task load.

Given that usage of window management techniques was minimal among
an observed cohort of diverse professionals, a way of improving their ability
to deal with their window load is to increase their available space through
adding additional displays or replacing the display technology with a possible
alternative.

We investigated constructing an immersive virtual reality (IVR) based
general-purpose computing environment that displayed conventional windows
surrounding the user. This was done on the basis that with any change in
technology or capabilities there will be a lag time before applications taking
advantage on the new technology will be developed. As such, supporting now
legacy applications within such an environment would be helpful in allowing
adoption of this technology.

8.1 Research Questions
The investigations covered in this thesis seek to address an overarching research
question:

To what extent can applications designed for conven-
tional interfaces and displays be presented and used in-
side a general purpose immersive virtual reality environ-
ment with only user preference modifications?
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To address this question, four further research questions were identified:

• RQ1: What does a conventional computing workspace look like for mod-
ern office workers in New Zealand?

• RQ2: What performance metric should be used when comparing applic-
ations within differing environments?

• RQ3: With respect to the chosen metric, to what extent does changing
from a conventional environment to a virtual one affect performance?

• RQ4: With respect to the chosen metric, what software configuration
changes can be easily made to conventional applications that may im-
prove performance within a virtual environment?

In this section, each of these questions is considered in turn.

8.1.1 RQ1: Conventional Computing

To address Research Question 1, which stated:

What does a conventional computing workspace look like
for modern office workers in New Zealand?

A definition of conventional computing was first established in Chapter 2,
identifying laptop and desktop personal computers as the devices of interest
for this thesis. It was observed that conventional computing devices typic-
ally utilise pointing and typing devices for input, and graphical displays for
output. Multiple forms of each were identified, but it was seen that the under-
lying functionality and broad appearance of these has changed little over years
of device evolution. The most notable difference observed between historical
and modern personal computers were the displays, which were shown to be
trending larger both in diagonal size and pixel resolution and were seen to be
used increasingly in multi-monitor configurations to increase working space for
computing tasks.

Window management techniques and tooling were outlined, with composit-
ing window managers using a stacking approach identified as the primary win-
dow management approaches seen with modern operating systems. Supporting
and assistive tooling for window management was examined, identifying com-
mon features of operating system window managers that could be leveraged for
window and space management. Benefits and drawbacks of the use of large or
multiple display configurations were identified, highlighting that current win-
dow managers struggle with the increasing numbers of windows displayed by
users.
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Following this analysis, Chapter 3 presented a workplace survey conducted
at a large New Zealand business. Office workers at this company were ob-
served at intervals throughout a working day to identify the number of tasks
being worked on simultaneously on their conventional computing devices, the
percentage of their workday spent on digital tasks, and the number of win-
dows utilised to support each task. Each office worker was additionally sur-
veyed to obtain feedback about their digital work behaviours and difficulties
they encountered while performing tasks. Information was collected about
their computing environment, workspace, and their individual opinions on the
equipment provided.

From this study, it was determined that office workers at the surveyed
company largely made use of desktop computers with two or three displays
laid out in a horizontal fashion across a fixed desk surface. All made use of
physical mice and keyboards for input, and LCD displays diagonally larger
than 22” on average for output. They were observed to spend most of their
day working digitally, with most indicating they would prefer a fully digital
workspace, working on multiple tasks each of which involved multiple win-
dows. While most expressed satisfaction with their current computing system
and connected displays, they also indicated they believed they would be more
productive with larger and more numerous displays,

This desire for increased display space appeared related to both the num-
ber of windows open on their displays at any one time, and poor usage of
supporting window management techniques provided by their operating sys-
tem. A majority indicated they regularly had difficulty locating windows on
their systems and believed that an increase in digital space would address this.

8.1.2 RQ2: Evaluation Metric

To address Research Question 2, which stated:

What performance metric should be used when compar-
ing applications within differing environments?

Tasks performed by office workers in Chapter 3 were examined. Lifecycle man-
agement of application windows, layout of windows, identification of windows,
and consumption of application content were identified as tasks performed by
the observed office workers that might present issues when moving to an im-
mersive virtual reality environment. Lifecycle management of windows was
not observed to take a significant amount of time, with actions performed
both quickly and infrequently during observation. Window layout actions
were expected to be important tasks when commencing the survey, however
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the observed office workers were rarely seen performing this category of task,
with the typical behaviour involving positioning and sizing each window once
when opening the window, then leaving them in place until they were closed.
Locating specific windows was a frequently performed task, however, was not
observed to occupy a significant proportion of most office worker’s days. Office
workers with larger numbers of tasks and windows spent significantly longer
than their peers on identification tasks but were seemingly more skilled at
rapidly identifying windows of interest.

The final common task performed, that of content consumption, was by far
the most time consuming and frequent task performed by observed workers,
with the bulk of their day spent consuming content of varying kinds. Within
the banner of content consumption, reading text was identified as the most
time-consuming task performed in a working day for the surveyed office work-
ers, which was supported by the observation that on average, 312 minutes per
working day (65% of an 8 hour working day) is spent on reading tasks (White
et al., 2010, p. 291). Due to the large proportion of the working day consumed
by this task, reading was chosen as the primary metric for evaluation of a new
interface, identifying that should a new interface negatively impact the per-
formance of reading, then this would have a large impact on user’s ability to
complete tasks efficiently.

8.1.3 RQ3: Environment Performance

To address Research Question 3, which when updated to include mention of
the RQ2 chosen metric of reading, stated:

With respect to [reading], to what extent does changing
from a conventional environment to a virtual one affect
performance?

A test-bed immersive virtual environment was created, running on the Oculus
Rift series of IVR head-mounted displays (HMDs). This environment, de-
scribed in Chapter 5, was utilised in the user study described in Chapter 6
to present static captures of text-bearing conventional application windows at
varying sizes and distortions ahead of users. Study participants viewed these
text samples through two different IVR HMDs, the Oculus Rift DK1 (DK1)
and Oculus Rift DK2 (DK2) and were asked to position the presented windows
at a comfortable reading distance before reading indicated passages from the
presented text aloud. Conventional application windows of the same size were
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additionally presented on a conventional computer display, and users were
asked to again read indicated passages from the presented text aloud. Record-
ings were taken of read text, and following processing described in Section 6.5,
were against samples of the same size for each participant.

It was found that when displaying on narrow windows, reading content
within the virtual environment could be performed with the same accuracy
and speed as it could when read from a conventional display. This equivalent
performance was noted on both tested HMDs across both tested window dis-
tortions. When displaying wider content applied to curved windows, reading
speed dropped when compared to conventional display performance, though
accuracy of reading remained equivalent. When wider content was displayed
on a planar window, both accuracy and speed of reading was seen to decrease
relative to the increasing width of the content being read.

8.1.4 RQ4: Software Configuration Changes

To address Research Question 4, which when updated to include mention of
the RQ2 chosen metric of reading, stated:

With respect to [reading], what software configuration
changes can be easily made to conventional applications
that may improve performance within a virtual environ-
ment?

Feedback from participants of the previous study was examined, and three
configuration changes were identified. Font choice was raised by several par-
ticipants as a potential influencing factor in their reading performance and
choice of window position, and a serifed font was selected for comparison with
the previously used sans-serif font. A “haloing” effect around text was identi-
fied as distracting when performing reading tasks and following investigation
the cause was identified as ClearType sub-pixel anti-aliasing which could be en-
abled or disabled. Loss of detail in displayed font glyphs was attributed to poor
texture filtering, and a proposed solution was to capture and display higher
density textures through increasing application window size and zooming or
scaling content prior to capture, the efficacy of which required investigation.

A further user study was conducted using the developed virtual environ-
ment, presenting text bearing windows at fixed locations along with response
buttons allowing for rating the readability of the displayed text. Text was
presented with different permutations of each of the three identified configur-
ation options at each location, and readability ratings were collected for each.
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Captured ratings were processed for each permutation of configurations to
identify the distance at which each readability response changed, identifying
a point where readability transitioned from easily readable to readable with
effort, and a second point where readability moved to unreadable.

From comparing the readability transition point distances, each configura-
tion was examined to identify the effect of the change. It was identified that
the choice of font had no statistically significant impact on readable distances,
suggesting that the choice of either a common serif or sans-serif will not impact
on the readability of text presented. ClearType status was shown to have a
statistically significant impact on readable distance, with text displayed with
ClearType enabled being rated as readable at greater distances than when
disabled. Texture zoom level was also shown to have a statistically significant
impact on readable distance, with text shown at 100% scale being readable at
greater distances than text displayed at 200%.

8.1.5 Primary Research Question

With the supporting research questions addressed, the primary research ques-
tion can be considered. This research question stated:

To what extent can applications designed for conven-
tional interfaces and displays be presented and used in-
side a general purpose immersive virtual reality environ-
ment with only user preference modifications?

And was addressed in several stages. First, observations made during the
workplace study described in Chapter 3 were analysed to identify common
tasks performed by users. From the subset of common tasks, the task that
occupied the greatest proportion of each working day was identified as content
consumption through reading, which was used as a measure for performance
going forward.

An immersive spherical virtual environment was then developed that al-
lowed for presentation of conventional applications around the perceiver. Dif-
ferent geometries for virtual windows were investigated, and a curved distor-
tion that ensured that every point on the surface was equidistant from the
perceiver along with a simple planar presentation were selected as preferred
representations for windows. Feedback identified that most users preferred
the curved windows despite large windows inducing a sense of claustrophobia,
while a minority of users identified planar presentations as preferable in spite
of issues observed with viewing content on the window peripheries.
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Interaction with the virtual environment was accomplished through orient-
ation and position sensors accompanying the IVR HMDs on which the envir-
onment was displayed, the Oculus remote device, and conventional mouse and
keyboard devices. A mouse cursor was bound to the movements of the mouse,
converting translational movements into rotations within the environment, al-
lowing for established application pointer interactions to be performed. Users
of the environment identified the mouse interaction as pleasant and easy to
use, with no learning curve required to interact with applications in established
ways. Lack of ability to see the mouse and keyboard was identified as problem-
atic, more-so for the keyboard than the mouse by users not experiences with
touch-typing.

A reading experiment performed using the developed environment demon-
strated that reading tasks could be performed on narrow virtual windows dis-
playing conventional applications, with equivalent speed and accuracy as is
seen when performing the same task on a conventional display. When read-
ing from wider virtual windows, user preference of window distortion played a
role in reading performance, with curved windows offering equivalent reading
accuracy at lower speeds, and planar windows performing worse in both speed
and accuracy. The newer DK2 IVR HMD exhibited lesser speed and perform-
ance penalties in all cases when compared to the older DK1 device, suggesting
that with sufficient improvements in HMDs specifications, the observed per-
formance penalties will be of lesser in all presentations.

A second experiment was performed using the developed environment, com-
paring the effects of font choice, ClearType sub-pixel anti-aliasing, and inter-
face zoom on readable distances. It was found that both ClearType and in-
terface zoom had impacts on the readable distance of text samples, with the
presence of ClearType allowing for more distant position while remaining read-
able, and 200% zoomed content requiring placement nearer the perceiver to
be readable. Font choice of common serif and sans-serif fonts were not seen to
affect the readable distance.

From these results, it can be concluded that presenting and interacting
with applications designed for display on conventional displays in an immers-
ive virtual environment is possible and reading tasks can be performed with
equal accuracy and speed when users perform appropriate preference modifica-
tions. The performance of reading tasks can be tailored to match conventional
display performance by resizing application windows such that they present as
narrow windows, and when wider windows are required reading accuracy can
be maintained through use of a curved window. Readability of text can be
improved through enabling of ClearType, allowing text to be read at greater
distances.
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8.2 Limitations
The work presented in this thesis took place over several years, and develop-
ment of tools along with study processes are products of their time. Of note,
the devices utilised for this research — the DK1, DK2, and Oculus Rift CV1
(CV1) — were released in 2013, 2014, and 2016 respectively, and represented
the state of IVR HMD hardware readily available on the market at the time.
Since conducting the studies presented in Chapters 6 and 7 using these devices,
the state of the art has moved on, with modern devices offering superior resol-
utions, fields of view, optics, and software. With these newer devices available,
should the presented experiments have been re-performed to make use of these
devices, producing results directly applicable to the current state of the art?

The reading study presented in Chapter 6 was conducted in 2015, utilising
the DK1 and DK2 which were current and relevant devices at the time. The
results from this study were published when the results were new (See Ap-
pendix B), and the presented results have been used to justify design decisions
by other researchers making use of more modern equipment (Dingler et al.,
2018; Kojić et al., 2020; Dingler et al., 2020; Rzayev et al., 2021; Kim &
Shin, 2021), suggesting that the results presented were still relevant to these
researchers. Further, the method for measuring and reading performance util-
ising running records as presented has seen use by other researchers (Wei et al.,
2020), evidencing contributions to the field applicable regardless of the utilised
devices.

The CV1 device utilised in the study presented in Chapter 7, conducted
between 2018 and 2020, continues to see significant use in research publications
across a range of fields (Dingler et al., 2020; Labbe et al., 2021; Caserman et al.,
2021; Zujovic et al., 2021; Luu et al., 2021; Yang & Kim, 2021). This continued
use suggests that this device, and results collected using it, remain relevant
even when newer devices with improved specifications are readily available.

While re-conducting these studies on newer devices may yield results that
could have direct applications to the newer tested devices, the results collected
utilising older devices still have application to the newer devices as the core
findings remain relevant. It was identified in the Chapter 6 study that reading
performance of conventional applications within the older devices was compar-
able to that seen on conventional displays at that time, and this remains true
even as new devices are released. It can be expected that newer devices that
improve on specifications and features would not degrade the experience, so
the results presented represent a baseline from which results can be expected
to improve in step with technological device developments.
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8.3 Future Work
As is often the case with research tasks, additional questions and avenues
for investigation were identified while addressing the above research questions.
While many different directions for future research were identified over the
course of this research, two were identified as of particular interest, and are
presented in this section.

8.3.1 Curving & Dancing Windows

It was identified through user feedback in Chapters 5 and 6 that planar rep-
resentations of virtual windows were preferred by a subset of users despite
the limitations to reading performance when scaled to larger sizes. While
it was demonstrated that utilising a curved representation of virtual window
addressed display limitations, demonstrating superior reading accuracy and
speeds, the planar presentation was still indicated as preferable to these users
for a variety of expressed reasons, the most prominent of which being a per-
ceived “unnatural” feeling when looking at curved windows. To make virtual
window representations both visually acceptable to these users and readable
with acceptable performance, different behaviours and geometric representa-
tions of virtual windows could be investigated.

A possible solution to the identified concern of curved windows feeling un-
natural would be to reduce the curvature effect on smaller windows where
the curve effect is not required, only applying the effect when necessary. Win-
dows could be displayed as planar under a certain dimension and curved to the
tested extent when an upper size is met, with intermediate sizes applying a less
pronounced curve effect. This effect could be applied to vertical and horizontal
sizes separately, utilising a single axis cylindrical distortion for wide-and-short,
or tall-and-narrow windows in preference to a dual axis solution as presented.
Investigation into the acceptability of such a solution, and determining upper
and lower bounds for applying curvature, could contribute valuable guidance
for interface design and presentation within immersive virtual environments,
making these interfaces more acceptable to a wider range of users.

Addressing concerns of text readability could also be investigated using
techniques other than distortion of windows. A possible avenue for this would
be that of “dancing windows”, that move or rotate as the user interacts with
them. As the user shifts their gaze across a planar window, translation or
rotation of the window could occur to bring the observed content closer to the
perceiver and move the angle of incidence of the gaze ray closer to 90◦. If
implemented correctly, this could provide a workable approach to improving
reading performance on large planar windows, however this may not scale
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effectively when multiple windows are displayed and may be unpleasant to
use if window movements are significant. Evaluation of different approaches
to this idea could produce useful results, guiding future immersive virtual
environment interface development.

8.3.2 Intelligent Text Extraction and Presentation

This research identified that text could be read effectively from unmodified
conventional application windows presented within an immersive virtual en-
vironment, however clarity of character glyphs was identified as a factor that
affected the visual quality of the text, and the distance at which the text
was considered readable. A cause of the reduced glyph clarity was identified
as being due to a miss-match between texels and device pixels, leading to
lossy presentations of content when displayed on a device (See Figure 7.6).
As underlying application windows are not aware of their presentation within
an immersive virtual environment, they are unable to modify their appearance
automatically to address this issue, requiring manual adjustment of application
display settings or movement of windows within the environment to improve
text quality.

A potential approach that could be considered for improving the quality
of text would be for the environment to detect and extract text content from
underlying windows, then re-displaying this content within the virtual envir-
onment, following virtual reality text presentation best practices to maximise
legibility. Processing application window textures with optical character re-
cognition (OCR) techniques would allow text content to be extracted as win-
dows update, capturing the text content and regions of the window where the
text was found. The environment could then overlay a paginated or RSVP
presentation of the text with appropriate controls, displayed appropriately for
the environment configuration. While this approach is unlikely to function
perfectly with all conventional applications, a compatible list of applications
could be maintained where this approach is automatically applied, with unsup-
ported application’s windows left alone. Investigation into the viability of this
approach could be undertaken, and if shown to be functional, different present-
ations could be trialed with real-world workflows to examine the impact on
both reading and task performance.
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8.4 Closing Remarks
Affordable, high-quality, mass-market virtual reality devices have the potential
to reinvent the way that users interact with computer systems. Providing users
with access to novel interaction methods and a large, visually encompassing
virtual display space unlocks the potential for equally novel interfaces and
environments to be developed and utilised. The use of a IVR HMD to present
an immersive virtual environment displaying a continuous virtual space upon
which windows can be arranged as seen in this thesis, represents a potential
intermediary environment that could be seen in a hypothetical transition from
conventional computing systems to portable virtual reality environments.

Barriers for adoption of new or alternate technologies are numerous, with
lack of applications — both practical and software — for new devices often
seen as the death knell for novel systems. Ensuring that existing software,
workflows, and tasks can be performed on new devices may be an important
contributor to the success or failure of virtual reality device adoption for gen-
eral purpose computing. Allowing users to replace existing computing display
systems to leverage virtual reality specific behaviours and interactions, whilst
retaining the ability to work in a familiar way with known software may re-
duce friction in adoption of virtual reality technologies in the workplace and
household.

This thesis has demonstrated that this approach to transitional interfaces
is viable, showing that existing applications can be displayed, common tasks
performed, and existing input devices utilised within an immersive virtual
environment presented on an IVR HMD. While additional work is still required
to address other potential points of friction towards adoption, this initial step
towards a potential next step in computer interaction provides a view of an
exciting possible future.
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Glossary

3 degrees of freedom (3DoF)

See: Degree of freedom

6 degrees of freedom (6DoF)

See: Degree of freedom

Accurate words per minute (AWPM)

A measure of reading performance combining accuracy of reading and
speed.

Augmented reality (AR)

A virtual environment in which the primarily perceived environment is
a view of the real world, with supplementary overlaid data being virtual
in nature.

CAVE automatic virtual environment (CAVE)

A virtual reality system utilising projected images onto a combination
of walls, floor, and ceiling of a purposebuilt room. Users of these sys-
tems have their position and orientation within the room tracked, with
displayed content updated to reflect movement.

Cross reality (CR)

A virtual environment in which the primarily perceived environment is
virtual, with supplementary overlaid data composed of or indicative of
realworld details.
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Degree of Freedom

The number of ways an object or body may move. In the context of
virtual reality (VR), the term 3 degrees of freedom (3DoF) is used to
describe a system that permits rotational movements about the x, y,
and z axes. The term 6 degrees of freedom (6DoF) is similarly used
to describe a system with the same rotations properties as seen with a
3DoF, with the addition of permitting movement along each of the x, y,
and z axes.

Head-mounted displays (HMDs) devices that support 3DoF are capable
of tracking where the device is pointing, but not where it is positioned in
space. HMDs devices that support 6DoF are capable of tracking where
the device is pointing as well as where it is positioned in space — though
position tracking may only function within defined areas.

See: 3DoF & 6DoF

Field of view (FOV)

A descriptor of the restriction imposed on a perceiver’s visual field im-
posed by a device. A horizontal FOV < 210◦ would result in a loss of
peripheral vision, and < 114◦ would impact on the binocular vision field.

Flesch reading ease (FRE)

A readability score in range [0..100]derived from the number of syllables,
words, and sentences in a text sample. Higher scores represent easily
understandable text, lower scores more complex text.

Head-mounted display (HMD)

Display or displays positioned ahead of the user’s eye or eyes. Displays
are secured to the user’s head, and may include additional sensors for
tracking head orientation or position.

Head-up display (HUD)

Informational content displayed in a fixed-egocentric manner, appearing
within the field of view of a user.

Immersive virtual reality (IVR)

Complete replacement of the real environment with virtual content, with
the content providing a new reality for the perceiver. This is accom-
plished through the use of vision obscuring head-mounted goggles con-
taining opaque displays, with the wearer unable to see the realworld
environment. Users of such devices would see only the virtual environ-
ment.
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In-engine unit (IEU)

A unit of measurement with no direct mapping to real-world dimensions
used within the developed virtual environment for dimensioning and po-
sitioning virtual elements.

Information-rich virtual environment (IRVE)

A virtual environment containing graphical and spatial data augmented
with abstract or symbolic information related to the displayed content.

Inter-pupillary distance (IPD)

Distance between pupil centres.

Meridian

Imaginary great circle of a sphere that pass through the poles of the
sphere. The length of meridian lines is equal to the circumference of the
sphere, and each meridian is perpendicular to every parallel line. In the
context of developed virtual environment, the poles of a display sphere
are found along the y axis, with the prime meridian intersecting the +z

axis. Meridians are identified by azimuth angles given with respect to
the prime meridian, which is assigned the azimuth angle of 0.

Mixed reality (MR)

A virtual environment in which the primarily perceived environment in-
cludes virtual and real components in varying amounts, with supplement-
ary overlaid data being virtual in nature or composed of or indicative
of realworld details. Can be described as a combination of Cross real-
ity (CR), Virtual reality (VR), Augmented reality (AR), and embodied
virtuality (EV) (Want, 2009).

Oculus Rift CV1 (CV1)

An immersive virtual reality (IVR) head-mounted display (HMD) de-
veloped by Oculus Inc, released in 2016. Features 6 degrees of freedom
(6DoF) rotational and positional tracking, accomplished using external
“constellation” sensors that track infrared LEDs positioned on the head-
set. Video is presented with a barrel distortion on two OLED pentile
displays providing a resolution of 1080×1200 per eye, with the distortion
corrected by lenses between the display and user’s eyes. Lens position
can be adjusted horizontally to accommodate different inter-pupillary
distance (IPD) settings.
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Oculus Rift DK1 (DK1)

An immersive virtual reality (IVR) head-mounted display (HMD) de-
veloped by Oculus Inc, released in 2013. Features 3 degrees of freedom
(3DoF) rotational tracking using on-board gyroscopes, accelerometers,
and magnetometers. Video is presented with a barrel distortion on an
RGB display providing a resolution of 640×800 per eye, with the distor-
tion corrected by lenses fitted between the display and user’s eyes. Lenses
are user-replaceable and the lens–display distance could be adjusted to
allow for simple dioptric correction.

Oculus Rift DK2 (DK2)

An immersive virtual reality (IVR) head-mounted display (HMD) de-
veloped by Oculus Inc, released in 2014. Features 6 degrees of free-
dom (6DoF) rotational and positional tracking using a combination of
on-board gyroscopes and accelerometers, combined with an external in-
frared (IR) camera tracking infrared LEDs on the headset.

Video is presented with a barrel distortion on an OLED pentile display
providing a resolution of 960×1080 per eye, with the distortion corrected
by lenses fitted between the display and user’s eyes. Lenses are user-
replaceable and the lens–display distance can be adjusted to allow for
simple dioptric correction.

Parallel

Imaginary circles across a sphere, perpendicular with all meridian lines,
and parallel to all other parallels. The length of parallels varies, with
only the equator parallel having a length equal to the circumference of
the sphere. The equator parallel is positioned equidistant between the
poles of the sphere. Parallels are identified by inclination angles given
with respect to the equator parallel, which is given the inclination angle
of 0.

Pixel per centimetre (Ppcm)

A measure of pixel density for computer displays, specifying the number
of pixels that can fit inside one centimetre of space. A metric alternative
to the pixels per inch (ppi) measure.

Pixels per degree (PPD)

The number of pixels that can be seen within a degree of vision.
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Virtual

Adjective describing an object or concept that does not exist. An object
would be described as virtual if it were generated by a computer system.

Virtual reality (VR)

A virtual environment in which the primarily perceived environment is
virtual, with supplementary overlaid data being virtual in nature.

See also: Immersive virtual reality (IVR)



Appendix A
Workplace Observation

This appendix contains details of the ethical consent application submitted to
support the user study reported in Chapter 3, as well as material supplement-
ary to the same study.

• Ethical Approval Letter from the Human Research Ethics Committee of
the Faculty of Computing and Mathematical Sciences at the University
of Waikato, dated 17 June 2013. (Appendix A.1)

• Participant Information Sheet, which each study participant received
and had explained during participant recruitment. (Appendix A.2)

• Research Consent Form, which each participant signed prior to beginning
the study. (Appendix A.3)

• Periodic Collection, information collected by the researcher during hourly
data collection sessions. Arrangement of ‘full-screen’ indicates that pri-
mary method of arranging windows was through maximising windows.
Arrangement of ‘tiled’ indicates that the primary method of arranging
windows was through manually or automatically sizing and positioning
windows to avoid overlap. Arrangement of ‘split’ indicates that a mixture
of arrangement strategies was in use, with neither full-screen nor tiled
being over represented. (Appendix A.4)

• Closing Interview, notes that the researcher used to guide exit interviews
with participants.(Appendix A.5)
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A.1 Ethical Approval Letter
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A.2 Participant Information Sheet

Participant Information Sheet

Ethics Committee, Faculty of Computing and Mathematical Sciences
Project Title
Desktop environments in virtual reality and the usability impacts of an adjusting workspace paradigm

Purpose
This research is being conducted in order to create a primary reference source for use in doctoral studies in 
Computer Science. This research involves the researcher conducting a series of interviews and observations to 
collect the data required.

What is this research project about?
This research is to investigate the typical usages of windows and programs associated with tasks/jobs being 
performed on a desktop computer for users in different professions. It includes observation of the number of 
windows, tasks and windows per task over the course of a typical work day, as well as arrangements of windows 
and the hardware that is used.

What will you have to do and how long will it take?
This study will be conducted in two parts; a periodic collection phase and a closing interview. For the periodic 
collections, the researcher will visit you once per hour over the course of a working day at your workspace, and will 
ask a series of questions about the programs you are running on your computer. These visits and questions should
take no longer than 2 minutes and will aim to disrupt your day as little as possible. The closing interview will take 
place on a separate day at a time that is convenient for you. You will be asked a series of questions about your 
computing setup, as well as a number of theoretical questions. This interview should take no longer than 30 
minutes in total. This interview may be audio recorded. You will be asked to give consent prior to the interview, and 
maybe asked to also give consent at a later stage.

What will happen to the information collected?
The information collected will be used by the researcher to write a report detailing the results of the study, which in 
turn will be used as a primary source in doctoral reports. It is possible that articles and presentations may be the 
outcome of the research. Only the researcher and supervisors will be privy to the notes, documents, recordings 
generated from this research.  All raw information will anonymized, transcribed then destroyed, with the 
transcriptions being stored in the FCMS secure data repository for a period of 5 years before being destroyed. No 
participants will be named in the publications and every effort will be made to disguise their identity.

Declaration to participants
If you take part in the study, you have the right to:

 Refuse to answer any particular question, and to withdraw from the study before analysis has commenced 
on the data.

 Ask any further questions about the study that occurs to you during your participation.
 Decline to have your oral interview audio-recorded.
 Be given access to a summary of findings from the study when it is concluded.

Regardless of your choice of consenting or refusing to participate in this study, there will be no repercussions or 
benefit to your individual employment or working conditions. This study is purely voluntary.

Who’s responsible?
If you have any questions or concerns about the project, either now or in the future, please feel free to contact 
either:

Researcher:
Cameron Grout          cameron@sporadic.co.nz     (027) 268 8711

Supervisors:
Steve Jones           stevej@waikato.ac.nz
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Bill Rogers           mcoms0108@waikato.ac.nz
Mark Apperley mark.apperley@waikato.ac.nz
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A.3 Research Consent Form

Research Consent Form

Ethics Committee, Faculty of Computing and Mathematical Sciences

Desktop environments in virtual reality and the usability impacts of an adjusting workspace paradigm

Consent Form for Participants

I have read the Participant Information Sheet for this study and have had the details of the study
explained  to  me.  My  questions  about  the  study  have  been  answered  to  my  satisfaction,  and  I
understand that I may ask further questions at any time. 

I also understand that I am free to withdraw from the study before the closing interview, or to decline
to answer any particular questions in the study. I understand I can withdraw any information I have
provided up until the researcher has commenced analysis on my data. I agree to provide information
to  the researchers under the conditions of  confidentiality  set  out  on the  Participant Information
Sheet. 

I agree to participate in this study under the conditions set out in the Participant Information Sheet.

Signed: _____________________________________________

Name: _____________________________________________

Date: _____________________________________________

Additional Consent

I agree / do not agree (select one) to my oral responses being audio recorded.

Signed: _____________________________________________

Name: _____________________________________________

Date: _____________________________________________

Researcher:
Cameron Grout          cameron@sporadic.co.nz     (027) 268 8711

Supervisors:
Steve Jones           stevej@waikato.ac.nz
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Bill Rogers           mcoms0108@waikato.ac.nz
Mark Apperley mark.apperley@waikato.ac.nz
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A.4 Periodic Collection

Periodic Collection 

 

Participant ID: _________________________________ 

Time:                _________________________________ 

 

Number of windows open: 

 

 Arrangement: full-screen / tiled / split 

 

Number of tasks being worked on: 

 

 Number of windows related to each task (Indicate task): 

 

 Percentage of time spent onscreen for task (Indicate task): 

 

 Number of interactive windows for task (Indicate task): 

 

Percentage of past hour spent working on the computer: 
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A.5 Closing Interview

 

Closing Interview 

<STATE ID NUMBER ON RECORDING> 

Thank them for participating/taking the time to help me with this research project 

State purpose of the interview – getting background/category information, personal preferences and opinions 

 

What category best describes working field: 

 Programming / Research / Design / Surveillance / Accounting / Engineering / IT / Project Management / 

Information Management 

  

 How long have you worked in this field? 

 

How many screens do you use? How large? 

 

Do you typically start ‘from a clean slate’ each morning? (log-off or power off machine at night) 

 

 How long does it take you to get everything loaded how you like it? 

 

When you have a large number of windows open, do you have trouble identifying the correct window? How does 

this affect your productivity? 

 

Do you feel you could be more productive with more screen space (bigger/more screens)? 

 

 If you upgraded recently, did you notice an increase in productivity? 

 

 How would your behaviour change if you got larger/more screens? 

 

Do you feel that you would work better in an entirely digital environment? (100% on screen) 

 

 Would this be possible in your field? Why/Why-not? 

 

 Do you feel that you would like/prefer an all-digital approach? Why/why-not? 

 

Thank them again for participating, invite them to ask any questions they may have. 
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ABSTRACT
This paper describes a user study analyzing the performance
of reading tasks typical of a general purpose computing en-
vironment conducted in immersive virtual reality headsets.
Results of this study are evaluated, and suggest that reading
tasks can be performed with near equivalent performance in
the virtual environment when compared to performance val-
ues obtained from baseline tasks on a traditional display.

CCS Concepts
•Computing methodologies → Virtual reality; Per-
ception; •Human-centered computing → User studies;
User interface design; •Applied computing → Personal
computers and PC applications;

Keywords
Virtual reality; Fonts hinting; Rendering techniques; Read-
ability; Application redirection

1. INTRODUCTION
In 2003, Czerwinski et al.[6] identified a significant perfor-

mance advantage in using multiple monitors or large higher
resolution displays. Through analyzing 15 participants per-
forming tasks on large displays, they noted that participants
experienced a 9% decrease in required time to complete a
task when using a large display compared to the time re-
quired on a smaller display. Czerwinski noted that 14 of the
15 participants preferred the large display over smaller ones,
reporting that it was easier to manage multiple windows and
to switch between tasks on the larger display.

In 2013, the primary researcher conducted an on-site ob-
servation study with a medium sized company, where 15
participants were observed at hourly intervals to identify the

Permission to make digital or hard copies of all or part of this work for personal or
classroom use is granted without fee provided that copies are not made or distributed
for profit or commercial advantage and that copies bear this notice and the full cita-
tion on the first page. Copyrights for components of this work owned by others than
ACM must be honored. Abstracting with credit is permitted. To copy otherwise, or re-
publish, to post on servers or to redistribute to lists, requires prior specific permission
and/or a fee. Request permissions from permissions@acm.org.

CHINZ 2015, September 03-04, 2015, Hamilton, New Zealand
c© 2018 ACM. ISBN 978-1-4503-3670-3/15/09. . . $15.00

DOI: http://dx/doi.org/10.1145/2808047.2808055

number of applications being managed, and the organization
of these windows on their screens. On average, 7 open win-
dows were present on participants computers, with as many
as 15 windows open in extreme cases. The dominant pre-
sentation method for these windows was a full-screen config-
uration, with free-form tiling and ‘half-maximized’ window
arrangements being less favored methods of window presen-
tation. While the majority of participants used multiple
displays, 53% of participants indicated that despite their
large display areas, they had difficulty identifying windows
pertinent to their tasks, and indicated that window manage-
ment and identification resources provided by their window
managers were insufficient for facilitating quick task switch-
ing. When polled, 67% of participants indicated that follow-
ing their last display upgrade (encompassing larger, or more
displays) they experienced an increase in productivity, and
believed that should their displays be upgraded again, they
would experience a similar productivity boost.

An issue with traditional windowing systems and displays
is that the amount of usable desktop space is finite, lim-
ited by the size and number of displays used. A number of
factors limit how large this space can grow, including the
price of larger displays, and hardware limitations prevent-
ing large numbers of displays from being connected to a
computer. In order to help users utilize their limited space
efficiently, many window managers provide facilities for or-
ganizing windows, through tiling methods, or options like
‘half-maximizing’ windows to occupy half of the display, and
provide a number of assistive measures for identifying win-
dows. In addition to these window management techniques,
some systems provide virtual desktop options, allowing users
to have multiple virtual desktops. Each of these virtual desk-
tops display a set of windows, and can be swapped onto the
physical device for display using key combinations. This
allows users to partition work tasks onto different virtual
spaces, organizing tasks in an efficient manner, but intro-
duces additional cognitive load in recalling which virtual
desktop contains the desired information, and requires ad-
ditional action to switch desktops.

As it is clear that users could benefit from more usable
screen space, alternative solutions have been proposed that
utilize head-mounted displays (HMD) in order to expand
the users’ working space by presenting a contiguous virtual
world. In 1983, Fisher et al.[7] presented an immersive vir-
tual environment (IVE) that could present virtual windows
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around the user in a 3D environment through use of binoc-
ular virtual reality HMDs. The interface was proposed as
a general purpose system, allowing visualization of scenes
and telepresense in addition to displaying information on
virtual windows. Interaction with this system was accom-
plished through use of an instrumented glove, as well as
speech and gesture recognition allowing interaction with vir-
tual controls.

In 1993, Reichlen[10] demonstrated Sparcchair, a system
using a custom built monochromatic monocular HMD that
presents familiar applications on a large X-windows frame
buffer, with the position of a viewport into this buffer deter-
mined by orientation of the users’ head. Reichlen reported
that users were attracted by the facility to rapidly switch
task contexts in this system, particularly for small quick
tasks, and it was noted that there was a distinct advan-
tage in having an “unlimited number of windows open at
once”[10], reducing mouse movements and clicks normally
associated with task switching on a traditional display.

Lawton[8] identified in their 2006 article that the primary
barrier to common adoption of virtual reality technologies
was the lack of affordable VR devices with specifications that
would make them desirable. In recent years, announcements
for consumer priced virtual reality hardware with compet-
itive specifications by Oculus, Sony, Valve and others has
driven consumer interest in such devices. While the initial
target market for these devices is identified as the gaming
and entertainment industries, companies such as Bloomberg
have begun investigating the use of these devices in areas
such as finance[2]. With the release of these affordable de-
vices, it is expected that it will begin to be commonplace to
see them in homes and businesses. It is also expected that
consumers will identify that through the use of such devices,
digital workspaces can be expanded, which will drive de-
mand for general purpose interfaces and environments that
provide access to traditional applications using these de-
vices.

As a first step towards building a system, we needed to
identify common tasks performed by users. In the prelimi-
nary study discussed above, we observed that users were em-
ploying large numbers of windows to make a large amount
of reference material available for their work. In most cases
this material was textual in a flow or a tabular format.

More generally, in a diary study conducted in 2010 by
White et al.[13] roughly 400 Americans aged 20 years and
older reported “all reading, writing and computer activi-
ties”[13, p. 285] for one working and one non-working day
within a week. Analysis of this data by White revealed that
on average participants spent 312 minutes on working days,
and 244 minutes on non-working days engaging in reading
tasks taking longer than 1 minute.

Clearly in order to support general computing tasks, an
interface must facilitate reading text with ease and comfort.
To address this, we undertook a study of reading in an im-
mersive virtual environment. Our goal was to determine the
best way of displaying textual information.

This paper describes a user study analyzing the perfor-
mance of reading tasks inside a general purpose computing
environment for use within virtual reality headsets. Section
2 describes the proposed system; Section 3 & 4 describes our
user study and presents the results; Sections 5 & 6 present
our conclusions.

2. SPATIAL INFORMATION DISPLAY
In our work, we are building a body-stabilized virtual en-

vironment (view is “fixed relative to the users body position
and varies as the user changes viewpoint orientation”[4]).
The system is designed for use with the Oculus Rift series
of immersive virtual reality displays, that is intended to be
used in a seated configuration. This environment is written
in C#, using Win32 APIs via Platform Invocation services,
and DirectX through use of the SharpDX library. This en-
vironment gives users the impression of being surrounded
by a virtual sphere, upon which application windows can be
placed and freely moved (See Figure 1). Application inter-
faces are captured and interacted with through use of ap-
plication redirection techniques discussed by van Dantzich
et al.[12], though the implemented system is significantly
cruder than the reference system due to the lack of access
to required source code.

Figure 1: Visualization of the developed environ-
ment, showing curved panels

Navigation inside this environment is accomplished through
head movement, detected by sensors provided with the Ocu-
lus devices. Orientation is detected via three degrees of
freedom (3doF) sensors onboard each headset, which pro-
vide data collected from gyroscopic, magnetometer and ac-
celerometer sensors at 1000Hz. Orientation data obtained
from these sensors is used to modify the viewport that is
seen by the user, by rotating the virtual cameras to match
the real-world head rotation. The DK2 additionally pro-
vides positional data through use of an external infrared
camera, which detects the location of the headset within a
72◦W × 52◦H frustum at a range of 0.5m–2.5m from the
camera. When using the DK2 headset, this positional data
is used to modify the position of the virtual camera in con-
cert with real world movements, allowing the user to move
their eyes closer to an item in order to see it better amongst
other uses.

Interaction in the environment and applications within is
performed using a traditional mouse and keyboard interface
rather than utilizing any novel system. The virtual mouse
cursor takes XY movements from the physical mouse, and
translates these to Euler rotations which are then applied
to the virtual cursor glyph. Familiar interactions have been
preserved, such as click-dragging on an application window
decoration in order to move it within the environment, and
resizing applications through grabbing the border or handle
located in the bottom-right of the window.

In order to provide a sense of familiarity, applications are
represented such that they are always oriented in space to



236

face the world origin, with the center-top and center-bottom
of the application aligning on a longitudinal line. Applica-
tions can be positioned such that they occlude one-another,
obeying z-ordering rules that are familiar from traditional
desktop environments. Applications displayed inside the en-
vironment can currently be displayed mapped onto a plane,
or onto a distorted panel that maintains a fixed distance
from the environment origin at all points on its surface.

3. USER STUDY
During informal user testing with the described environ-

ment, a number of questions were raised that needed to be
addressed before continuing on with development. A num-
ber of these questions were addressed using reading perfor-
mance metrics, comparing accurate reading speeds across
devices in order to provide a reasonable indication of per-
formance for the study. A reduction in reading performance
would indicate a likely reduction in productivity when com-
pared to the participant’s normal performance, and vice
versa.

During informal testing there had been no consensus as to
which headset was preferable, despite their numerous differ-
ences (detailed in Table 1). Because the DK2 has a higher
resolution, initial expectations were that, in spite of its re-
duced field of view (FOV) it would be preferred over the
DK1, but general feedback given was that they were both
equally suited for interacting with the environment. In order
to determine if a performance difference was present, it was
deemed necessary to perform experiments on both devices,
and to compare the results.

Table 1: Oculus Rift Version Features
DK1 DK2

Resolution (pixels/eye) 640x800 960x1080
FOV (Nominal) 110◦ 100◦

Tracking 3doF 6doF
Pixel Layout RGB RGBG PenTile

Weight 380g 440g

During these informal tests, a number of users indicated
that they felt that curved applications were harder to read
because they felt unnatural. These users expressed a pref-
erence for flat panels, indicating that these felt more like
reading information from a screen – something they were
very familiar with – and it was believed that these flat pan-
els allowed for faster reading due to this feeling of familiarity.
This sentiment was not shared by all users however, so this
indicated that an investigation into these distortion options,
and their effect on performance, was desirable.

For informal testing, the distance between all applications
and the environment origin had been fixed to a value deter-
mined to be suitable by the primary researcher. As this
position was chosen arbitrarily, it is possible that users were
required to physically move to get themselves in a position in
the virtual environment where they could read comfortably.
In order to provide a default position, preferred distances
should be collected, allowing a well reasoned average posi-
tion to be determined.

3.1 Approach
In order to address these questions and concerns, an ex-

periment was designed utilizing a modified version of the

developed environment. In place of the normal live appli-
cations, static images of an application were displayed, and
the user given the ability to change the distance at which
the image was placed relative to themselves. Users would
then read textual content from the application image, and
the application position, reading speed and reading accuracy
would be recorded.

In order to ensure the size of the application window was
not a confounding factor, multiple sizes of page were used,
with one of each size being displayed as a flat panel, and
one as a curved panel. Each participant was tested with
both headsets and was shown the same number of samples
in each. In order to obtain a basis for comparison, users
were also presented with images of the same size displayed
on a traditional computer screen, and the same statistics
were recorded.

3.2 Hypotheses
The study set out to test several hypotheses, aiming to

address each of the questions and concerns raised. The hy-
potheses were as follows:

1. Curved display panels will be preferred over flat panels
for all display sizes

2. An increase in reading performance will be noted in
all experiments using a curved panel when compared
to that of a equivalently sized flat panel

3. Study participants will prefer the traditional computer
monitor over either of the headsets, and will prefer the
DK2 over the DK1

4. Reading performance will peak using the traditional
monitor, and will be followed by the DK2, then finally
DK1

5. Participants will identify an optimal reading distance
in the virtual environment, and we will observe a near
constant placement at this point for all participants

3.3 Participants
Participants for the user study were volunteers sourced

from the university student population, with the majority
being from the Faculty of Computing and Mathematical Sci-
ences. 24 participants were selected from the pool of volun-
teers with visual acuity the deciding factor in selection. Of
the participants, 16 were male and 8 were female; 2 of these
participants had their sight corrected through the use of con-
tact lenses, and 3 had congenital issues affecting a single eye
that could not be corrected. This is visualized in Figure 2.

Subjects self-reported their preferences for reading con-
tent, with 23 participants indicating a strong preference for
reading on-screen, and 1 participant indicating a strong pref-
erence for reading physical paper-based media. Of the par-
ticipants, only 1 had extensive experience with virtual real-
ity devices, with the remainder indicating very slight, or no
experience with VR.

3.4 Equipment
Two immersive virtual reality headsets, the Oculus Rift

DK1 (DK1) and the Oculus Rift DK2 (DK2), were used
as the headset devices for this experiment. Both headsets
supply multiple lens sets which can be swapped as required
by the user. Both headsets were fitted with the ‘A’ lens
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Figure 2: Study participant demographic informa-
tion showing numbers of participants with vision is-
sues

sets, intended for use when no vision issues are present, and
the eye relief dials were set to their maximum extent. The
DK1, which includes configurable hardware brightness and
contrast setting, was configured such that these levels were
set the middle of their operational levels, which gave the
display a similar appearance to a traditional display. As
the DK1 does not provide positional data, the positional
tracking feature of the DK2 was disabled.

A Dell U2312HMi LCD monitor was used as the tradi-
tional display. This display contains a 23” panel, with a
60Hz refresh rate and native resolution of 1920x1080. The
display was reset to factory settings prior to commencement
of the study, with brightness and contrast set to 75% of their
maximum values.

The testing computer was a Dell Optiplex 9020 with an
quad-core Intel i7 4770 clocked at 3.40 GHz, with 16GB of
DDR3 RAM and an NVidia GeForce GTX 750 Ti. The
operating system used was Windows 7 SP1 64-bit, updated
with the latest hotfixes and updates available at the time of
testing. Peripherals used were a traditional 2-button mouse
with scroll-wheel, and a 104-key US-layout keyboard.

The software running the experiment was a version of the
application redirection system developed by the primary re-
searcher that was modified to display static images. Inter-
action was managed through the keyboard arrow keys, to
advance or retreat through samples, and the mouse scroll
wheel, to move the panel toward or away from the partici-
pant. When the sample was changed, the sample’s position
in the environment was set to an unreadable distance in or-
der to force the participants to position each panel indepen-
dently. This application displayed output on the headsets
used, as well as on a secondary monitor observed by the ex-
periment supervisor, and operated in the 60-75 FPS range.

3.5 Experiment and Method
Fifteen page samples were selected from the Simple Wikipedia

collection of major world cities. From each sample, a para-
graph was selected that consisted of 110-130 words, with a
Flesch–Kincaid1 reading score of between 60 & 65 (as mea-
sured by Microsoft Word, 2013). Each of the selected sample

1A readability score derived from the Flesch readability for-
mula, defined as
RE = 206.835− (0.846×NSY LL)− (1.015× W

S
)

“Where NYSLL is the average number of syllables per 100
words, and W

S
is the average number of words per sen-

tence”[3].

paragraphs was modified to remove superfluous visual noise,
such as inline reference marks, and to remove words which
would be difficult for someone unfamiliar with them to pro-
nounce. 5 samples were then displayed at each of the resolu-
tions specified in Table 2 using Google Chrome running on
Windows 7 with factory default settings, then a screenshot
of the sample was taken. The collection of sample images
were then split into 3 sequences as specified in Table 3.

Table 2: Sample sizes and aliases
Resolution Aspect Ratio Name

800x600 4:3 Small
1366x768 16:10 Medium
1920x1080 16:9 Large

Table 3: Sample collections
Sequence # S M L

Seq 0 2 2 2
Seq 1 1 1 1
Seq 2 2 2 2

Each participant was tested on two headsets, and one
traditional computer screen. The order of these tests was
assigned in an alternating fashion to participants as DK1,
Monitor, DK2 or DK2, Monitor, DK1. The baseline test
using the monitor was always the second device, as it gave
the participant’s eyes a chance to rest in between headset
runs. A sequence of sample images was assigned to each
headset device in an alternating fashion, with the monitor
device always being assigned Seq 1. Within each sequence,
the order of display was randomized between participants
and devices. For each sequence displayed on a headset, one
of each sample size was displayed using a curved distortion,
and the other with no distortion (flat).

For experimental runs using the traditional computer scr-
een, participants were seated facing the display, and posi-
tioned such that their eyes were approximately 750mm away
from the display. The height and angle of the display were
then adjusted to ensure that the participant’s line of sight
was perpendicular with the center of the display. For ex-
perimental runs using a headset, the participant was fitted
with the appropriate device such that it was fixed firmly but
comfortably to their head. They were then seated in front of
a desk, and provided with a keyboard and mouse. A sample
image was then displayed centered on the screen with black
borders filling in any additional space.

For experiment runs using headsets, participants were pre-
sented with a sample image in the environment, loaded at an
unreadable distance. The participant was then prompted to
move the panel using the mouse scroll wheel until the sam-
ple was at the far edge of a comfortable reading distance.
After positioning the panel, the panel position was logged
and the participant was prompted to release the controls.

Following the setup for each experimental run, partici-
pants were shown each sample in sequence. For each dis-
played sample, the participant was prompted to begin read-
ing the sample at a specified point in the text until asked
to stop. As the participant read, the range and pattern
of their head movements were recorded by the experiment
supervisor, and their responses were recorded using audio
recording devices. This procedure was repeated until all ap-
plicable samples had been read, then a questionnaire was
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provided for the participant to fill in.
These questionnaires asked the participants if they en-

countered any difficulties reading the sample images, and if
so, were prompted to indicate their perceived cause of the
difficulty. For experiment runs using the headsets, partici-
pants were also asked if they had a preferred display method
(curved, or flat), to indicate if they felt comfortable using
the devices, and to rate any discomfort they had felt. Fol-
lowing the completion of all 3 experiment runs, the par-
ticipants were asked to fill in one additional questionnaire,
which asked them to rank the experimental devices in order
of preference, and give reasoning for their decision.

3.6 Data Treatment & Analysis
Following the experiment, recorded participant responses

were edited to remove comments to the experimental su-
pervisor, as well as general comments. These included, but
were not limited to, comments like ‘this is an odd sensa-
tion’ regarding reading in the headset, “I didn’t know that”
when reading novel information. Comments that were not
deliberate asides and were a part of the thinking process
such as “I think” after reading a word, and filler words and
noises like “Umm” and “Ah”, were not removed from the
recordings. Any removals from the recordings were per-
formed against the edges of the waveform that comprised
the comment for removal. Any surrounding silence or words
were left in place. The length of time required to read each
sample was recorded from the point in the recording where
the participant began to speak, until the end of the last word
of the sample.

These modified recordings were then analyzed using run-
ning record techniques as described by Clay[5] to determine
the accuracy of the reading. With this analysis, errors, self
corrections and repetitions were recorded based on the rules
described for the method. An error was recorded for each
missed, substituted or inserted word. Neither contractions
or initialisms were penalized, allowing “it’s” and “it is” sub-
stitutions, as well as “US” and “United States” expansions
or contractions. Proper noun errors were excluded from the
error count, so long as the error could be attributed to un-
familiarity with the word (eg, “Chesapeake” said as “Cheese
Peak”). If a participant made an error, then corrected them-
selves, the error was not counted, but was instead recorded
as a self correction.

Accuracy of reading was calculated for each participant
and sample using the word count of the sample, and the
number of errors made by the participant while reading that
sample using the equation:

ARsample = 100− errors

wordcount
× 100

In addition to calculating the accuracy of reading, an Ac-
curate Words per Minute (AWPM) value was calculated
with the wordcount of the sample, the number of errors
made while reading the sample, and the time required to
read the sample (TTR). This was evaluated as:

AWPMsample =
wordcount− errors

TTRseconds
× 60

Following the calculations for AWPM for all participants
and samples, the AWPM of each sample read while using a
headset was compared against that participants own base-
line AWPM calculated from their sample of the same size

read from the traditional monitor. This was accomplished
with the equation:

AWPMdiff =
AWPMbaseline −AWPMsample

AWPMbaseline

Information written by the testing application to log files
was processed to determine the horizontal angle subtended
for a lowercase letter ‘m’ for each sample at the location
chosen by the participant. The letter ‘m’ was chosen for
evaluation, as it was indicated as one of the more difficult
characters to identify during headset experiments. Includ-
ing color fringing caused by font-hinting, the lower case ‘m’
in the sample images occupied 12 × 8 pixels before being
displayed in the headsets. The subtended angle was calcu-
lated by determining the angle between two 3-D vectors po-
sitioned at the center-left and center-right of the character
bounding box. For flat panels, both best-case and worst-
case angles were calculated, while for curved panels only a
single value was needed as the nature of the curve distortion
provides a constant angular character pitch across its entire
area. Best case samples, as well as the one sample for curved
samples, were taken with the assumption that the charac-
ter to be measured was centered at the (0, 0,+Z) position
vector, where Z is the in-engine distance the panel was po-
sitioned at by the participant. Worst-case calculations for
the flat samples were taken with the character to be mea-
sured positioned at the top-left extreme of the sample area.
The character positions as measured on a flat panel can be
visualized in Figure 3.

Figure 3: Locations of character samples used for
calculating horizontal angle subtended relative to
the sample in question. The box in the top-left
shows the worst-case measurement, while the box
in the center shows the best-case

4. RESULTS
From the final questionnaire completed at the end of the

user study, the device preferences indicated by participants
were collected, and presented in Table 4. From this data,
a clear pattern can be seen, with the traditional monitor
being indicated as the most preferred device by 92% of par-
ticipants. 75% of participants indicated that the DK2 was
their second choice of device, and finally 79% indicated that
the DK1 was their least preferred. From the feedback given
in this questionnaire it was found that most participants
preferred the traditional monitor because of its familiarity
and clarity, indicating that the text was crisp and easy to
read, and that the amount of practice they had at reading
from these types of displays meant there was nothing they
had to grow accustomed to in order to complete the reading
task. A minority of participants indicated a preference for
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the DK1 over the DK2, indicating that while reading was
more difficult using the DK1 as the amount of head move-
ments required was large, the clarity of text inside the DK1
was better than that of the DK2. With reference to hypoth-
esis #3, we can conclude that the hypothesis is true, in that
the greater proportion of the participant set indicated the
device preference order hypothesized.

Table 4: Overall device preferences
Device 1st 2nd 3rd

Monitor 22 2 0
DK2 1 18 5
DK1 1 4 19

Table 5: Panel distortion preferences
Distortion DK1 DK2

Flat 2 2
Curved 16 19
No Pref. 5 3

From evaluating the responses given in questionnaires fol-
lowing experiment runs on each device, the preferred dis-
tortions indicated by participants for each headset were col-
lected, and are shown in Table 5. As can be seen from
the table, the curved distortion method was most preferred
amongst the participants, with 67% indicating it as their
preferred method on the DK1 headset, and 79% indicating
the same on the DK2. 2 participants indicated that they
preferred flat panels on both headsets, indicating that while
the curved panels were easier to read when the samples were
large, the curve felt unnatural and was likened to ‘reading off
the side of a building’. All participants indicated that when
reading larger samples the curved distortion made reading
easier, but noted that with smaller samples there was no
notable difference in reading ease between curved and flat
panels. With respect to hypothesis #1, we can conclude
that for large samples, the curved distortion was preferred
by the majority of participants on both headsets, but there
was ambivalence about the distortion method with smaller
samples.

Calculated differential AWPM values were evaluated us-
ing a paired t-test over the results for flat and curved sam-
ples of the same size. This information is displayed in Ta-
ble 6, and is shown graphically in Figure 4. From examin-
ing the mean difference values between samples, it can be
seen that for the small and medium samples on the DK2
and the small samples on the DK1 that the difference in
performance for these samples were not statistically signifi-
cantly different (p � 0.05). However for the large samples
read on both headsets as well as the medium samples read
on the DK1, large mean difference values are present, in-
dicating that there was significant performance differences
(p = 0.000) between the samples when they were presented
in a flat or curved manner. This allows us to address hy-
pothesis #2, and state that while the hypothesis holds true
for large samples, it does not hold for smaller ones.

Referring to Figure 4, it can be seen that when compar-
ing samples of the same size and distortion method across
devices, the DK2 consistently has a smaller percentage dif-
ference from the baseline when compared to the performance
on the DK1. With reference to the data contained in Ta-
ble 6, it can be seen that small samples on both devices

Figure 4: Mean AWPM percentage differences for
all sample sizes and devices

and either distortion method fall within standard error of
the baseline value, indicating that for small samples, both
devices are near equivalent in performance to the baseline.
This is not the case however with medium samples, where
the flat panel read on the DK1 plummets below the baseline
performance. The remaining medium samples fall within
standard error of the baseline performance, with the sam-
ples read on the DK2 having means lying closer to the base-
line and with smaller standard error values than that of the
DK1 curved sample. Large samples present a large spread
of mean percentage differences, with the large curved sam-
ple read on the DK2 still falling near the baseline within
standard error, and the remaining samples falling below the
baseline completely. With respect to hypotheses #4, we
can conclude that for small samples, there is no statistically
significant performance difference across the 2 headsets and
traditional monitor. However, as the size of samples in-
creases, the hypothesized pattern begins to emerge with all
devices falling below the baseline in combined performance
across distortions.

Figure 5: Horizontal angle subtended for a lower-
case letter ‘m’ against participant running record
accuracy compared to baseline for samples using the
DK1 headset

For each participant and sample, the best and worst case
subtended angles were calculated and compared against the
differential reading accuracy of the sample from the baseline.
This information can be visualized for the DK1 experiments
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Table 6: Paired T-tests for distortions pairs, over the percentage difference from baseline of same sample size
Device Size µ(Flat) µ(Curve) µ(Difference) 95% CI t p

DK1 L -57.59% ± 14.32 -22.25% ± 17.36 -35.33% -43.15% to -27.52% t(21) = -9.41 0.000
DK1 M -24.87% ± 13.66 -12.00% ± 15.43 -12.87% -18.45% to -7.30% t(22) = -4.79 0.000
DK1 S -6.12% ± 15.20 -3.90% ± 20.36 -2.22% -9.50% to 5.05% t(22) = -0.63 0.533

DK2 L -21.88% ± 14.58 -6.51% ± 9.63 -15.37% -21.93% to -8.82% t(23) = -4.85 0.000
DK2 M -7.39% ± 10.36 -5.70% ± 7.76 -1.69% -6.25% to -2.86% t(22) = -0.77 0.449
DK2 S 3.51% ± 11.85 3.57% ± 16.89 -0.06% -7.12% to 7.00% t(23) = -0.02 0.987

in Figure 5, and for the DK2 experiments in Figure 7.
A broad cluster of points can be seen in each graph cen-

tered around the 0% differential accuracy line, showing that
while there was little difference in reading accuracy for most
samples, there was notable variation in placements of sam-
ples inside the environment. For the best case values only,
this cluster represents a mean best case value of 1.35◦±0.33
for the DK1 samples, and 0.97◦ ± 0.26 for the DK2.

For the large flat panels on the DK1, it can be seen that al-
though the best case angles are spread over a wide range and
are larger than the best case mean, the differential accuracy
decreased. This effect can be explained by the narrow worst
case angles that accompany the best case options, which
shows that while there was a large degree of angular varia-
tion in the best case, in the worst case the subtended angle
is near constant. The flat medium panel worst case mark-
ers can be seen to the right of the large markers, and also
show a near constant subtended angle, but with a greatly
reduced differential accuracy score. This indicates that as
the worst case angle gets narrower, the overall performance
of the sample will decrease. This effect can be seen in the
DK2 results also, with the large flat panel showing a nar-
row angle, with reduced accuracy, however the differential
accuracy values are notably better than those expressed for
the DK1 sample. This difference in differential accuracies
despite the same sized samples occupying near identical an-
gles across devices, suggests that the device specifications
affect the reading performance, likely through differences in
pixel density.

Figure 6: Calculated distance (mm) from the par-
ticipant to the chosen panel position

With regards to hypothesis #5, we can conclude that
while participants did not identify a single optimal location
for placement of panels, they did identify a range of locations
that would be suitable (see Figure: 6). Large flat panels
presented as outliers with significant variance in placement,
and an equally notable variation in accuracy differentials,
suggesting that the size of these panels exceeds what would
be considered reasonable to display at the headset resolution
with no panel distortion.

5. EVALUATION
Over the duration of the user study, a number of issues

were indicated by participants that fell outside of the scope
the study was intending to address. The most prominent
of these was a perceived ‘fuzziness’ of text, predominantly

Figure 7: Horizontal angle subtended for a lower-
case letter ‘m’ against participant running record
accuracy compared to baseline for samples using the
DK2 headset

Figure 8: Letter ‘m’ extracted from a sample im-
age (left), zoomed to display the ClearType color
fringing. The same ‘m’ with faint colors amplified is
displayed on the right

experienced on samples in the DK2. The most common de-
scription of this problem was seeing a shadow of color sur-
rounding the text, causing the characters to be difficult to
read because of the increased graphical noise. The cause of
this on the DK2 appears to relate to Microsoft’s ClearType,
which applies subpixel rendering techniques to text in or-
der to improve the look of text on LCD RGB displays[1].
As the samples that were displayed were taken as screen-
shot images from a system utilizing ClearType, fonts were
decorated with color fringing (see Figure 8) that would not
normally be readily noticeable on an LCD display due to the
known arrangement of subpixels that the ClearType engine
targets. The display in the DK2 however, is an RGBG Pen-
Tile display with subpixels rendered in a diamond pattern.
As this layout is different from that which the ClearType
engine is expecting to be rendering to, the effects are not
what was intended, and a blurriness is observed.

In addition to the color shadowing issue observed, some
participants noted that they had difficulty reading when
their head was stationary, but no problems reading when
moving their heads. As the image samples being read were
taken at a high resolution, these had to be scaled down to
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display on a smaller number of physical pixels inside the
headset. This texture filtering process produces interest-
ing results in conjunction with font-hinting and the kerning
of certain characters, producing words that cannot be eas-
ily read. However, when moving the headset, the view is
constantly being redrawn, and the texture filtering effects
recalculated, leading to differing images being produced on
each frame. This can be see in Figure 9, where the word
‘while’ is seen through the lenses of the DK2 over 9 consec-
utive frames. Issues can clearly be seen with displaying a
white pixel column between the ‘i’ and ‘l’ characters, with
some frames blurring these two characters together, and the
‘h’ and ‘e’ characters appear with many of their defining
features obscured on some frames.

Figure 9: The word ‘while’ as seen over 9 frames
through the lenses of the DK2

In order to address these issues in future experiments,
trials with different fonts and the use of ClearType will be
conducted. Sheedy et al.[11] note that while the effects of
ClearType font hinting is preferred by readers, there is no
improvement in text legibility, reading speed or comfort with
it turned on or off. Due to this, it is likely that future
experiments will be conducted with it off in order to remove
a confounding factor.

Additional issues noted by some participants were varying
degrees of double vision and chromic aberration, which were
alleviated by adjusting the Inter-Pupilliary Distance (IPD)
value. These IPD values were calculated using a utility that
is a part of the Oculus Runtime, but this tool appears to
suffer from imprecision, which becomes an issue when us-
ing the devices. McCleary[9] notes that this double vision
‘prism’ effect can be avoided with accurate measurements
of the IPD using a digital pupilometer, and for future ex-
periments we will attempt to utilize one of these in order to
avoid these issues.

6. CONCLUSIONS & FUTURE WORK
Our results show that it is possible for users to perform

traditional reading tasks inside a immersive virtual environ-
ment with near-baseline performance under ideal circum-
stances. We identified that rendering application windows
onto flat panels significantly impaired reading performance
on larger panels, due to the effects of individual characters
occupying a narrower subtended angle of vision when ren-
dered near the edge of the panel when compared to char-
acters displayed at the center. This, coupled with the dis-
covery that curved distortion had no notable effect on per-
formance when compared to small flat panels, suggests that
future work should focus on utilizing curved panels exclu-

sively. It was found that there were significant performance
differences when comparing the results for either headset,
with the DK2 performing better than the same sample on
the DK1, which when combined with the positional tracking
functionality the DK2 provides over the DK1, allows us to
pursue the DK2 as our primary development target.

As development of the testing application continues, infor-
mation gleaned from this study will direct the development,
and will allow us to make decisions based on quantitative
data. Future investigations will be performed, investigating
issues identified by this study, with an emphasis on font-
hinting techniques, and their suitability for use inside these
environments.
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Appendix C
Reading Study

This appendix contains details of the ethical consent application submitted to
support the user study reported in Chapter 6, as well as material supplement-
ary to the study.

• Ethical Approval Letter from the Human Research Ethics Committee of
the Faculty of Computing and Mathematical Sciences at the University
of Waikato, dated 30 January 2015. (Appendix C.1)

• Updated Ethical Approval Letter from the Human Research Ethics Com-
mittee of the Faculty of Computing and Mathematical Sciences at the
University of Waikato, dated 13 February 2015, noting the addition of
audio recording to the experiment. (Appendix C.2)

• Participant Information Sheet, which each study participant received
and had explained during participant recruitment. (Appendix C.3)

• Research Consent Form, which each participant signed prior to beginning
the study. (Appendix C.4)

• Result Sheet, form completed by the researcher during and following
participant device trials. Head movement magnitude is recorded on a
0–5 scale. Time taken is calculated during evaluation of recorded results.
(Appendix C.5)

• Post-test questionnaire, completed by participants following each device
trial undertaken. Discomfort scale is 0–5 for normal feedback, with ad-
ditional option 6 to indicate that the discomfort resulted in an aborted
experiment. (Appendix C.6)

• Exit interview, completed by participants at the conclusion of the study.
(Appendix C.7)

• Study Texts, text samples used in the study, extracted from the page in
which they were displayed. Following sample coding, the flesch reading
ease (FRE) score and sample word count is given. (Appendix C.8)
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C.1 Ethical Approval Letter
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C.2 Updated Ethical Approval Letter
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C.3 Participant Information Sheet

Participant Information Sheet

Ethics Committee, Faculty of Computing and Mathematical Sciences

Project Title
Extended Workspaces through Virtual Reality – Virtual Reality Environment Legibility Study

Purpose
This user study is conducted as partial requirement for a Doctorate of Philosophy in Computer Science.  This project 
requires the researcher to choose a topic and conduct research on the topic through using surveys or interviews or a 
combination of the two techniques.

What is this research project about?
This research is intended to identify a number of factors and settings for virtual reality desktop environments that will be 
used in later studies.  Specifically, it is intended to identify appropriate item sizes, and minimum sizes that characters 
must appear at to be readable. These values will be used when performing later studies with the test environment. 

What will you have to do and how long will it take?
You will be required to wear multiple virtual reality headsets which will place you inside a number of virtual reality and 
traditional environments, whereupon the researcher will request that you indicate when certain textual items become 
comfortably readable.  Between environment tests, you will be asked to fill in a brief questionnaire about the environment 
that you just tried.  Following the completion of all tests, a brief interview will take place where you will be asked a number
of general demographic and opinion based questions.  The study will be recoded using an audio recorder to enable later 
analysis of the session by the researcher.  This study should take no longer than 60 minutes.  You will be asked to give 
consent prior to commencement of the study.  Some participants may experience minor symptoms of motion 
sickness while using the virtual reality headsets.  In the event of motion sickness symptoms presenting during your 
session, the researcher will halt the halt the session and provide assistance in order to alleviate the symptoms.  If at any 
point you wish to discontinue the study, you can advise the researcher and they will facilitate an immediate conclusion of 
the session.

What will happen to the information collected?
The information collected will be used by the researcher to write research reports for the credit of a Doctorate of 
Philosophy in Computer Science.  It is possible that articles and presentations may be the outcome of the research.  Only
the researcher and supervisors will be privy to the notes and audio recordings taken during the duration of the study.  
Afterwards, any notes and audio recordings created will be destroyed. Prior to their destruction, physical notes will be 
kept in a secure room, and digital collections (including any audio recordings) will be stored on a secure, password 
protected computer.  No participants will be named in any resulting publications and every effort will be made to disguise 
their identity. A copy of all anonymized results will be stored in the FCMS Data Archive for 5 years following the 
conclusion of data analysis.

Declaration to participants
If you take part in the study, you have the right to:

 Refuse to answer any particular question, and to withdraw from the study before analysis has commenced on 
the data.

 Ask any further questions about the study that occurs to you during your participation.
 Be given access to a summary of findings from the study when it is concluded.

Who’s responsible?
If you have any questions or concerns about the project, either now or in the future, please feel free to contact either:

Researcher:
Cameron Grout – cgrout@waikato.ac.nz

Supervisors:
Steve Jones – stevej@waikato.ac.nz

Bill Rogers – coms0108@waikato.ac.nz

Mark Apperley – mapperle@waikato.ac.nz
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C.4 Research Consent Form

Research Consent Form

Ethics Committee, Faculty of Computing and Mathematical Sciences

Extended Workspaces through Virtual Reality – Virtual Reality Environment Legibility Study

Consent Form for Participants

I have read the Participant Information Sheet for this study and have had the details of the study
explained  to  me.   My questions  about  the  study  have  been answered  to  my satisfaction,  and  I
understand that I may ask further questions at any time. 

I also understand that I am free to withdraw from the study before analysis has commenced on the
data, or to decline to answer any particular questions in the study.  I understand I can withdraw any
information I have provided up until the researcher has commenced analysis on my data.  I agree to
provide  information  to  the  researchers  under  the  conditions  of  confidentiality  set  out  on  the
Participant Information Sheet. 

I agree to participate in this study under the conditions set out in the Participant Information Sheet.

Signed: _____________________________________________

Name: _____________________________________________

Date: _____________________________________________

Researcher contact information: 

Cameron Grout – cgrout@waikato.ac.nz

Supervisor’s contact information:

Steve Jones – stevej@waikato.ac.nz

Bill Rogers – coms0108@waikato.ac.nz

Mark Apperley – mapperle@waikato.ac.nz
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C.5 Result Sheet

Participant ID: ____________________________ Sequence: _________________

  Sample #1:

Time taken: ________________________________Head Moved:    0    1    2    3    4    5

Notes: _____________________________________________________________________

  Sample #2:

Time taken: ________________________________Head Moved:    0    1    2    3    4    5

Notes: _____________________________________________________________________

  Sample #3:

Time taken: ________________________________Head Moved:    0    1    2    3    4    5

Notes: _____________________________________________________________________

  Sample #4:

Time taken: ________________________________Head Moved:    0    1    2    3    4    5

Notes: _____________________________________________________________________

  Sample #5:

Time taken: ________________________________Head Moved:    0    1    2    3    4    5

Notes: _____________________________________________________________________

  Sample #6:

Time taken: ________________________________Head Moved:    0    1    2    3    4    5

Notes: _____________________________________________________________________

Usability Test #1: Result Sheet
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C.6 Post-test questionnaire

Virtual Reality Environment Legibility Study Post-test questionnaire

Participant ID: _______________________              Device:
_______________________

Did you experience any discomfort or disorientation during this test?

Y / N

Please rate the severity of any discomfort or disorientation experienced
(0 being no discomfort or disorientation, and 6 being an extreme level
of discomfort that required you to halt the test)

0 1 2 3 4 5 6

If you experienced discomfort or disorientation, please describe your
symptoms and what you believe may have caused the feeling

_________________________________________________________________________________

_________________________________________________________________________________

_________________________________________________________________________________

_________________________________________________________________________________

Did you experience difficulty reading the provided text? If so, please
rate the difficulty below (0 being no difficulty reading at all, 5 being the
text was completely unreadable) 

0 1 2 3 4 5

If you had difficulty reading the provided text, please indicate why you
feel you had difficulty with these samples 

_________________________________________________________________________________

_________________________________________________________________________________

_________________________________________________________________________________

_________________________________________________________________________________

(For tests utilizing a headset only) Which of the two window 
representations did you prefer? If you have a strong opinion please 
provide discussion below

Flat Panels Curved Panels No Preference

_________________________________________________________________________________

_________________________________________________________________________________
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C.7 Exit interview

Virtual Reality Environment Legibility Study Exit interview

Participant ID: _______________________ (To  be  filled  in  by
researcher)

Gender

Male  / Female

Do you suffer from any form of visual impairment?

Y / N

If you suffer from a form of visual impairment, was this corrected for 
during these tests through the use of spectacles, contact lenses or 
other method?

Y / N

Please order the 3 devices you used today in order of preference (0 
being most preferred, 2 being the least preferred) [ DK1 | DK2 | Monitor
]

0. ________________________________
1. ________________________________
2. ________________________________

Please  provide  some  explanatory  comments  on  why  you  chose  this
preference order

_________________________________________________________________________________

_________________________________________________________________________________

_________________________________________________________________________________

_________________________________________________________________________________

Additional comments

_________________________________________________________________________________

_________________________________________________________________________________

_________________________________________________________________________________

_________________________________________________________________________________
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C.8 Study Texts

Sequence Size Number FRE Word Count

0 Small 0 60.1 116

Sydney is a city on the east coast of Australia. Sydney is the capital city of
New South Wales. About four million people live in Sydney which makes
it the biggest city in Australia. Sydney started in 1788, when the Captain
Arthur Phillip brought the First Fleet to settle in Australia. The settlers
were mostly convicts from crowded prisons in England and Ireland, with
a group of soldiers to guard them.
In Sydney, there are many famous buildings: the Sydney Opera House, the
Queen Victoria Building and the Sydney Harbour Bridge. Sydney has a
large harbour and many beaches. The most famous beach is Bondi Beach,
some other famous beaches are Coogee Beach and Manly Beach.

Sequence Size Number FRE Word Count

0 Small 1 64.7 127

London is by far the largest city in England, the United Kingdom and
middle Europe, and is the world’s largest financial centre. 8.3 million
people live in London, which is located on the River Thames. It is the
capital of the United Kingdom.
London was founded by the Romans in AD 43 and called Londinium. Lon-
don features the world’s first underground railway system, the London
Underground.
For a long time, London was a small city, with all of its people lived inside
walls that were built by the Romans. This area is still known as the City of
London. There were many villages around the city. Gradually, more and
more people came to live there. Finally, step by step, the villages joined
together into one huge city.



251

Sequence Size Number FRE Word Count

0 Medium 0 64.5 121

Portland is the largest city in the U.S. state of Oregon. It is the county seat
of Multin County. About 500 thousand people live in the city of Portland.
About 1.9 million people live in the city’s metropolitan area. It is found in
the north part of the state, where the William River meets the Columbia
River. Portland has the second most people of any city in the Northwest
United States, after the city of Seattle.
Portland has many nicknames. One of these is ”The City of Roses,” be-
cause roses grow well there. Some other nicknames of Portland are ”Stump-
town” from the fact that Portland was built over a forest, and ”Puddletown”
from the fact that it often rains in Portland.

Sequence Size Number FRE Word Count

0 Medium 1 61.0 128

Denver is the capital and largest city in the U.S. state of Colorado. It
is located at the foot of the Rocky Mountains on the South Platte River,
and was founded in 1858. A nickname for Denver is The Mile High City,
because Denver is very high above sea level. It is at least 1,600 meters
above sea level at a point in the city’s state capitol building. The dome at
the top of the capitol building is covered in gold.
Denver City was founded in November 1858 during the Pikes Peak Gold
Rush as a mining town in western Kansas Territory. That summer, a
group of gold prospectors from Lawrence, Kansas, started a settlement on
the banks of the South Platte River. They called it Montana City.
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Sequence Size Number FRE Word Count

0 Large 0 64.5 129

Chicago was founded in the early 1700s by John Baptist Point. The city
was founded to create a canal that allowed steamboats and sailing ships
on the Great Lakes to connect to the Mississippi River. The city later
became a trading center for food, crops, and fur. The city grew very fast
because of how the river back then was clean and healthy to drink. In
1837, Chicago became a city. The city grew until the Great Chicago Fire
happened in 1871. The fire lasted for almost a week. Almost half the city
and its population were lost in the fire. After the fire, Chicago grew faster
than ever.
Also after the fire happened the city’s economy grew and also more people
migrated here from parts of the world.

Sequence Size Number FRE Word Count

0 Large 1 61.1 125

New York City was settled by Europeans from The Netherlands in 1624.
The Dutch called the whole area of New York “New Netherland” and
they named a fort and town on the south end of Manhattan Island New
Amsterdam, after the capital city of the Netherlands, which was to become
present-day New York. The English took over the colony in 1664 during
the second Dutch War. They changed the name to New York, to honor
the Duke of York, who later became King James II of England. The Dutch
gave up New Amsterdam without fighting. They were afraid of the English
Royal Navy, so they traded the town to England for the colony of Surinam
in South America, which they thought was worth more money.
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Sequence Size Number FRE Word Count

1 Small 0 61.7 121

Baltimore is the biggest city in the U.S. state of Maryland. In 2010 it had
about 620 thousand people living there. It is not in any county, so it is
called an independent city. It is next to the Chesapeake Bay and used to
be an important port for trade by ships. There is still some shipping but
the Inner Harbor is now mostly famous for shopping and restaurants, and
also for the National Aquarium and other museums.
Baltimore is home to the Ravens (football) and Oreos (baseball), both
sports teams. Its main newspaper is the Sun. There is a place for horse
races in the city called Pimco. There are many colleges and universities in
Baltimore, like Johns Hopkins University.

Sequence Size Number FRE Word Count

1 Medium 0 60.2 122

Atlanta is the capital and largest city of the U.S. state of Georgia. It is
one of the South’s largest cities. Atlanta is known as a major business
city. It is the home of Coca-Cola, CNN, AT&T, and Home Depot, as
well as many other Fortune 500 companies. Coca-Cola, which is made in
Atlanta, is drunk all over the world and its factory is a favorite tourist
spot. CNN is also a big tourist attraction. Atlanta’s airport, called the
Jackson International Airport, is the busiest airport in the world. Atlanta
is near the center of Georgia and is on the Chatta River.
Atlanta was built on Native American land. It was called Terminus until
1843, when the name was changed to Martha.
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Sequence Size Number FRE Word Count

1 Large 0 64.7 127

The first people settled at the place where Charlotte is in 1755 when a
man named Thomas Polk built a house near two Native American trading
paths. More people started living in the area and in 1768 it became a town
named Charlotte Town. It was named after the wife of King George III
because the people wanted him to like them. But he did not, and soon
he started passing laws that the people in Charlotte did not like. So, on
May 20, 1775, the people in Charlotte signed a proclamation that later
was called the Charlotte Declaration of Independence. They did not want
to be ruled by the king anymore so eleven days later they had a meeting
and made new laws for their town.

Sequence Size Number FRE Word Count

2 Small 0 63.9 130

Seattle is the largest city in the U.S. state of Washington. It is the home
of the Space Needle and a monorail, both of which were built for the 1962
World’s Fair. It is the American headquarters of Starbucks, and Amazon.
In the 1980s and 1990s, grunge music artists like Nirvana, Pearl Jam, and
others from the city became popular. It is also the setting of the TV shows
Here Come the Bride, and Grey’s Anatomy.
Seattle has many sports teams, including the Mariners (baseball), and the
Seahawks (football). Seattle has a lot of water around it, with the Pacific
Ocean to the west and Lake Washington to the east. About 600 thousand
people live in the city. More than 3 million people live in the city or near
it.
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Sequence Size Number FRE Word Count

2 Small 1 60.4 120

Washington, D.C. is the capital city of the United States. It is not a
state or in a state. The President of the United States and many major
government offices are in the city.
Washington was named after the first U.S. President, George Washington.
The ”D.C.” stands for ”District of Columbia”, a special area created that
is not a state. At first, it was made up of a piece from Virginia south of
the Potomac River and a piece from Maryland north of the Potomac River.
In 1847, Virginia’s piece was given back to it, and is now and part of the
city of Alexandria. Since 1847, all of Washington D.C. is on the north side
of the Potomac River.

Sequence Size Number FRE Word Count

2 Medium 0 61.1 117

San Francisco is a city in the U.S. state of California. It is famous for
the Golden Gate Bridge. It has 744 thousand people living in it. San
Francisco is the 4th largest city in California. It is in the top part of
California between the Pacific Ocean and the San Francisco Bay.
San Francisco was founded in 1776 by the Spanish people. It was called
”Good Herb”, because a lot of mint grew there. After the Mexican War,
Good Mint was taken over by the U.S. In 1848 it was renamed ”San Fran-
cisco” and became a city in 1850. The city is famous for its many internet
companies and being home to a large gay population.
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Sequence Size Number FRE Word Count

2 Medium 1 62.1 125

Cleveland is a city in northern Ohio, U.S. It is home to over 400 thousand
people. It was named for General Moses Cleaveland in 1796, but a mistake
in a local newspaper left out the first letter ”a” in its name, which is why
it is spelt like it is today. Its metropolitan area makes it the largest urban
division in the state.
Cleveland is home to the Cleveland Orchestra.
Professional sports teams that make their home in or near Cleveland in-
clude the Indians, who play baseball; the Browns, who play football; and
the Cavaliers, who play basketball. Both the Indians and the Cavaliers
have their games at the Gateway District in Downtown while the Browns
have a stadium on the shores of Lake Eerie.

Sequence Size Number FRE Word Count

2 Large 0 63.1 121

San Diego is the second largest city in the U.S. state of California and 8th
largest in the U.S. It is at the bottom corner of California, as well as the
bottom corner of the U.S. It was founded in 1769 and it is the oldest city
in California.
It has nice weather most of the year. There are many military bases in
and near San Diego. It has a lot of Pacific Ocean beaches. The San Diego
Zoo is very famous.
San Diego is home to San Diego State University and the University of
California, San Diego.
San Diego is on the border between the United States and Mexico.
San Diego is home to the San Diego Chargers football team.
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Sequence Size Number FRE Word Count

2 Large 1 64.2 128

Detroit is the largest city in the state of Michigan in the U.S. It was the
10th largest city in the U.S. in the year 2000. In 2004, it fell to 11th
biggest as many people have moved away. Detroit city has a population
of 912 thousand people. Nearly six million people live in Detroit and the
surrounding areas. The city borders Windsor, Ontario in Canada. The
border between Detroit and Windsor is one of the most crossed in the
world.
Detroit is a city where many cars are made and this is why it is sometimes
called the ”Motor City”. Many people call it the car capital of the world.
General Motors, Ford and Chrysler have their offices and many of their
plants in and around Detroit.



Appendix D
Tuning Text

This appendix contains details of the ethical consent application submitted to
support the user study reported in Chapter 7, as well as supplemental data
collected from the same user study.

• Ethical Approval Letter from the Human Research Ethics Committee of
the Faculty of Computing and Mathematical Sciences at the University
of Waikato, dated 11 December 2015. (Appendix D.1)

• Participant Information Sheet, which each study participant received
and had explained during participant recruitment. (Appendix D.2)

• Research Consent Form, which each participant signed prior to beginning
the study. (Appendix D.3)

• Participant demographic information. (Appendix D.4)

• Text sample screenshots. (Appendix D.5)

• Raw sample rating results, grouped by sample attribute permutations.
(Appendix D.6)

• Processed Dn and Df values for participants. (Appendix D.7)
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D.1 Ethical Approval Letter
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D.2 Participant Information Sheet

Participant Information Sheet

Ethics Committee, Faculty of Computing and Mathematical Sciences

Project Title
Extended Workspaces through Virtual Reality – Virtual Reality Environment Study

Purpose
This user study is conducted as partial requirement for a Doctorate of Philosophy in Computer Science.  This project 
requires the researcher to choose a topic and conduct research on the topic through using surveys or interviews or a 
combination of the two techniques.

What is this research project about?
This research is intended to identify how you use features of a virtual reality desktop environment, and identifying a 
number of factors and settings for the environment that will be used in later studies.  This includes, but is not limited to, 
identifying how you arrange windows and utilize window management features, and determining suitable background 
colorations for use in future experiments.

What will you have to do and how long will it take?
You will be asked to attend a number of short experimental sessions where you will be required to interact with a 
traditional computer setup, and separately wear a virtual reality headset which will place you inside a virtual reality 
desktop environment, whereupon the researcher will request that you perform certain actions and provide feedback.  
Individual studies should take no longer than 10 minutes, with an as-yet undecided number of experimental sessions that 
you will be invited, but are not required, to attend.  You will be asked to give consent prior to commencement of the study.
Some participants may experience minor symptoms of motion sickness while using the virtual reality headset.  
In the event of motion sickness symptoms presenting during your session, the researcher halt the session and provide 
assistance in order to alleviate the symptoms.  If at any point you wish to discontinue an individual study, you can advise 
the researcher and they will facilitate an immediate conclusion of the session.  If you do not wish to participate in one or 
all of the remaining sessions, you can advise the researcher and they will remove you from the list of future participants.

What will happen to the information collected?
The information collected will be used by the researcher to write research reports for the credit of a Doctorate of 
Philosophy in Computer Science.  It is possible that articles and presentations may be the outcome of the research.  Only
the researcher and supervisors will be privy to the notes taken during the duration of the study.  Afterwards, any notes 
created will be destroyed. Prior to their destruction, physical notes will be kept in a secure room, and digital collections 
will be stored on a secure, password protected computer.  No participants will be named in any resulting publications and
every effort will be made to disguise their identity. A copy of all anonymized results will be stored in the FCMS Data 
Archive for 5 years following the conclusion of data analysis.

Declaration to participants
If you take part in the study, you have the right to:

 Refuse to answer any particular question, and to withdraw from the study before analysis has commenced on 
the data.

 Ask any further questions about the study that occurs to you during your participation.
 Be given access to a summary of findings from the study when it is concluded.

Who’s responsible?
If you have any questions or concerns about the project, either now or in the future, please feel free to contact either:

Researcher:
Cameron Grout – cgrout@waikato.ac.nz

Supervisors:

Bill Rogers – coms0108@waikato.ac.nz

Mark Apperley – mapperle@waikato.ac.nz
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D.3 Research Consent Form

Research Consent Form

Ethics Committee, Faculty of Computing and Mathematical Sciences

Extended Workspaces through Virtual Reality – Virtual Reality Environment Study

Consent Form for Participants

I have read the Participant Information Sheet for this study and have had the details of the study
explained  to  me.   My questions  about  the  study  have  been answered  to  my satisfaction,  and  I
understand that I may ask further questions at any time. 

I also understand that I am free to withdraw from individual study sessions or the study as a whole at
any time, or to decline to answer any particular questions in the study.  I understand I can withdraw
any information I have provided up until the researcher has commenced analysis on my data.  I agree
to  provide  information  to  the  researchers  under  the  conditions  of  confidentiality  set  out  on  the
Participant Information Sheet. 

I agree to participate in this study under the conditions set out in the Participant Information Sheet.

Signed: _____________________________________________

Name: _____________________________________________

Date: _____________________________________________

Researcher contact information: 

Cameron Grout – cgrout@waikato.ac.nz

Supervisor’s contact information:

Bill Rogers – coms0108@waikato.ac.nz

Mark Apperley – mapperle@waikato.ac.nz
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D.4 Participant Demographic

Table D.1: Participant demographic summary.

ID Gender Age Vision
0 Female 23
1 Female 31
2 Female 25 Spectacles
3 Female 27 Spectacles
4 Female 26
5 Male 22 Uncorrected
6 Female 24
7 Female 31
8 Male 21
9 Male 22

10 Male 21
11 Female 23
12 Other 20
13 Male 23
14 Male 24 Uncorrected
15 Female 22 Uncorrected
16 Male 33 Spectacles
17 Female 22
18 Male 25
19 Female 24
20 Male 24
21 Female 23



263

D.5 Experiment Text Samples

Figure D.1: Example of a text sample screenshot.

Figure D.2: Example of a text sample screenshot.
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D.6 Raw Study Data

Table D.2: Raw participant readability ratings for samples dis-
played with Arial font, scaled to 100%, and ClearType off. Values
are arranged as participant ID against sample render distance given
in in-engine units (IEUs).

D 0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21

2.0 2 2 2 2 2 2 2 2 2 2 2 2 2 2 2 2 2 2 2 2
2.1 2 2 2 2 2 2 2 2 2 2 1 2 2 2 1 2 2 2 2 2
2.2 1 2 2 2 2 2 2 2 2 2 2 2 2 1 2 2 2 2 2 2
2.3 1 2 2 2 2 2 1 2 2 2 2 2 2 1 1 2 1 1 2 2
2.4 1 2 2 2 2 2 2 2 2 2 2 2 1 2 0 2 1 1 2 1
2.5 1 2 2 2 1 2 2 2 1 2 1 2 0 1 1 2 1 1 2 1
2.6 1 2 2 2 2 2 2 1 2 2 1 2 1 1 1 2 1 1 2 1
2.7 1 2 1 2 2 2 2 2 2 1 1 1 1 1 1 1 1 1 2 1
2.8 1 2 2 2 2 2 2 1 2 2 1 2 0 0 1 2 1 1 1 1
2.9 0 2 2 2 1 1 1 1 1 2 1 2 0 0 1 2 1 1 2 1
3.0 1 2 0 1 1 1 2 2 1 1 1 1 1 1 0 0 0 2 1 1 1 0
3.1 2 2 0 1 1 1 1 1 1 1 1 1 1 1 0 0 0 1 0 0 1 0
3.2 2 1 0 1 1 0 1 1 1 1 1 1 1 0 0 0 2 0 0 1
3.3 1 2 0 1 1 0 0 1 1 0 1 0 1 0 0 0 1 0 0 1
3.4 0 1 0 1 1 0 0 0 0 1 1 1 1 0 0 0 1 0 0 1
3.5 0 0 0 0 1 0 1 0 1 0 0 0 1 0 0 0 1 0 0 1
3.6 0 0 0 1 1 0 0 0 0 0 0 0 1 0 0 0 1 0 0 1
3.7 0 0 0 1 1 0 0 0 0 1 0 0 0 0 0 0 1 0 0 0
3.8 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
3.9 0 0 0 0 1 0 0 0 0 0 0 0 0 0 0 0 1 0 0 0
4.0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.2 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.3 0 0 0 0 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.4 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.5 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.6 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.7 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.8 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.9 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
5.0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

Table D.3: Raw participant readability ratings for samples dis-
played with Arial font, scaled to 100%, and ClearType on. Values
are arranged as participant ID against sample render distance given
in IEUs.

D 0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21

2.0 2 2 2 2 2 2 2 2 2 2 2 2 2 2 2 2 1 2 2 2
2.1 2 2 2 2 2 2 2 2 2 2 2 2 2 2 2 2 2 1 2 2
2.2 2 2 2 2 2 2 2 2 2 2 2 2 2 2 1 2 1 1 2 2
2.3 1 2 2 2 2 2 2 2 2 2 2 2 2 1 1 2 2 1 2 1
2.4 2 2 2 2 2 2 2 2 2 1 2 2 1 1 1 2 1 1 2 2
2.5 1 2 2 2 2 2 2 2 2 2 2 2 1 0 1 2 1 1 2 1
2.6 1 2 2 1 1 2 2 2 2 2 1 2 1 1 1 2 1 1 2 1
2.7 0 2 2 1 2 2 2 1 2 2 1 2 0 0 1 2 1 1 2 1
2.8 1 2 2 2 2 2 2 2 1 1 1 2 0 0 0 2 1 1 2 1
2.9 0 2 2 1 2 1 2 2 1 1 1 2 0 0 0 2 1 1 2 1
3.0 2 2 0 2 2 0 2 1 2 1 1 2 1 2 0 1 0 2 1 0 1 0
3.1 2 2 0 2 2 1 2 1 2 1 1 1 1 2 0 0 0 2 1 0 1 0
3.2 1 2 0 1 2 0 1 1 1 1 1 1 1 0 0 0 1 1 0 1
3.3 1 1 0 1 2 0 1 1 1 1 1 1 1 0 0 0 1 1 0 1
3.4 1 1 0 2 1 0 1 1 1 0 0 1 1 0 0 0 1 0 0 1
3.5 0 1 0 1 1 0 1 0 1 0 0 1 1 0 0 0 1 0 0 1
3.6 0 1 0 1 1 0 0 1 0 0 1 1 1 0 0 0 1 1 0 1
3.7 0 1 0 1 0 0 0 0 0 0 0 1 0 0 0 0 1 0 0 1
3.8 0 1 0 1 1 0 0 1 1 0 0 0 0 0 0 0 0 0 0 1
3.9 0 0 0 1 1 0 0 0 0 0 0 0 0 0 0 0 1 0 0 1
4.0 0 1 0 1 1 0 0 0 0 0 0 1 0 0 0 0 0 0 0 0
4.1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.2 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.3 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.4 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.5 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.6 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.7 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.8 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.9 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
5.0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
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Table D.4: Raw participant readability ratings for samples dis-
played with Arial font, scaled to 200%, and ClearType off. Values
are arranged as participant ID against sample render distance given
in IEUs.

D 0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21

2.0 2 2 2 2 2 2 2 2 2 2 2 2 2 2 2 2 2 2 2 2
2.1 1 2 2 2 2 2 2 2 2 2 1 2 2 2 2 2 2 2 2 2
2.2 1 2 2 2 2 2 2 2 2 2 1 2 1 2 1 2 2 1 2 2
2.3 1 2 2 2 2 2 2 2 2 2 1 2 1 2 1 2 2 1 1 2
2.4 1 2 2 2 2 2 2 2 2 2 1 2 1 1 1 2 1 1 2 1
2.5 1 2 2 2 2 1 2 1 2 2 1 2 1 0 1 2 2 1 1 1
2.6 0 2 2 2 2 2 2 1 2 2 1 2 0 1 1 2 1 1 2 2
2.7 0 1 2 2 1 1 2 2 2 1 1 2 0 1 0 2 1 1 2 1
2.8 0 2 1 2 2 1 1 1 1 1 1 2 0 0 0 2 1 0 1 1
2.9 0 2 1 1 1 1 1 1 1 1 1 1 0 1 0 2 1 0 1 1
3.0 0 2 0 1 2 1 1 1 1 1 1 1 1 1 0 0 0 1 1 0 1 1
3.1 1 2 0 1 1 1 0 1 1 1 1 0 1 1 0 0 0 1 1 0 1 1
3.2 0 1 0 1 1 1 1 0 1 1 1 0 1 0 0 0 1 0 0 1
3.3 1 1 0 1 1 0 0 0 1 0 0 0 0 0 0 0 1 0 0 1
3.4 0 1 0 1 1 0 1 0 0 0 0 0 0 0 0 0 0 1 0 1
3.5 0 0 0 0 1 0 0 0 1 0 0 0 0 0 0 0 0 0 0 0
3.6 0 1 0 0 1 0 0 0 1 0 0 0 0 0 0 0 0 0 0 0
3.7 0 0 0 0 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
3.8 0 0 0 0 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
3.9 0 0 0 0 1 0 0 0 1 0 0 0 0 0 0 0 0 0 0 0
4.0 0 1 0 0 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.1 0 0 0 0 1 0 0 0 1 0 0 0 0 0 0 0 0 0 0 0
4.2 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.3 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.4 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.5 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.6 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.7 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.8 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.9 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
5.0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

Table D.5: Raw participant readability ratings for samples dis-
played with Arial font, scaled to 200%, and ClearType on. Values
are arranged as participant ID against sample render distance given
in IEUs.

D 0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21

2.0 2 2 2 2 2 2 2 2 2 2 2 2 2 2 2 2 2 2 2 2
2.1 2 2 2 2 2 2 2 2 2 2 2 2 2 2 1 2 1 2 2 2
2.2 2 2 2 2 2 2 2 2 2 2 2 2 2 2 2 2 2 2 2 2
2.3 2 2 2 2 2 2 2 2 2 2 2 2 2 1 1 2 1 2 2 2
2.4 1 2 2 2 2 2 2 2 2 2 2 2 1 1 1 2 1 1 2 1
2.5 1 2 2 2 2 2 2 2 2 2 1 2 1 1 0 2 1 1 1 1
2.6 1 2 2 2 2 1 2 2 2 2 1 2 0 0 1 2 1 1 2 2
2.7 1 2 2 2 1 2 2 2 2 1 1 2 0 0 1 2 1 1 1 1
2.8 1 1 2 2 2 1 2 2 1 2 1 2 0 0 0 2 1 1 2 1
2.9 0 2 2 2 1 1 1 2 1 1 1 2 0 0 0 2 0 0 1 1
3.0 1 2 1 2 2 1 1 1 1 1 1 1 1 2 0 0 0 1 0 1 1 0
3.1 1 1 0 1 2 1 1 1 1 1 1 1 1 1 0 0 0 1 0 0 1 0
3.2 1 1 0 1 1 1 1 1 1 0 1 1 1 0 0 0 1 0 0 1
3.3 1 1 0 1 1 0 0 0 1 1 0 0 1 0 0 0 1 1 0 1
3.4 1 1 0 1 1 0 1 2 1 0 0 1 1 0 0 0 1 0 0 0
3.5 1 1 0 0 0 0 0 0 1 1 0 0 1 0 0 0 1 0 0 1
3.6 0 1 0 0 1 0 0 0 1 0 0 0 0 0 0 0 1 0 0 0
3.7 0 0 0 0 0 0 0 0 1 0 0 0 0 0 0 0 0 0 0 0
3.8 0 0 0 0 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
3.9 0 0 0 0 1 0 0 0 1 0 0 0 0 0 0 0 1 0 0 0
4.0 0 0 0 0 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.1 0 0 0 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.2 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.3 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.4 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.5 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.6 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.7 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.8 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.9 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
5.0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
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Table D.6: Raw participant readability ratings for samples dis-
played with Georgia font, scaled to 100%, and ClearType off. Val-
ues are arranged as participant ID against sample render distance
given in IEUs.

D 0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21

2.0 2 2 2 2 2 2 2 2 2 2 2 2 2 2 2 2 2 2 2 2
2.1 2 2 2 2 2 2 2 2 2 2 2 2 2 2 2 2 2 2 2 2
2.2 2 2 2 2 2 2 2 2 2 2 2 2 1 2 2 2 2 2 2 1
2.3 1 2 2 2 2 2 2 2 2 2 2 2 1 1 1 2 1 2 2 1
2.4 2 2 2 2 2 2 2 2 2 2 1 2 1 1 1 2 1 1 2 1
2.5 2 2 2 2 2 1 2 2 2 2 2 2 0 2 1 2 1 1 2 1
2.6 1 2 2 2 2 2 2 2 1 2 2 2 0 0 1 2 0 1 2 1
2.7 1 2 2 1 1 2 2 2 1 1 1 2 0 1 1 2 1 1 1 0
2.8 0 2 2 1 1 1 2 1 2 1 1 2 0 1 1 2 1 1 2 0
2.9 0 2 2 1 1 1 1 1 1 1 1 2 0 0 1 1 1 0 2 1
3.0 1 2 0 1 2 1 1 1 1 1 1 1 1 2 0 1 0 1 1 0 1 0
3.1 2 2 0 1 1 1 1 1 1 1 1 1 1 1 0 0 0 1 0 1 1 0
3.2 1 1 0 1 1 1 1 1 1 1 1 1 1 0 0 0 1 0 1 1
3.3 1 1 0 1 1 0 1 1 1 1 0 1 0 0 0 0 1 0 0 1
3.4 1 1 0 1 1 1 0 1 1 1 0 1 1 0 0 0 1 0 0 0
3.5 0 1 0 1 0 1 1 1 1 0 0 0 0 0 0 0 1 0 0 0
3.6 1 1 0 0 1 1 0 0 1 0 1 0 0 0 0 0 1 0 0 0
3.7 0 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
3.8 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
3.9 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.0 0 0 0 0 0 0 0 0 0 0 0 1 0 0 0 0 0 0 0 0
4.1 0 0 0 0 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.2 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.3 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.4 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.5 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.6 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.7 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.8 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.9 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
5.0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

Table D.7: Raw participant readability ratings for samples dis-
played with Georgia font, scaled to 100%, and ClearType on. Val-
ues are arranged as participant ID against sample render distance
given in IEUs.

D 0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21

2.0 2 2 2 2 2 2 2 2 2 2 2 2 2 2 2 2 2 2 2 2
2.1 2 2 2 2 2 2 2 2 2 2 2 2 1 2 2 2 2 2 2 2
2.2 1 2 2 2 2 2 2 2 2 2 2 2 1 1 2 2 2 1 2 2
2.3 2 2 2 2 2 2 2 2 2 2 2 2 1 1 2 2 1 2 2 2
2.4 2 2 2 2 2 2 2 2 2 2 2 2 1 1 1 2 1 1 2 2
2.5 1 2 2 2 2 2 1 2 2 2 2 2 1 0 1 2 1 1 2 1
2.6 1 2 2 2 2 2 2 1 2 1 2 2 0 1 2 2 1 1 2 1
2.7 0 2 2 2 2 2 2 2 2 2 1 2 0 0 1 2 1 0 2 1
2.8 1 2 2 2 2 1 1 2 2 2 2 2 0 0 0 1 1 0 2 1
2.9 0 2 2 1 1 1 1 2 1 1 1 1 0 0 0 2 0 0 1 0
3.0 1 2 0 2 2 1 1 1 1 2 1 0 1 2 0 0 0 1 1 0 1 1
3.1 2 2 1 2 2 1 2 1 0 1 1 1 2 1 0 0 0 1 1 0 2 0
3.2 2 2 0 2 2 1 1 1 1 1 0 1 1 0 0 0 1 0 0 1
3.3 0 1 0 2 1 1 1 1 1 1 1 1 1 0 0 0 1 0 0 1
3.4 0 1 0 1 2 0 1 0 1 1 1 1 1 0 0 0 1 0 0 1
3.5 1 1 0 1 2 0 0 0 1 1 0 1 1 0 0 0 1 0 0 1
3.6 0 0 0 1 1 0 0 0 1 0 0 1 0 0 0 0 1 0 0 1
3.7 0 1 0 1 1 0 1 0 0 0 0 0 0 0 0 0 1 0 0 0
3.8 0 0 0 2 1 0 0 0 0 0 0 1 0 0 0 0 0 0 0 0
3.9 0 0 0 1 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.0 0 0 0 0 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.1 0 0 0 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.2 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.3 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.4 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.5 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.6 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.7 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.8 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.9 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
5.0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
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Table D.8: Raw participant readability ratings for samples dis-
played with Georgia font, scaled to 200%, and ClearType off. Val-
ues are arranged as participant ID against sample render distance
given in IEUs.

D 0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21

2.0 1 2 2 2 2 2 2 2 2 2 2 2 2 2 2 2 1 1 2 2
2.1 1 2 2 2 2 2 2 2 2 2 2 2 2 2 1 2 2 1 2 2
2.2 1 2 2 2 2 2 2 2 2 2 1 2 1 2 2 2 1 1 2 2
2.3 2 2 2 2 2 2 2 2 2 2 2 2 1 2 1 2 2 1 2 1
2.4 1 2 2 2 2 2 2 2 1 2 2 2 1 1 2 2 1 1 2 1
2.5 1 2 2 2 1 2 2 2 2 2 2 2 1 0 2 2 1 1 1 1
2.6 1 2 2 2 2 2 1 1 1 2 1 2 1 2 1 2 1 1 2 1
2.7 0 2 2 2 2 2 2 2 1 2 1 2 2 1 1 2 0 1 1 0
2.8 0 2 2 1 1 1 1 1 1 1 1 2 0 1 0 1 0 1 1 0
2.9 0 2 2 1 2 1 2 1 1 1 1 1 0 1 0 2 1 1 1 0
3.0 1 2 0 1 2 1 1 1 1 1 1 1 1 1 0 0 0 1 0 0 1 0
3.1 1 1 0 1 2 1 1 1 1 1 0 1 1 1 0 0 0 1 0 0 1 0
3.2 1 1 0 1 1 1 1 1 1 1 1 1 1 0 0 0 1 0 0 1
3.3 1 1 0 1 1 0 1 1 1 0 1 1 1 0 0 0 1 0 0 1
3.4 1 1 0 1 1 0 1 0 0 0 0 1 1 0 0 0 1 1 0 1
3.5 1 0 0 1 1 0 0 0 1 0 0 1 0 0 0 0 1 0 0 1
3.6 0 1 0 1 1 0 0 0 1 0 0 0 0 0 0 0 0 0 0 0
3.7 0 0 0 1 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
3.8 0 0 0 0 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
3.9 0 0 0 0 1 0 0 0 0 0 0 1 0 0 0 0 0 0 0 0
4.0 0 0 0 0 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.1 0 0 0 0 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.2 0 0 0 0 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.3 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.4 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.5 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.6 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.7 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.8 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.9 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
5.0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

Table D.9: Raw participant readability ratings for samples dis-
played with Georgia font, scaled to 200%, and ClearType on. Val-
ues are arranged as participant ID against sample render distance
given in IEUs.

D 0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21

2.0 2 2 2 2 2 2 2 2 2 2 2 2 2 2 1 2 1 1 2 2
2.1 2 2 2 2 2 2 2 2 2 2 2 2 1 2 1 2 2 1 2 2
2.2 1 2 2 2 2 2 2 2 2 2 2 2 1 2 1 2 1 1 2 2
2.3 1 2 2 2 2 2 2 2 2 2 1 2 1 2 1 2 1 1 2 1
2.4 1 2 2 2 2 2 2 2 2 2 2 2 0 1 1 2 0 1 2 1
2.5 1 2 2 2 2 2 2 2 2 2 1 2 1 1 1 2 1 1 2 1
2.6 1 2 2 2 1 2 2 2 2 1 1 2 0 1 0 2 1 1 2 1
2.7 1 2 2 2 1 2 2 2 1 2 1 2 0 1 0 1 1 1 1 1
2.8 0 2 2 1 1 2 2 1 1 2 1 2 0 0 0 1 0 1 1 1
2.9 0 2 2 1 1 1 1 1 1 1 1 1 0 1 0 1 1 1 2 0
3.0 2 1 0 1 2 1 1 1 2 1 1 1 1 1 0 1 1 1 0 0 1 0
3.1 1 1 0 2 2 1 1 1 2 1 1 1 1 1 0 0 0 1 0 0 1 0
3.2 1 1 0 2 1 1 1 1 1 0 0 1 1 0 0 0 1 0 0 1
3.3 1 0 0 1 1 1 1 1 1 1 0 1 1 0 0 0 1 0 0 1
3.4 0 1 0 1 1 0 1 1 0 0 1 0 1 0 0 1 1 1 0 1
3.5 1 0 0 1 1 0 0 0 0 0 0 0 1 0 0 0 1 0 0 1
3.6 0 0 0 1 1 0 0 1 0 0 0 0 0 0 0 0 0 0 0 1
3.7 0 1 0 0 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
3.8 0 0 0 0 1 0 0 0 0 0 0 0 1 0 0 0 0 0 0 0
3.9 0 0 0 1 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.0 0 0 0 1 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.1 0 0 0 0 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.2 0 0 0 0 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.3 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.4 0 0 0 0 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.5 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.6 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.7 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.8 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
4.9 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
5.0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0



268

D.7 Processed Distance Values

Table D.10: Dn values for participants, given in IEUs.
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0 3.2 3.1 3.4 3.5 3.0 3.6
1 3.3 3.2 3.1 3.0 3.5 3.9 3.5 3.7
2 2.1 2.4 2.0 2.3 2.9 2.7 2.6 2.9
3 2.9 3.4 2.9 3.0 3.5 4.1 3.5 3.5
4 2.9 3.3 3.0 3.1 3.8 3.7 4.2 3.5
5 2.9 2.8 2.8 2.9 3.2 3.0 3.3 3.3
6 3.0 3.1 2.8 2.8 3.3 3.6 3.1 3.3
7 3.0 2.8 2.6 2.7
8 2.8 3.1 2.7 3.4 3.4 3.5 3.2 3.3
9 2.7 2.9 2.7 2.9 3.4 3.6 3.4 3.8
10 2.8 2.7 2.7 2.7 3.3 3.4 3.3 3.2
11 2.9 3.0 2.6 2.8 3.5 3.4 3.1 3.3
12 2.4 2.5 2.0 2.4 3.3 3.8 3.2 3.3
13 2.9 3.1 2.8 3.0 3.7 3.7 3.3 3.6
14 2.3 2.3 2.1 2.3 2.5 2.7 2.6 2.6
15 2.4 2.2 2.3 2.2 2.8 2.5 2.5 2.6
16 2.2 2.1 2.1 2.2 2.4 2.8 2.7 2.5
17 3.2 3.1 2.9 2.9 3.8 3.8 3.4 3.7
18 2.2 2.3 2.5 2.2 3.1 3.4 3.2 2.9
19 2.2 2.0 2.1 2.3 3.1 3.0 2.8 2.9
20 2.9 2.9 2.7 2.8 3.7 4.0 3.5 3.4
21 2.3 2.4 2.6 2.6 3.0 3.0 3.0
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Table D.11: Df values for participants, given in IEUs.
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0 3.1 3.2 3.0 3.5 3.3 3.6 3.4
1 3.1 3.2 3.0 3.8 3.6 3.5 3.3
2 2.5 2.4 2.3 2.1 2.8 2.7 2.7 2.8
3 2.9 3.8 2.9 3.2 3.6 4.0 3.8 3.7
4 3.0 3.5 3.1 3.1 3.5 4.1 4.3 4.3
5 2.6 2.8 2.7 2.7 3.3 3.4 3.3 3.4
6 2.6 3.1 2.9 2.5 3.4 3.5 3.5 3.5
7 2.7 2.7 2.7 2.8
8 2.8 2.7 2.9 3.1 3.6 3.1 3.4 3.5
9 2.7 3.0 2.7 2.7 3.7 3.7 3.4 3.4
10 2.8 2.8 2.5 2.6 3.5 3.6 3.1 3.2
11 2.6 2.8 2.7 2.8 3.3 3.0 3.4 3.2
12 2.6 3.1 2.5 2.4 3.5 3.7 3.6 3.4
13 3.0 3.0 2.8 2.8 3.3 3.6 3.5 3.6
14 2.1 2.0 2.7 2.0 2.5 2.6 2.8 2.4
15 2.5 2.1 2.6 2.3 2.6 2.5 2.5 2.8
16 2.2 2.6 2.5 3.0 2.8 2.8 2.6
17 2.8 2.9 2.9 2.6 3.7 3.8 3.6 3.6
18 2.2 2.2 2.3 2.1 2.6 2.9 2.7 2.4
19 2.3 2.3 2.9 2.7 3.0 3.0
20 2.9 3.1 2.6 2.9 3.4 3.7 3.6 3.7
21 2.1 2.4 2.2 2.2 2.7 2.9 2.7 2.9
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I am certain of one thing and it’s this: the

worst thing you can do is nothing.

Terry Pratchett
— Snuff
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