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Abstract  

This thesis aims to highlight the importance of analysing the dynamic nature of hydrogen 

bonds and their temporal variation. We also evaluate whether distance alone can and should 

be used as the main estimator for hydrogen bond strength. Molecular dynamics simulations of 

three common protein building blocks were conducted in triplicate to provide temporal data 

for our investigation. This data was then run through a newly developed program called 

Hybond, which analyses a given hydrogen bonding interaction as a function of time based on 

the reduced electron density gradient. The results found were promising and showed that the 

strength of a given hydrogen bond changes significantly throughout each simulation 

trajectory.  This demonstrates the dynamic nature of these hydrogen bonds, and we provide a 

workflow to efficiently characterise individual interactions as a function of time. We found 

that distance correlates well with kinetic energy density however there are points that do not 

fit this correlation. In these cases, hydrogen bond strength cannot be estimated through 

distance alone. Other properties that Hybond outputs have also shown promising correlations 

with kinetic energy density, and these can be used in place of distance to estimate the strength 

of the interaction. Finally, we investigated some of the challenges that arise when trying to 

determine the time-averaged strength of a given hydrogen bond and how different averaging 

approaches might be more appropriate than others, depending on the underlying science 

question that is being asked.   
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DEFINTIONS USED IN THIS THESIS   

• NCI – Non-Covalent Interactions, there are different classifications of interactions 

such as, electrostatic, Π-effects, van der Waals forces and hydrophobic effects.  

Hydrogen bonds are classified as electrostatic and are the focus of this thesis.   
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• HB – Hydrogen Bond, common electrostatic interaction that contributes greatly to 

protein structure and the functionality of the protein.  

• MD – Molecular Dynamics, normally a simulation that takes atoms moving into 

account.    

• RDG – Reduced electron Density Gradient, calculated from the density and its 

first derivative is used to describe the deviation from a homogenous electron 

distribution. (1) (2)  

• DFT – Density Functional Theory, an electronic structure method that produces 

an electron density, which can be further analysed.   

• NAMD – Nanoscale Molecular Dynamics program, the software that was used to 

run most of the simulations in this paper.   

• .DCD/.dcd file – The file type of the trajectory output used by Hybond to get each 

frames data. (Binary file)  

• .PDB/.pdb file – The file type that holds the atom and position data of the protein.  

• .PSF/ .psf file – The file type that holds the structural information of the protein.   

• AUC – The calculation done to find the Area Under the Curve of the averaging 

methods  
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CHAPTER ONE  

1.1 Proteins and Hydrogen Bonding   

Proteins are responsible for many different functions in living organisms, from catalysis of 

metabolic reactions (3) to DNA replication (4). The structure of a protein is determined by its 

sequence of amino acids, with each amino acid having a different side chain group. The 

combination of amino acids affects how the protein folds and what overall 3D structure it will 

adopt. There are different levels of structure inside a protein, these are listed below and 

shown in Figure 1.1.1:  

1. Primary Structure – The sequence of amino acids that make up the protein  

2. Secondary Structure – These are repeating units in the protein structure that are held 

together by non-covalent interactions. Common structures formed are the alpha helix 

and beta sheet.  

3. Tertiary Structure – The makeup of secondary structures that are stabilised by many 

different covalent and non-covalent interactions including hydrogen bonding, salt 

bridges and disulfide bonds.  

4. Quaternary Structure – How multiple separate tertiary structures fit together to 

function as single overall protein complex.  
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Proteins are inherently dynamic in nature, changing their structure and hence position of the 

atoms, as they complete a variety of different functions. (5) This means that proteins operate 

on a dynamic basis and the non-covalent interactions present are ever-changing, along with 

these structural changes. Hydrogen bonds are considered to be the most important 

noncovalent interactions in proteins, and are the main contribution to the secondary structure 

of proteins, and by extension, the tertiary structure as well (6). Hydrogen bonds are also 

responsible for how the active sites of the protein interact with other molecules. The breaking 

and forming of these bonds (7) are also a main factor on how these proteins behave in nature.  

Figure  1 .1 .1 :  Different Levels of Structure in Proteins   
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1.2 Hydrogen Bonds and their Types  

Hydrogen bonds occur between a hydrogen atom that is attached to an electronegative atom 

X and interacts with another electronegative atom Y. The main strength of hydrogen bonding 

is dependent on how electronegative the X and Y atoms are, with more electronegative atoms 

leading to stronger hydrogen bonds. The distance and angle of the hydrogen bond also 

influence the energy. A full formal IUPAC definition (8) can be found for hydrogen bonding, 

which outlines some other factors that affect these interactions.  

For many years, hydrogen bonds have been simply defined by geometric parameters thought 

to be energetically ideal, including the distance between the donor and acceptor groups and 

the corresponding angles, which are thought to be energetically ideal. The hydrogen bond 

distance is normally defined between the two electronegative atoms involved in the bond 

(rather than being defined in terms of the hydrogen and acceptor atoms), as these are, in 

practice, easier to accurately detect experimentally. Hydrogen bonds in water range from 2.7 

Å to 3.3 Å, with 3.0 Å being the average bond length (9). The hydrogen bond angle is defined 

with the H atom in the centre and the acceptor and donor electronegative atoms on either side. 

Hydrogen bonds inside proteins can have slightly  

 

  

Figure  1. 2 .1 :  Two main environments of hydrogen bonding present in proteins, (1)  Involves a nitrogen in the hydrogen bond,  
(2)  involves just oxygen in the hydrogen bonding interaction.   
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more variation in the mean value due to the chains of the protein bending and stretching, 

which can push atoms closer together resulting in shorter hydrogen bonds (10).   

There are two main types of hydrogen bonds that exist in proteins, which are shown in figure  

1.2.1. The NH---O hydrogen bond is the most prevalent, due to the high number of NH and 

C=O groups associated with the peptide bonds that make up the protein backbone. Protein 

chains are made from multiple amino acids that have undergone a dehydration reaction, the 

reaction mechanism for the formation of these polypeptides is shown in Figure 1.2.2. During 

the formation of the polypeptide chains, the OH group along with one hydrogen from an NH2 

group are removed in the form of water leaving only one OH group at the end of the chain.  

Consequently, there are relatively few OH donors available in proteins, with these groups  

 
mainly being present on the sidechains of a limited number of polar and acidic amino acids.  

Figure  1.2.2 :   Mechanism for the dehydration of two alanine molecules to form the  start of a polypeptide chain   
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This is the reason that there are so few O-H --- O (2 in Figure 1.2.1) interactions in proteins.  

As such, we restricted our investigation of hydrogen bonds in this thesis to the NH---O type.    

1.2.1 Hydrogen Bonding in Protein Secondary Structures    

There are many different types of hydrogen bonding in proteins, which play different roles, 

including maintaining the structure within the protein and creating reactive sites within the 

protein where docking of substrates and other molecules can occur. The main secondary 

structures that arise from hydrogen bonding in proteins are listed below. While there are 

many more types of secondary structures in proteins, these ones represent a large portion of 

the secondary structures that have been observed.   

- Alpha helix  

- Beta sheet  

- Coil (multiple helices)  

- Turn (connection of Alpha helix or beta sheet)  

These main groups can also exhibit some variations that offer a slightly different environment 

for the hydrogen bond. The 3-10 and Pi helix are both variations of the alpha helix. The alpha 

helix exists with an n to n+4 residue hydrogen bond. The 3-10 and Pi helices have an n to 

n+3(10 atoms between H-bond) and an n to n+5 hydrogen bond, respectively.  These 

variations of the alpha helix were shown in Figure 1.2.3. The 3-10 and Pi helix are 

uncommon in protein structures due to being less favourable energetically. The 3-10 helix is 

seen more frequently towards the end of a helix chain (11), this is most likely due to the helix 

unravelling (as going from left to right in Figure 1.2.3) to give more compression of the 

backbone atoms. The Pi helix is a rarer case, however there are examples and certain protein 

structures do lend themselves to include this compact helix. It has been shown that previous  
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algorithms used to search for these structures are not that sophisticated, meaning many of the 

variant structures are unable to be automatically detected.  (12). These different structures of 

helix show a very important characteristic which is variation. The alpha helix appears in 

many optimized protein structures, however if this helix went through different states of 

folding to form either a 3-10 or Pi helix throughout the simulation, this could be an important 

phenomenon to track.   

Another major secondary structure in many proteins is the beta sheet. These sheets can be 

arranged in three different ways to each other, parallel, mixed, and anti-parallel. They 

hydrogen bond with each other across each sheet, unlike the helices, which hydrogen bond 

within the same backbone chain. This variation of the beta sheet secondary structure is shown 

in Figure 1.2.4.   

Bridging of hydrogen bonds can occur between any of the secondary structures, which makes 

for many hydrogen bonds that reside in many different environments (13). The energies of 

these bonds may differ significantly and show areas of proteins that are not held together as 

strongly as others. This variation in structure yet again shows how these structures could 

change throughout a simulation, especially if there is an overall folding or unfolding motion 

of the protein. Finding the trends and changes in these secondary structures could be very  

Figure  1.2.3 :  Different variations of alpha helix:  3 - 10( left), Alpha helix(middle), Pi  
helix(right)   
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useful. While the bonds looked at in this paper have had the secondary structures they 

connect noted, a more detailed analysis with a larger data set would be needed in order to 

derive statistically significant differences between different secondary structure types.   

  

1.3 Theory for Calculating Hydrogen Bond Strength  

For simple dimers, the hydrogen bond strength can be calculated by optimizing the dimer and 

monomer structures and comparing the relative energies. This minimizes the energy in the 

structure so that the energy in the dimer can be compared to the energy of two of the 

monomers. This isolates the intermolecular bond that spans the two monomers which make 

up the dimer and thus the energy can be trivially calculated. In equation 1, we let the total 

energy of the hydrogen bonding interaction be Etot and the energy of each monomer be Em1 

and Em2 and the total energy of the dimer be Edim.   

𝐸𝑡𝑜𝑡 = 𝐸𝑑𝑖𝑚 − (𝐸𝑚1 + 𝐸𝑚2)                       (1)  

There are many different electronic structure methods that could be used for optimizing the 

geometry of the dimer/monomer, the most common are density functional theory (DFT) 

methods, such as B3LYP or ω-B97X-D.   

Figure  1.2.4 :  Beta sheet Bonding; Mixed/antiparallel (Left) Parallel (Right )   
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For intramolecular hydrogen bonds or systems that cannot be easily separated into distinct 

fragments where the hydrogen bond is present or absent, it is much more difficult (if not 

impossible) to determine the hydrogen bond strength. Consequently, in many cases, the 

distance between the atoms involved in the hydrogen bond is used as a proxy measure of its 

strength. However, geometry alone is an imperfect estimate of hydrogen bond strength, hence 

there are ongoing efforts to understand these interactions using other approaches. (14)   

One of these approaches involves investigating non-covalent interactions (including hydrogen 

bonds) by analysing the reduced electron density gradient (RDG), which is defined as (s)  

| 

𝑠                                                   (2)  

Equation 2 is used to create an iso-surface in the region between the atoms involved in the 

hydrogen bond, where the interaction is defined by an iso-volume that can be visualised. An 

example of such iso-surface can be seen in Figure 1.3.1 (15). Iso-surfaces from our own 

software, Hybond, are similar and are shown later in this thesis.   

 

Figure 1.3.1: NCI isosurfaces in Cucurbit[7]uril-bicyclo[2,2,2]octane with a cut-off value of 0.5 a.u., Sourced  

  from NCIPLOT journal article (15)  

( 𝒓 ) =   
1 

2 ( 3 𝜋 2 ) 
1 
3 

  . 
| ∇ 𝜌 ( 𝒓 ) 

𝜌 ( 𝒓 ) 
4 
3 
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Within these iso-surfaces, we can investigate various properties of the electron density, such 

as the kinetic and potential energy density. The kinetic energy density has been used to show 

properties of hydrogen bonding accurately (16) (17). The kinetic energy density is used 

extensively in this thesis as this has been used as one of the more valuable parameters in the 

past. There are other parameters that the kinetic energy density can be compared with such as 

the Electron Localisation Function (ELF). ELF shows the measure of finding an electron in 

the nearby area of the interaction. Using ELF to determine what is happening (18) to the 

electrons in a hydrogen bond is not a novel idea but its use is uncommonly seen. Using these 

properties will hopefully highlight trends that are seen over the course of the simulation.  

1.4 Existing Software for MD Simulations  

Molecular Dynamics (MD) simulations have been used for many years to describe molecules 

from all the disciplines of chemistry. Of particular interest is the use of MD to simulate 

proteins and other large biological macromolecules. These include many non-covalent 

interactions, which contribute to the overall 3D structure and are involved with interacting 

with other molecules to form large, complex systems. These systems are of great importance 

as they are targets for big industries such as pharmaceuticals. First starting in the 1970’s,  MD 

simulations have gained much popularity in biochemistry to look at different properties of 

both reactions and structures. Modern day MD simulations are typically carried out on 

supercomputers that have access to a much more powerful set of processing hardware. There 

are many popular software packages that can set up and run simulations along with tools to 

describe the data that these simulations output.  

Each of these software packages have their own strengths and weaknesses when running MD 

simulations. Each simulation software uses a set of forcefields to describe the atoms that are 

present within the molecules, and these are generally decided on by the software package 

being used. A common MD simulation package is the NAMD software. (19) NAMD is a 
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widely used general purpose molecular dynamics package that is commonly used for 

simulating proteins. The software package easily allows parallelisation and uses the common 

CHARMM or AMBER forcefields to describe the atoms and interactions that are occurring 

in the simulations. There are other interchangeable software packages available to do similar  

MD simulations, such as GROMACS (20)/GROMOS (21), CHARMM (22) and AMBER  

(23) .   

There are existing tools (in the form of programs) for analysing MD simulations such as 

PyContact (24), RIPMD (25) and MDAnalysis (26) (27) but they do not investigate hydrogen 

bonding in much depth. They allow analysis of basic properties of hydrogen bonds such as 

the distance and angle of the bond, along with an overall count of the number of HBs in the 

protein. However, they only scratch the surface of the information that can be gathered about 

a hydrogen bond over the time of an MD simulation. The main focus for most of these 

programs is looking at the total number of NCIs in a molecule as a whole. This cannot give a 

detailed explanation of what is happening at a specific region of a protein or even closer, a 

single hydrogen bond. This need for programs that investigate specific regions is growing as 

a better understanding of hydrogen bonds is attained.    

Recently, non-covalent interactions have been described by analysing the reduced electron 

density gradient. Programs like NCIPLOT do this already but are not optimised for 

identifying individual interactions and struggle to characterise all of the interactions in large 

protein systems due to the extreme computational resources needed. Our research group has 

been working on the answer to this problem. An in-house software package called Bonder 

(28) was developed to solve this problem, with the ability to find localised areas of 

interactions quickly, using a flood fill algorithm to construct the NCI iso-volume. This makes 

it trivial to separately analyse all individual interactions in a molecule at massively reduced 

computational cost. In this thesis, the functionality of Bonder was extended so that an 
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individual interaction could be analysed for each frame of a MD simulation trajectory to give 

a temporal lens on its strength.   

1.5 Objectives  

This thesis sets out to evaluate the strength of hydrogen bonds in some prototypical protein 

systems through a temporal lens using MD simulations. Our hypothesis is that the strength of 

a given hydrogen bond varies appreciably as a function of time due to environmental and 

structural changes within the protein. Furthermore, as MD simulations are stochastic in 

nature, we expect that different simulation trajectories should exhibit different hydrogen bond 

strength behaviour, although with sufficient sampling these should lead to the same 

timeaveraged values.   

There are two underlying premises for this research. Firstly, that different hydrogen bonds 

exhibit different strengths, even when the same atom types are involved, due to the 

orientation and surrounding environment. Secondly, that a simple geometric analysis of the 

atoms involved in a hydrogen bond is insufficient to determine its strength alone.   

This research should highlight the importance of analysing hydrogen bonds in a dynamic 

environment (as opposed to a static view of bonding). A workflow is developed so that 

similar research can be undertaken to suit any reaction or interaction involving non-covalent 

interactions, across the various disciplines of chemistry. Finally, the development of 

Hybond/Bonder will also be extended with this research, allowing similar and more extensive 

research to be conducted investigating the temporal lens of non-covalent interactions.  

We initially planned on investigating the temporal nature of hydrogen bonds using a series of 

different proteins that each exhibit a range of secondary structures. However, after we 

completed some benchmarking simulations using the APOA1 protein, it became clear that 

this approach was not ideal due to the high computational cost and the added complexity of 
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needing to deconvolute potentially competing trends. Instead, after discussion with Prof Vic 

Arcus (29), we decided to run simulations on some common protein building blocks obtained 

from the CATH database. These protein building blocks were large enough to give 

representative secondary structure environments for hydrogen bonding but at much reduced 

computational cost.    

The three protein building blocks chosen were the Rossmann Fold, which is made up of a 

mixture of beta sheets and alpha helices, the Jelly Roll, which is made up of mostly of beta 

sheets with one main alpha helix, and the Alpha-Alpha Barrel, which is made up of many 

alpha helices with a very small beta sheet off to one side. These three protein building blocks 

consist of less than 20,000 atoms (including the corresponding water box), which makes the 

computational cost more manageable. The structures can be seen in Figures 1.5.1, 1.5.2 and  

1.5.3.    

Our first protein building block is the Rossmann Fold. It is a very common structure in many 

proteins making up 20% of the known structures in the protein database. The Rossmann Fold 

is also one of the five main structural motifs that occur in proteins (30). This section of 

protein has a mixture of alpha helices and beta sheets which interchange with each link. Since 

the Rossmann fold is a well-documented and captured part of proteins it means there can be 

comparisons made to this data and follow-on research conducted. This along with the varying 

hydrogen environments going from alpha helix to beta sheet and back to alpha helix and so  
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forth, gave a good starting place for analysis and a multitude of different hydrogen bonds to 

select for in depth analysis. The structure of the Rossmann fold is shown in Figure 1.5.1.  

The second protein building block is the alpha-alpha barrel. This portion of proteins is made 

up almost entirely of alpha helices. This formation of secondary structures gives many 

environments for hydrogen bonds in the chains as well as bridging between different helices. 

This structure is shown in Figure 1.5.2. The overall construction of the protein segment is an 

array of alpha helices that are arranged from top to bottom and form in a ring shape giving a 

barrel like structure. There are amino acid chains that are classified as turns between each 

helix. These turns also have hydrogen bonding present in them to stabilise the bend formation 

of the amino acids in the turn. While the alpha-alpha barrel is less common than that of others 

such as the TIM Barrel or alpha-beta barrels it is still a good example of a barrel formation 

that occurs in many proteins. This along with only having alpha helix secondary structures  

Figure  1.5.1 :  Structure of Rossmann Fold   
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allows an analysis of whether there is some energy difference between the hydrogen bonds in 

this environment compared to the other two protein environments.  

The third, and final, protein building block is the Jelly Roll shown in Figure 1.5.3. This 

partial structure is prevalent in viruses and is the reason for many of the structures that have 

been discovered (31).  Jelly Rolls are primarily made up of eight beta sheets. These beta 

sheets are arranged in two groups of four to make up a larger sheet. There are a few alpha 

helices in the protein which help to link the sheets and the Jelly Roll to other parts of larger 

proteins. The beta sheets in the centre will hold enough environments for hydrogen bonding 

to occur and allow analysis of a purely beta aligned interaction. This allows the third type of 

environment to be studied which is beta sheet rich. There is not expected to be much 

difference in energy between these three environments and there are many other factors that 

need to be considered when comparing the results.   

Figure  1.5.2 : Structure of Alpha - alpha Barrel   
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From the selected structures (CATH domains: 1rwhA01, 1ft9B01 and 5nurE00) each NH---O 

hydrogen bond is shown in blue and each OH---O hydrogen bond shown in red (Figures 

1.5.4, 1.5.5 and 1.5.6). This shows that there were many environments per protein building 

block that the analysis could be conducted on.  

  

Figure  1.5.3 :  Structure of Jelly Roll   
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Figure  1.5.4 :  Rossmann Fold Hydrogen Bonding Environments   
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Figure 1 .5. 6 :  Jelly Roll Hydrogen Bonding Environments   

Figure 1 .5. 5 :  Alpha - Alpha Barrel  Hydrogen Bonding Environments   
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CHAPTER 2  

2.1 OVERALL WORKFLOW  

To ensure that this research can be easily applied and extended to other systems, a modular 

workflow approach was taken, consisting of three main steps:   

1. Prepare and run a molecular dynamics simulation for a given protein. We took our 

initial PDB structures from the CATH database and used NAMD for the simulations 

but any PDB file and variety of MD packages could be used.  

2. Apply Non-Covalent Interactions (NCI) theory to each frame of the MD simulation. 

As no current software has this feature set, a new programme, Hybond, was written 

that automates the use of Bonder, which is an existing package that uses NCI theory 

to analyse static structures.   

3. Analyse the NCI results for each frame of an MD simulation using some custom Java 

and R scripts.  

A detailed breakdown of each step in the workflow is shown in Figure 2.1.1.   

 

Figure 2.1.1: Overall Workflow ,  Blue  Parallelograms are Inputs , Orange Rectangles are  Processes   and Green Diamon ds are  
Decisions   
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2.1.1 Protein Preparation and MD simulations  

The .pdb files can be obtained from the CATH database. The protein can be solvated at this 

stage. Although there are multiple ways of doing this VMD was used to solvate the proteins 

in a water box for this research. Ions are added at this stage to balance out the charge within 

the system. The atoms involved in a hydrogen bond can be selected within VMD to be 

studied and Hybond will use the index (atom positions) of these atoms. It must be noted that 

after the analysis has occurred the iso-surface can also be viewed in VMD. An example of 

this is shown in Appendix 1. This feature was mainly used as a double check for any 

unwanted interactions. After solvation the .pdb and .psf file are ready, OpenBabel can be 

used to acquire the .xyz file of the subject protein. The NAMD simulation files must be 

updated with the cell origin and the cell basis vectors. This was done using the maxmin.tcl 

script. Once this is done and the topology files have been loaded the minimization simulation 

can be run. Minimization removes energy from the system and lets the molecule rest in a low 

energy state. The files that are output from the minimization step can be used as the input for 

the heating step. This puts energy back into the system by heating the molecule in steps to 

300K. This gives the molecule the correct energy to avoid any complications with energy 

inside the system. The output from the heating step is used for the equilibrium step. This step 

lets the molecule move around and find an average energy that is close to how the protein 

would be in nature. This prevents any unwanted twists or folds in the molecule that could 

force interactions to be of higher or lower energy than expected. Once equilibration is 

completed the production runs can be started. These production runs are sampled, and the 

trajectory is recorded in the format of a .dcd file. If the simulation needed to be restarted this 

would produce another .dcd file starting from where the other trajectory stopped. These were 

concatenated together using the CatDCD software (32).   

  



20  

  

2.2 Simulation Parameters  

The main parameters that needed to be considered for the simulation were the timespan and 

how often the simulation would be sampled for data. These, along with the temperature and 

the pressure of the system were the front runners for parameter consideration. Most of the 

other settings were kept at the standard or the default for the NAMD software. The choice of 

ensemble for the system was also taken into consideration.   

Simulations conducted were run for a total time of 500 ns. This length is now far from some 

of the state of the art simulation times of multiple milliseconds that started appearing the in 

the late 2000’s (33) on frameworks specifically designed for this like Anton, and took off in 

following years (34) (35) (36). However, 500 ns is a good middle range for a simulation of 

this size due to the frequency of structural changes within the molecule. Hydrogen bonds 

have been found to vibrate on the time scale of picoseconds (37).  The structural folding and 

bending of proteins have been expected to be on the time scale of microseconds to 

milliseconds (38). Running multi millisecond simulations was not feasible with the amount of 

computing power that was available during this project. The simulations that have been 

produced will show the variation in the vibration of the hydrogen while also allowing a 

smaller snapshot of the large movement of the protein overall. Longer simulations with a 

finer resolution for the step size would be ideal. However, with the computing power and 

storage accessibility, 500 ns simulations were more than reasonable. The simulations were 

run using NVT ensembles, with the required constants being the amount of substance (N), 

volume (V) and Temperature (T). NVT is required to control temperature and volume during 

the heating step, allowing the system to slowly heat to 300K. It was then decided that all the 

steps should be run using the NVT ensemble to avoid complications.   
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2.3 Hybond NCI Theory   

Bonder (28) is an in house software package that was developed to analyse non covalent 

interactions in a molecule. Bonder draws a line between two chosen atoms and checks for an 

interaction. If this is successful Bonder then activates the flood fill algorithm (39) and 

constructs an iso-surface (using supplied cut-off values) to describe the interaction found. 

This iso-surface then has specific properties analysed for each cut-off value (if 0.3 was 

selected Bonder analyses 0.1,0.2 and 0.3 for the interaction) and output to files that 

correspond to the negative, positive and total portions1 of the interaction. The negative and 

positive portions of the interaction correspond to the attractive and repulsive forces within the 

bond respectively.  

Hybond has been written to be agnostic to the software used for the underlying MD 

simulation software, provided a .dcd output can be obtained (either directly or converted from 

some other trajectory file format). Hybond takes the binary .dcd output and turns it into 

separate frames (.xyz files) so that they can be input into Bonder. The only valid inputs for 

standard Bonder operation are .wfn (wavefunction) files (where the electron density has been 

pre-computed) and .xyz files (where the electron density will be calculated in Bonder using a 

promolecular approach based solely on atom positions). Hybond also takes indices of atoms 

for calculating proximity, distance, and angle. Hybond then acts as a wrapper for Bonder 

setting up the inputs that are normally needed for running Bonder. This allows a smooth 

analysis to occur for a complete simulation which extends the functionality of NCI analysis 

which up until this point, was limited to static structures. Hybond also calculates the distance 

and angle of the interaction using Euclidean Distance (40) mathematics and the arccos (41) 

rule respectively. It also uses a quick search of the surrounding atoms and records if they are  

 
1 The total output file is only made when both the positive and negative output files exist. Bonder given the 

right situation might only output the negative portion of the interaction as no positive portion was detected.  
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within a 5 Å range of the atoms that are involved in the interaction. Hybond has retained the 

standard output from the Bonder program and this results in many files being produced, 

roughly five times the amount of frames. This information is then processed using other 

programs and scripts to clean and graph the data.  

2.4 Processing of NCI Results  

The java program FrameAppender takes the output from each Bonder call that Hybond 

makes. For this analysis only the negative portion of the files was taken since Bonder was 

consistently outputting the negative portion of the interaction. This is done by setting a flag in 

the program arguments. The java program takes these files and separates the RDG cut-off 

values and the data associated with them from each file. For the analysis conducted in this 

thesis it produces separate files with all the information for the 0.1, 0.2 and 0.3 cut-off values 

as 0.3 was selected as the cut-off for each Bonder call that Hybond made. These are again 

output as .csv files so they can be easily modified and loaded into the R script in Rstudio.  

The processed file along with the interaction distance and angle files are loaded into the R 

script and put in the same data frame. A type is added so that the R script can differentiate 

between different simulations or interactions. The last data column that is added to the data 

frame is the index/timestamp of each frame. Larger data frames are now constructed that 

either consist of the same interaction across all three simulations or all the interactions of one 

simulation. These are the data frames that are then graphed. Any averaging that occurred 

while making the graphs was a simple moving average and is explained as part of the results 

in Chapter 3.3 where an analysis of different averaging methods was conducted. Graphs were 

constructed that looked at a single interaction and others were made to compare two or more 

interactions. Later in the thesis, graphs were made where two well characterised interactions 

were taken, and the data cleaned so that the large majority of points lay within the trend.  
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Lines were then fitted to these trends to see what relationships there were in the data. This is 

further explained in Chapter 4.2.  

2.5 Initial Testing to get a Representative Sample of Interactions  

We applied the workflow outlined in section 2.1 to the three protein building blocks 

discussed in section 1.6. As each protein contains a very large number of hydrogen bonds, 

there were several factors that needed to be considered when picking the bonds for analysis. 

This was to ensure that the chosen interactions would give a viable, overall result that showed 

how the interactions behave in the protein over a temporal space. The first factor was 

identifying interactions using VMD that existed at both the start and the end of the simulation  

i.e. a simple visual inspection of whether the initial and final geometries were likely to 

accommodate a hydrogen bond. For each protein building block interactions one and two 

were picked from the start of the simulation whereas interactions three and four were picked 

from the end. This avoids having interactions that are only present during that specific folding 

motif of the molecule.   

Later once some of the data had been analysed, we realised that one of the selected hydrogen 

bonds involved an NH3 donor group. This meant that the hydrogen that was involved in the 

interaction was one of three equivalent hydrogens that, interchange during the MD 

simulation. As Hybond was originally written to analyse and track only one of these 

hydrogen atoms, when they switch places, Hybond was no longer analysing the interaction 

between the closest hydrogen to the acceptor group. The code for Hybond was modified to 

take into account if there is more than one hydrogen in a given interaction environment that 

could be involved in the hydrogen bond. This was done by calculating the distance of each 

hydrogen to the electronegative acceptor atom and taking the one with the shortest distance as 

the hydrogen that is participating in the interaction. This was later modified to take into  
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account environments with 2 oxygen atoms as these can behave in the same manner.  

  

CHAPTER 3  

3.1 Data Outcome and Validity  

The outcome of the Hybond analysis depends on the environment of the interaction. There 

are 3 different outcomes that can be observed from the analysis on each frame. These are 

listed below.  

• Discrete Interaction  

A discrete interaction is where the iso-surface that was constructed is well 

defined. This results in little interference from nearby interactions and atoms. 

Analysis continues as normal on these interactions and a valid set of data is obtained 

in the form of .csv files. As explained in chapter 2.3, the files that are output can be of 

positive and/or negative portions of the interaction. This produces data that can then 

be graphed to compare the strength of the interaction.  

• Non-Discrete Interaction  

• A non-discrete interaction is where the iso-surface of an interaction has grown too 

large, exceeding the threshold volume of 5 Å3. This occurs when Hybond attempts to 

capture the target interaction but includes nearby interactions. The influence of nearby 

interactions results in an unrepresentative value of the positive and negative portions 

(and therefore total energy) of the target interaction. N/A is inserted into the files, 

instead of the influenced values from the analysis. This was done for ease of 

producing graphs since R has built-in functions handle an N/A parameter. It must be  
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noted that N/A does not describe the real nature of this interaction and is handled 

differently in Chapter 4.2. The energy of the target interaction is undefinable under 

these circumstances.   

• No Interaction  

A no interaction outcome from the analysis of the frame is straight forward. This 

occurs when Bonder tests for interactions, along the line that is drawn between the 

atoms involved, and is unsuccessful resulting in no output files. Bonder then moves 

onto the next frame. In this case the post processing of the data fills in these points as 

0’s.  

3.2 RDG Testing to Determine Cut-Off Value  

3.2.1 Initial Testing of RDG Cut-Off  

To determine the most appropriate RDG cut-off value to be used, one of the hydrogen bonds 

in the Rossmann Fold building block protein was systematically investigated. There are three 

main factors that were used to determine whether a certain cut-off value is suitable or not. 

These factors are the number of frames that are terminated due to large volumes, the runtime 

of the program, and the number of points that are analysed inside the iso-surface of the 

interaction.  The cut-off value greatly affects these three parameters as with a larger volume 

to define the interaction there is more chance of other interactions being caught in the same 

volume, which results in a terminated frame. Having other interactions inside of the 

isosurface means that all the integrated properties will not be representative of just the one 

hydrogen bond interaction that we are primarily interested in. A larger cut-off also will affect 

the number of points that are being analysed in the iso-surface, which effects the numerical 

accuracy of the integrated properties of the interaction. With the increase in number of points 

there is also an increase in the runtime, as more analysis needs to be conducted by Bonder.  
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The results from this preliminary test are shown in Table 3.2.1 and an overview of the 

runtimes and points per frame are shown in Figures 3.2.1 and 3.2.2.  

Table 3.2.1: All RDG Cut-off Values Tested on One Interaction  

RDG Cut-off 

Value  

Terminated 

Frames  

Percentage of 

Valid Frames  

Total Time 

(Minutes)  

Average Number  

of Points2  

0.1  29  97.1%  14.1  39  

0.2  8  99.2%  29.6  350  

0.3  9  99.1%  94.1  1760  

0.4  62  93.8%  288.4  5806  

0.5  562  43.8%  513.3  10287  

  

Over the range of the cut-off values there are multiple trends. The first observed is the 

number of terminated frames that were output from the Hybond analysis. Apart from the 

higher starting number at 0.1 the general trend is that as the cut-off value increases, so does 

the number of terminated frames. This is likely due to the interaction being missed by the 

small threshold applied to the iso-surface. The next trend observed is that there is an increase 

in runtime as the cut-off value increases. This trend is also reflected in the average number of 

points that are present in the iso-surface. It may seem that Bonder is getting more efficient 

from the increasing RDG, however this is not the case as it is known that runtime is linear 

with the number of points present in the iso-surface. This increased “efficiency” is due to the 

frames that have 0 points not being counted in the average, as this would give a skewed 

number compared to the amount of points that are in each frame. Bonder spends very little 

 
2 Per frame with terminated frames excluded  
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time to determine if a frame is to be dropped. So as the terminated frames increase it falsely 

appears that the efficiency increases.  In Appendix 2 the runtime is plotted against number of  

  
points, as the number of points becomes less consistent so do the runtimes. From these initial 

trends, it appears that 0.2 - 0.3 is the ideal cut-off value for these proteins where few frames 

are dropped and the runtime is very short in comparison to the larger cut-off values. The 

cutoff value of 0.2 is suitable to use as there is low runtimes and a decent number of points in 

the iso-surface to provide numerical stability. However, if the number of points dropped 

much lower a higher cut-off such as 0.3 would need to be used to provide the stability and 

ensure that the integrated properties are properly converged. If very accurate results are 

desired the cut-off could be increased further to 0.4 however there is a trade off with starting 

to drop more and more frames, and many more runs may need to be completed to acquire the 

same number of valid frames.  

In Figure 3.2.1 the runtimes of each cut-off value are shown. It is clear that as the cut-off 

increases the runtime increases and also the consistency of the runtime deteriorates. This 

trend is also seen in Figure 3.2.2 which shows the number of points in the iso-surface for 

each frame of the simulation. The red and green bands being 0.1 and 0.2 respectively show 

very consistent results with little deviation. There are small deviations when the cut-off is 

increased to 0.3 this can be seen where there are blue points that sit above the band. When the 

cut-off is increased further to 0.4 and 0.5 the band disappears, and the deviations become the 

majority of the points. This deterioration shows where some iso-surfaces are much larger and 

have more points in them, ultimately resulting in dropped frames when these become too 

large. From these results it shows that the higher cut-off values are less consistent and the 

threshold is around a cut-off value of 0.3.   
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Figure 3.2.2:  Comparison of Runtimes using Differing RDG Cut - off Values   

Figure 3.2.1: Comparison of Number of Points in each RDG cut - off value   
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3.2.2 Further Testing of RDG Cut-off Values  

RDG values of 0.5 and 0.3 were selected for further testing as these have been used 

frequently to create iso-surfaces in previous works of smaller molecules (42) (43). These 

values were used on all four interactions in the Rossmann Fold building block, the results are 

shown in Table 3.2.2. It is clear from these tests that using a 0.5 cut-off to create the 

isosurface to describe the interaction was too large. This is most likely due to the protein 

structures being compact and within close proximity of each other. Along with many forces 

and interactions occurring in the molecule it is not unlikely that another electronegative atom 

could interfere with the hydrogen bonding interaction being analysed. Proteins are also 

dynamic in nature, and it is expected that the interaction environment would be changing over 

the period of the simulation. Comparing the data provided in Table 3.2.2, it is clear that all 

interactions saw an increase of valid frames when running at 0.3. While Bond 1 was 

characterised well with a 0.5 cut-off, we needed a general approach that is expected to work 

for most cases.  

Table 3.2.2: RDG Testing of Rossmann Fold Interactions  

RDG Value  Interaction  Terminated Frames  Percentage of Valid  

Frames  

0.5  Bond 1  14  98.6%  

0.5  Bond 2  562  43.8%  

0.5  Bond 3  471  52.9%  

0.5  Bond 4  762  23.8%  

0.3  Bond 1  0  100%  

0.3  Bond 2  9  99.1%  

0.3  Bond 3  1  99.9%  

0.3  Bond 4  14  98.6%  
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3.3 Testing of Different Averaging Methods  

In general, the data gathered from Hybond for these simulations was noisy and hard to 

interpret, principally because MD simulations are stochastic in nature. An averaging method 

was needed to start to compare any potential trends in the data. There are many ways to 

average this kind of data, but it was decided that a moving average would be suitable as the 

data sets are tracked over time. Moving averages are commonly used for tracking changes in 

stock markets and time data series (44). A comparison using five different moving average 

approaches was conducted. These approaches are outlined below:  

- SMA – Simple Moving Average  

• A simple moving average is a rolling mean that has a defined period.   

- EMA – Exponential Moving Average  

• Exponential moving averages use an exponentially weighted mean that gives 

more weight to the most recent observations.  

- WMA – Weighted Moving Average  

• Weighted moving averages use a set of pre-determined weights to apply to the 

average.  

- DEMA – Double Exponential Moving Average  

• Double exponential moving average is an extension on EMA and uses and 

additional volume set to apply to the averaged data.  

- ZLEMA – Zero-Lag Exponential Moving Average  

• Zero-lag exponential moving averages use the standard EMA approach but has 

much less sensitivity overall with a focus on very recent observations.   

All five methods were tested on a bond from each protein using the same values for each 

parameter that the methods required. The area under each average was calculated using Area 
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Under the Curve (AUC). This parameter was used to determine how similar the methods are 

and if they do differ, in what ways do they affect the outcome of the results. Table 3.3.1 

shows the results of these tests.  

Table 3.3.1: Moving Average Tests of an Interaction in each Protein  

Method  Rossmann Fold  Alpha-Alpha Barrel  Jelly Roll  

SMA  2.694 a.u.  0.926 a.u.  0.709 a.u.  

WMA  2.694 a.u.  0.923 a.u.  0.708 a.u.  

EMA  2.691 a.u.  0.962 a.u.  0.719 a.u.  

DEMA  2.673 a.u.  0.857 a.u.  0.691 a.u.  

ZLEMA  2.698 a.u.  0.922 a.u.  0.700 a.u.  

  

From the results there is only one difference which is in the DEMA. This is only a small 

difference however with the Rossmann fold bond only having 0.77% average difference in 

the values of the other methods compared to DEMA. The Alpha-Alpha Barrel results were a 

bit larger with an average difference of 8.1% but fell back down in the Jelly Roll results with 

a difference of 2.5%. Overall, these differences do not have much impact to the overall 

conclusion of the data. This can be seen in Figure 3.3.1, where each averaging method 

overlaps each other except for the ZLEMA (purple) method being more sensitive to spikes in 

the data. The ZLEMA has a higher sensitivity to changes within the raw data, thus this 

method didn’t show the general trends that the other methods did. Since all the methods were 

similar in the AUC calculation, and applying Occam’s razor, we decided to use the SMA in 

the rest of this thesis.  
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Figure   3.3.1:   Full Averaging method comparison of a Rossmann Fold Bond (Top) and a zoomed in portion of frames 100 - 200   
of the same Rossmann Fold Bond (Bottom).   
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3.4 Equivalent Atom Correction  

For some hydrogen bonds, multiple effectively equivalent atoms can participate, which will 

alternate throughout a simulation. For example, if the donor hydrogen is part of an NH2 

group, this can swap between the two hydrogen atoms as the system vibrates. This is 

particularly problematic for acidic side chains and basic side chains, where under 

physiological conditions, there are two equal oxygen atoms in a COO- carboxylate group and 

three equal hydrogens atoms in an NH3
+ group. These equivalent atom environments should 

have been anticipated and were accounted for in Chapter 2.5. After analysing interactions in 

the Alpha-Alpha Barrel and Jelly Roll proteins there was a distinct pattern observed in the 

bond angle vs distance relationship relating to these complicated environments. This 

relationship is shown in Figure 3.4.1 and is highlighted as the blue points and a typical 

interaction in black. Since the data is spread so much it is hard to tell what is going on. At a  

 
Figure  3.4. 1 :  Distance Vs Angle Relationship Highlighting Anomaly  Interaction (Blue)   
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first glance this looks like a large folding motion of the protein. However, after closer 

inspection there are multiple clusters of points in this graph, each belonging to a different 

atom involved in the hydrogen bond. This is due to an NH3 group present at the terminus of 

one of the amino acid chains and results in three hydrogen atoms that are in an equivalent 

environment. Since these hydrogens belong in an equivalent environment to each other they 

can switch positions relatively freely, as this doesn’t change the energy within the 

neighbouring chains significantly. This is a major problem as Hybond takes an index 

(position number) from VMD to select the hydrogen involved in the interaction, and if this 

hydrogen can switch freely the program will be using the wrong hydrogen for characterising 

the interaction. Therefore, the Hybond output appeared to contain very tight angles at shorter 

distances because as the hydrogen swaps to a position behind the nitrogen the angle 

calculation becomes invalid. This situation is shown in Figure 3.4.2, where the correct angle 

for the interaction is calculated on the left and the incorrect angle is calculated on the right. 

This obstacle was originally thought to be simple to overcome by just inserting the other 

hydrogen atom indices with the other parameters and checking for the hydrogen that was the 

shortest distance to the electronegative atom (Oxygen). While this approach did correct some 

of these points, any larger structural folding that affects the interaction remained 

uncharacterised. This correction can be seen to make a major difference when comparing the 

old distance and angles with the corrected ones (Appendix 3). Comparing the two, there are  

 
Figure   3.4. 2 :  Angle Calculation Changing Due to  Equivalent   Hydrogen Environments   
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now very few points that have an angle of less than 100 degrees and only two clusters can be 

observed. The difference in the energies is not so impactful, however, with only very slight 

variations occurring which can be seen in Appendix 4.  To understand exactly what is 

happening in this interaction, the iso-surface of the interaction must be visualised, which is 

shown in Figure 3.4.3. From observing this iso-surface, it is clear why this bond is 

troublesome, as both the NH3
+ donor group and the COO- group have interchangeable atoms 

that can form a hydrogen bond. Hence there are 6 possible atom pairs that are effectively 

equivalent. This issue was fixed by a further modification of the Hybond code to allow for a 

second oxygen to be defined so that a distance check can be performed across all the potential 

atom pairs. This ensures that the closest distance between the three hydrogens and the two 

oxygens present to be selected as the atoms involved in the interaction. The results of this 

final correction are shown in Figure 3.4.4. This final correction   

 
has consolidated all the concentrated clusters of points into one. Having only one cluster of 

points means that most of the interactions are in roughly the same geometrical environment. 

Figure  3.4. 3 :  VMD Visualisation of the Iso - surface (HB3 Alpha - Alpha  
Barrel) that Bonder Produces   
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It is worth noting that the remaining cloud of points at larger distances still exists due to the 

larger protein folding/unfolding motions of the protein chains that separate the atoms 

involved in the interaction. Little change was observed in the energy graph, this is shown in 

Appendix 5  

  

 

  

  

  
  

Figure 3.4.4: Comparison of Original (Blue), NH3 Corrected (Grey) and Both NH3 and O2 Corrected (red) Distanc es and  
Angles   
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CHAPTER 4  

4.1 Variation in Hydrogen Bond Strength  

In the previous chapters, we established the appropriate choices for the RDG cut-off value, 

averaging approach, and ensuring the right atoms are always selected for analysis with 

Hybond. This chapter will focus on the aims from the main hypothesis i.e. that hydrogen 

bonding strength varies appreciably in proteins and over the course of different MD 

simulations. This aim can be answered by exploring three questions, do the HBs change 

throughout the simulation? Do the HBs change between different simulations? And, how do 

different HB compare within the same protein building block? Four hydrogen bonding 

environments were analysed from each protein building block. These were also done in 

triplicate using a random seed to determine if there will be variation in the interaction 

between different, equally valid, simulation runs. There are many different integrated 

properties that can be considered for each interaction, including kinetic energy density, 

potential energy density, total energy density, electron localisation function and RHO 

difference. It has been found that looking at the kinetic energy density is a good descriptor 

(45) of the strength of a hydrogen bond and will be the focus of analysis throughout this 

chapter and chapter 5. All simulations of a given protein were started from the same 

equilibration point. The results from each protein building block will be discussed separately 

below.   

4.1.1 Rossmann Fold Interactions  

The Rossmann Fold building block had four interactions analysed through Hybond, which we 

denote HB1-HB4. Figure 4.1.1 shows the interactions’ average kinetic energy density over  
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the length of the simulation over all three of the MD simulations. HB1 was not well 

characterised with the Hybond program, as many points were dropped due to either no 

interaction being present or the volume of the interaction encompassing more than just the 

single isolation HB interaction. In each of the three simulation runs, there are slight 

indications that there is an interaction present for a short amount of time early on. This 

interaction is vastly different to HB2-HB4 and shows that depending on where an interaction 

is in the structure, it can lead to very different outcomes. In contrast with HB1, we find that 

HB2 is a well characterised bond and is present in every run that was conducted. This 

integrated kinetic energy of this bond fluctuates between 0.002-0.004 a.u., with the main 

difference between the three simulation runs being where the random peaks and troughs are. 

HB3 is also very similar to HB2 in that it sits in the same energy range, and again, the main 

difference is at what time the various peaks and troughs lie in each simulation. The offset of 

the peaks and troughs could be the same or similar folding motions/vibrations of the 

Figure 4.1. 1 :  Simple Moving Average of Kinetic Energy Vs Time in Rossmann Fold Protein   
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interaction, just occurring either later or earlier in the simulation. This difficult to verify in 

VMD as the simulation sampling rate is too large to make a sound comparison from frame to 

frame. In contrast with the other hydrogen bond interactions, HB4 has a much larger range of 

energies and fluctuates throughout the simulations. From the second production run, the 

interaction is present up until approx. frame 900 (450ns), after which the interaction is no 

longer characterised. This is a prime example of why these types of interactions should be 

characterised over the course of the simulation and not just using one optimised structure. 

Portions of this interaction are comparable to HB2 and HB3, with the major difference being 

the regions of higher energy that the bond adopts. These higher regions of energy could arise 

from a multitude of reasons, including fluctuations in bond energies throughout the protein 

and could be the reason for these large peaks observed. These peaks could also be due to 

folding and minor structural changes allowing the atoms to be in a more desirable 

arrangement, which results in a stronger interaction.  

 
Figure 4.1.2: Simple Moving Average of Potential Energy Vs Time in Rossmann Fold Protein   
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The integrated potential energy comparison (Figure 4.1.2) for this protein is very similar to 

the integrated kinetic energy comparison, with the same overall trends albeit with the sign of 

the values inverted.   

The total energy of the interactions, which is the sum of the kinetic and potential energies, 

holds some more interesting trends. From the graphs shown in Figure 4.1.3, we can start to 

see the overall nature of some of the interactions. In HB1, we see the similar trend of the 

interaction only existing in the first part of each simulation. We start to see more interesting 

variation in HB2. In the first production, the interaction is mostly negative (attractive) with 

only 5 peaks reaching past into a positive interaction (repulsive). As we move onto the next 

two simulations there is many more peaks in HB2 that reside in the positive region. HB3 

becomes the interaction that is relatively similar between all the simulations, just with 

varying peaks and troughs. HB4 provides more information as we start to see a trend occur in 

the data with more regular peaks and troughs. This is most likely due to random sampling of  



42  

  

 
the positions of the atoms and bonds involved in the interaction, which vibrate at a frequency 

much faster than the sampling rate   

Moving on from energies of the interactions, there are other properties that allow us to see 

how these bonds change over time and throughout each simulation, once again showing the 

need for temporal analysis. In Figure 4.1.4, we show how the distance and angle of HB1-HB4 

vary for each structure in the simulations. Using these geometric parameters, we can start to 

see some variation in the interactions that were not well characterised by Hybond. HB1 

(orange) has quite a different distribution of both bond angle and bond distance, compared 

with HB2-HB4. For clarity, we define the hydrogen bond distance between the donor 

hydrogen atom and the acceptor electronegative atom. In the first and second simulation, 

there is a cluster of points spanning the 7-8 Å range with a spread of points either side 

ranging from approx. 4 to 10 Å. In the third simulation this spread has dissipated and there is 

Figure 4.1. 3 :  Simple Moving Average in Rossmann Fold Production Runs   
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only a small number of points that are not in the cloud of points that reside around 7-8 Å. The 

points that  

 
reside outside the average also show trends that give vital information about the interaction. 

Such as when the bond distance increases the bond angle sits in the lower portion at 40-80 

degrees and is consistent with no other points moving out of this range. This could be another 

slightly favoured environment in terms of energy within the protein, which is why this 

specific cloud of points appears. The observed variation in the geometric parameters validates 

why Hybond does not detect a hydrogen bond for HB1 during most of the simulation runs. 

We see less variation with HB2 and HB3, with most of the bond angles and distances sitting 

at approx. 120-180 degrees and 1.8 to 2.5 Å. There is also a slight anomaly for HB4, where in 

the second production run there are points that almost reach a bond distance of 12 Å and 

some of the smallest angles at approx. 50 degrees. This is due to a large movement in two of 

the secondary structures in the Rossmann Fold. Visual inspection of the protein in VMD 

Figure  4.1.4 :  Distance Vs Angle in Rossmann Fold Simulations   
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shows that at the end of the second production simulation the interaction that is acting as a 

bridge between a beta sheet and a 3-10 helix was split as the structure of the protein changed.  

4.1.2 Alpha-Alpha Barrel Interactions  

The same analysis was conducted for the Alpha-Alpha Barrel by looking at four different HB 

interactions in each of the three simulation runs. The kinetic energy graphs for these can be 

seen in Figure 4.1.5. HB1 fluctuates heavily between each simulation and is present 

approximately 75% of the time in the first simulation, near to 0% in the second and 

approximately 50% in the third. This interaction is far from stable throughout each simulation 

and displays a large variation. As such, a much longer time frame is necessary to be confident 

as to how frequently the interaction is present. The nature of how often this interaction drops 

in and out is interesting. In the first simulation, the bond dropped for a short amount of time 

and was picked back up later in the simulation. On inspection of the trajectory in VMD, we 

found that this is due to a short folding of the protein chain that then settled back into a 

position that favoured the interaction. For the second simulation, the interaction drops in and  
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out constantly indicating that the protein chains that hold the atoms involved in the interaction 

are folding in and out of the viable interaction range at a regular interval and suggests that 

this simulation is less settled than in the first trajectory. The third simulation provides yet 

another scenario where the protein chain is conducive to forming a hydrogen bond in the first 

half of the simulation, but in the second half of the simulation, the interaction disappears 

completely. This is due to the larger structural change in the protein as the interaction does 

not appear again in the simulation. HB2 has slight variations between the simulations in 

terms of the fluctuation in energy. The first simulation has much less variation in interaction 

energy whereas the second and third simulations show much larger energies, along with 

fluctuations in these values. This is happening in the second simulation at roughly regular 

intervals and could be a product of compound vibrations of the atoms around and inside the 

interaction. HB3 is the problematic interaction described in section 3.4 that has both an NH3
+ 

and a COO- environment. While the results shown for this interaction have had the necessary 

Figure   4.1.5 :  Kinetic Energy Vs  Time   in Alpha - Alpha Barrel Simulations   
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corrections applied to it, there is a folding motion that happens through all three simulations 

which results in the interaction being largely uncharacterizable. In contrast, HB4 is generally 

well-characterised, appearing throughout simulation run 1 and in the first half of simulation 

run 2. A quirk can be seen in simulation run 3, where the end of the interaction appears to 

level out to a non-zero value. However, this is just a result of the averaging method, whereby 

the last defined value was non-zero and all subsequent frames in the simulation were 

undefined due to interaction volume exceeding the maximum threshold. This indicates that 

there is an interaction present, but that it is non-discrete, likely involving several other atoms. 

As the potential and total energy comparisons for these simulations show roughly the same 

trends and do not offer any further valuable information on the interaction, these can be found 

in Appendix 6 and 7 respectively.   

Looking at the distance vs angle graph (Figure 4.1.6) of the Alpha-Alpha Barrel gives some 

insight into the variations seen in the energies of the interactions. HB1 shows some large 

variation with tight groups of points, which resemble environments where the protein is 

energetically satisfied and can remain stable. This supports the theory that the energy in the 

molecule, that resides in these interactions, can be spread around different points of the 

molecule at any one time. This could either weaken or strengthen certain interactions within 

the protein. HB2 shows different interaction environments due to the different hydrogens 

present in an NH2 group. Both hydrogens are involved in the interaction for the majority of 

simulation. Throughout the simulation, these hydrogens switch because they are in equivalent 

environments. HB3 and HB4 show a cloud of points where the geometric properties of the  

HB interaction are favourable (close to 180 degrees and a distance of approx. 1.5 to 2.5 Å). 

This is accompanied by large clouds of points that are scattered over the whole range of 

distances, with HB4 only having a separate cluster in simulation two. This is due to a change 

in conformer and is responsible for the dropped frames for HB4.  



47  

  

  

 

4.1.3 Jelly Roll Interactions  

Of the 4 interactions that were analysed for the Jelly Roll building block, there were only two 

interactions that were well characterised. This can be quickly deciphered by looking at the 

kinetic energy graph shown in Figure 4.1.7, particularly the second and third simulations. 

Grouping these interactions, HB1 and HB3 share similar interaction characteristics being 

weakly present in simulation one and present approximately 1% of the time for simulations 

two and three. These interactions were affected greatly by the structural changes in the 

simulations which can be seen in VMD as well as angle and distance data. The distance vs 

angle data of HB1 and HB3 is shown by the orange and blue points respectively in Figure 

4.1.8. The weak interactions in simulation one are also backed up by the results shown in the 

distance vs angle graph. The HB1 interaction has points that are closer to the general trends 

of “normal” HB interactions. Since these points are on the edge of where HB interactions are 

Figure  4.1.6 :  Distance Vs Angle in Alpha - Alpha Barrel Simulations   
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expected we would expect there to be dropped frames along with correctly characterised 

interactions. This is observed in the kinetic energy of the interaction with many flat peaks 

which indicate there is no change in the average kinetic energy and these regions are due to 

dropped frames. HB3 shows reasonable distance values, but the vertical spread of the points 

indicates the angles of the interaction are too low. This is a limiting factor that could stop the 

interaction from being characterised properly. When grouping interactions HB2 and HB4, it 

can be seen that on average, HB2 has double the energy of HB4 although they are both well 

characterised. The distances, and angles, of these interactions are consistent and mostly sit 

with the ranges of 1100 – 1800 and 1.7 Å -3.0 Å. This is a good demonstration of how some 

interactions can exhibit similar structural characteristics while differing in strength.   

 The other energy comparisons for the Jelly Roll simulations are in Appendix 8 and 9.  
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Figure   4.1.8 :  Distance Vs Angle for the Jelly Roll Simulations   

Figure   4.1.7 :  Kinetic Energy Vs  Time   in Jelly Roll Simulations   
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4.2 How Should Bond Strength be Averaged?   

This project provided a very large quantity of data that spans 500 ns for each, equally valid, 

stochastic simulation. For each frame of each simulation, there are three types of output: a 

non-zero data point from a successful characterisation, a “0” from not finding an interaction 

and an “N/A” from finding a non-discrete interaction that includes one or more secondary 

interactions along with it. This raises an interesting problem when deciding the best way to 

average the data since different approaches yield vastly different outcomes.   

The first problem is in the case of no interaction being found for a given frame. If the dropped 

frames are included in the average, this will drag the average energy of the interaction down 

and depending on the amount of dropped frames this change could be significant. To include 

or exclude the dropped frames in the average would depend heavily on what the average was 

being used to determine. If there was only a need to know how strong the interaction is when 

it exists, then the dropped frames could easily be forgotten for this averaged value. On the 

other hand, there is the case where one might want to know the average energy of the 

interaction area over the entire simulation to determine whether this fluctuation is seen in 

other places in the protein.   

The second problem with averaging the data is the “N/A” values, since these interactions 

involve a non-discrete HB that includes other secondary interactions as well. In this case the 

strength of the interaction is not 0 but the exact value is undefined. One option is to average 

these values based on the frames either side of it, then average those values for the whole 

interaction. This can either over or underestimate the strength of the interaction. Another 

option includes ignoring the “N/A” frames. Ignoring a frame from the data simply reduces the 

amount of data in the average calculation resulting in less numerical stability. From these 

considerations, four averaging methods were developed to allow the average strength of the 
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interaction to be calculated, depending on why the interaction was being investigated in the 

first place:  

1. Dropped frames are ignored and N/A data is approximated based on near 

observations.  

2. Dropped frames and N/A values are both ignored leaving just valid points.  

3. Dropped frames are included and N/A data is approximated.    

4. Dropped frames are included and the N/A values are ignored.  

 The averaged data obtained with these four methods is shown in Tables 4.2.1, 4.2.2 and  

4.2.3.  

Table 1.2.1: Integrated Kinetic Energy Density (a.u.) for Attractive Component using 0.3 RDG  

Cut-off Applying Averaging Methods for Rossmann Fold Building Block  

Rossmann Fold  

Simulation  

  

Interaction  

  

Method 1  

  

Method 2  

  

Method 3  

  

Method 4  

1  1  0.003184  0.003319  0.00005413  0.00005316  

1  2  0.002738  0.002742  0.00272100  0.00272600  

1  3  0.003182  0.003178  0.00317900  0.00317500  

1  4  0.003446  0.003427  0.00340100  0.00338200  

2  1  0.003913  0.003990  0.00017610  0.00017560  

2  2  0.002544  0.002542  0.00251600  0.00251400  

2  3  0.003270  0.003270  0.00327000  0.00327000  

2  4  0.003487  0.003490  0.00306900  0.00306900  

3  1  0.007302  0.007302  0.00010220  0.00010220  

3  2  0.002620  0.002611  0.00260700  0.00259800  
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3  3  0.003151  0.003151  0.00315100  0.00315100  

 

  

Table 4.2.2: Integrated Kinetic Energy Density (a.u.) for Attractive Component using 0.3 RDG 

Cut-off Applying Averaging Methods for Alpha-Alpha Barrel Building Block  

Alpha-Alpha Barrel  

Simulation  

  

Interaction  

  

Method 1  

  

Method 2  

  

Method 3  

  

Method 4  

1  1  0.003777  0.003786  0.0024700  0.00246800  

1  2  0.007971  0.007971  0.0024150  0.00241500  

1  3  0.007077  0.007077  0.0015850  0.00158700  

1  4  0.003782  0.003785  0.0031610  0.00316100  

2  1  0.002462  0.002464  0.0003669  0.00036360  

2  2  0.006399  0.006399  0.0033850  0.00338200  

2  3  0.007931  0.007931  0.0004124  0.00004124  

2  4  0.002876  0.002876  0.0007190  0.00071100  

3  1  0.004013  0.003998  0.0016970  0.00167400  

3  2  0.007917  0.007928  0.0023430  0.00243100  

3  3  0.007494  0.007498  0.0009967  0.00099170  

3  4  0.002748  0.002808  0.0019600  0.00250400  

  

    

Table 4.2.3: Integrated Kinetic Energy Density (a.u.) for Attractive Component using 0.3 RDG 

Cut-off Applying Averaging Methods for Jelly Roll Building Block  

3   4   0.003538   0.003533   0.003535   0.00353   
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Jelly Roll 

Simulation  

  

Interaction  

  

Method 1  

  

Method 2  

  

Method 3  

  

Method 4  

1  1  0.003401  0.003432  0.000721  0.0007120  

1  2  0.003770  0.003767  0.003766  0.0037630  

1  3  0.002473  0.002473  0.000475  0.0004749  

1  4  0.002255  0.002255  0.002224  0.0022240  

2  1  0.002914  0.002914  0.000087  0.0000874  

2  2  0.003774  0.003765  0.003687  0.0036770  

2  3  0  0  0  0  

2  4  0.002207  0.002209  0.00139200  0.00139300  

3  1  0.001849  0.001849  0.00001294  0.00001294  

3  2  0.003966  0.003967  0.00394200  0.00394300  

3  3  0.002023  0.002023  0.00002428  0.00002428  

3  4  0.002261  0.002263  0.00225200  0.00225400  

  

Comparing these interactions with the four different averaging methods shows how either 

keeping or leaving the dropped frames affects the calculated average strength of the 

interaction. The general trend is when dropped frames are ignored, the strength of these 

interactions increases. The well-characterised interactions see very little change in the 

average value obtained with the different methods, primarily because there are very few 0 or 

N/A values. The difference between Method 1 and 2 is small in most interactions due to there 

being minimal frames having N/A values. This is also observed in Methods 3 and 4. The 

higher RDG cut-off values yielded a larger portion of N/A values which has a larger effect on 
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the averages. Methods 3 and 4 give the interaction strength over the complete interaction and 

Methods 1 and 2 give the strength of the interaction when it exists within the protein.   

Taking specific interactions3, we can start to see how much the averaging of the results 

changes the strength of the interaction over the simulation. Starting with the Alpha-Alpha 

Barrel simulations (Table 4.2.2), simulation two shows two distinct average kinetic energy 

densities across the four averaging methods.   

Starting with interaction 2, the trace of the kinetic energy on the graph (Figure 4.1.5) has 

large fluctuations due to dropped frames occurring regularly but not consecutively. The 

average kinetic energy density observed in Methods 1 and 2 is 0.006399 a.u. and an average 

of 0.003383 in Methods 3 and 4. The averaged energy, including the 0’s of the dropped 

frames for Methods 3 and 4, is almost 50% of the energy when these frames are ignored for 

Methods 1 and 2. This is similar to simulation 2,  interaction 4 however the trace (Figure 

4.1.5) shows that the interaction does not exist for the later portion of the simulation. The 

energy difference here is also larger as ignoring the dropped frames from the averaged kinetic 

energy gives a value that is approx. 4 times larger. This difference in energy is quite large and 

both values can be useful depending on how the energy of the interaction is being considered. 

This factor demonstrates another hurdle in trying to come up with a general method to 

describe the strength of an interaction over time.  

Simulation 3, interaction 4 for Alpha-Alpha Barrel (Table 4.2.2) shows how the proportion of 

N/A values influences the average energy value. This influence is the result of the output 

variation of Hybond as described in Chapter 3.1 and can be seen from ~380 ns of the 

simulation in Figure 4.1.5. The average energy levels off as the interaction becomes 

undefinable i.e. Hybond is characterising the interactions as non-discrete. If you only  

 
3 Interactions in question are bolded in the tables for ease of finding.  
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consider times when the hydrogen bond is present (Methods 1 and 2), then the average energy 

value ranges from 0.002748 – 0.002808 a.u. Conversely, considering the hydrogen bond over 

the entire simulation gives an average energy value range of 0.00196 – 0.002504  

a.u. This range is smaller than those of simulation 2, interaction 2 and 4 and demonstrates 

why multiple averaging methods need to be considered.   

For the Jelly Roll protein, interaction 4 is being analysed over the three simulations. The 

average energy values for interaction 4, simulations 1, 2 and 3 are very similar using Method  

1 and 2. The values range from 0.002207 a.u. in simulation 2 to 0.002263 a.u. in simulation 3, 

with a deviation in interaction 2 for Methods 3 and 4 (observed in Figure 4.1.7). This shows 

that for well characterised interactions, the averaging methods are similar enough to be 

confident in saying that when the interaction exists it will be of a certain strength.  

  

  

  

  

    

CHAPTER 5   

5.1 Beyond a Distance Analysis of Hydrogen Bond Strength  

Distance has been used to estimate and determine the strength of hydrogen bonding 

interactions for many years. The third Jelly Roll simulations exhibit two very 

wellcharacterised interactions, which allows an easy analysis to discover which integrated 

properties can be used alongside distance to estimate the strength of the interaction. 
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Correlation lines were fitted to each of the relationships using the R software. The 

exponential fits were done using the stat_smooth function along with the “nls” method 

provided in that function. The linear and polynomial fits used the “lm” method. The 

relationship between kinetic energy density of the interaction and the distance (Figure 5.1.1) 

is an exponential in the form of equation 3:  

𝑦 ~𝑎 ∗ exp (𝑏 ∗ 𝑥)                       (3)  

The exponential fit for HB4 is very accurate with little pulling on the apex of the curve, 

meaning that the line is centred through the data and follows the points upwards. The fitted 

line for HB2 is not as good and has a shallower curve compared to how the tendency of the 

data. Removing these points would shift the line and pull the middle of the curve down, this 

in turn would line the top of the curve up better with the data. It must be noted that only well 

characterised bonds can have lines fitted to them as there is large amounts of noise in the data 

that skew these fitted lines in poorly characterised interactions.   

Analysing the kinetic energy vs volume relationship (Figure 5.1.2 and 5.1.3), there is clearly 

an exponential relationship between these two properties. However, the data for these 

interactions needed to be cleaned substantially to see these relationships due to how noisy the 

original data was. The noise in the data is most likely caused by the constant variation in the 

protein structure and the tight environments that these interactions can be forced into. The 

form of the exponential relationship is the same as equation 2. This relationship can also be 

shown to be an exponential relationship by using the natural log of the Y axis and finding a 

linear relationship. Plotting the natural log of kinetic energy against the volume gives a linear 

relationship and can be seen in Figure 5.1.3.  

The next relationships are observed in the RHO difference and the ELF integrated properties. 

Starting with the RHO relationship (Figure 5.1.4), we observe a very linear relationship, 

which is helpful if this integrated property is to be used as a measure of estimating the 
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hydrogen bond strength. A line was not fitted to this data since it would cover majority of the 

data points on the graph. The equation for the linear relationship is of the form shown below 

in Equation 4:  

 𝑦 ~ 𝑎 + 𝑏 ∗ 𝑥    (4)  

The relationship between the ELF and kinetic energy is of a second order polynomial or 

quadratic relationship (Figure 5.1.5), where the gradient is largest at y=0 and decreases as the 

y value increases. This gives a curve that levels off as the values increase. The form of this fit 

is shown in Equation 5 below:  

𝑦 ~ 𝑝𝑜𝑙𝑦(𝑥, 2)          (5)  

 These well-defined curves all have the potential to be used as estimators for the strength of 

an interaction. When used in addition to the distance of the interaction, it could be more 

accurate and impactful than the use of distance alone. Using extra parameters to estimate the 

strength of interactions in these environments is vital since interactions are unpredictable and 

influenced by many other factors inside the protein. There are also some parameters that give 

very weak relationships to the reduced kinetic energy density, such as the hydrogen bond 

angle, which are of little use.   
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Figure   5 . 1 .1 :  Exponential Fitted Lines to the Distance vs Kinetic Energy of the Third  J elly Roll Production   

Figure   5 . 1 .2 :  Exponential Relationship   between Kinetic Energy Density and Volume in Third Jelly Roll Production   
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Figure   5 . 1 .3 :  Linear Volume Vs   ln   Kinetic Energy Relationship in the Third Jelly Roll Production   

Figure   5 . 1 .4 :  Linear Relationship between the RHO difference and Kinetic Energy in the Third Jelly Roll Simulation   
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5.2 Calibration of Hybond  

We have shown that Hybond is able to quantitatively describe the dynamic strength of a 

hydrogen bond using NCI theory. However, to be of most use to researchers, we need to be 

able to link these results to an absolute strength scale in some physically intuitive energy 

units i.e., kJ mol-1. To do this, we attempted to construct a simple dimer of two 

hydrogenbonding fragments (Figure 5.2.1), whereby the absolute energies could also be 

calculated. This can be done by comparing the curve acquired from calibration to the curve 

from the raw results and applying the required conversion to transform this raw data line to fit 

the calibration curve.  

A small portion (3 amino acids) of the Rossmann Fold protein was selected (Figure 5.2.3).  

Figure  5 . 1 .5 :  2nd Order   Polynomial   Relationship   of Kinetic Energy to ELF in the Third Jelly Roll Production   
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This gave the closest representation of a protein environment hydrogen bond without over  

 

complicating the system. By taking the hydrogen bond interaction and separating it by 

intervals of 0.1 Å (from 1.4Å to 3.3 Å) a set of energies can be obtained for the dimer with 

the hydrogen bond present. The optimized energy can be obtained for one of the molecules 

and doubled to get the energy of the dimer without the hydrogen bond. The difference can be 

calculated from the dimer containing the hydrogen bond and the dimer that was calculated 

separately. This gives the energy graph of the hydrogen bond energy which starts off large 

and positive due to the bond being too close and repelling itself strongly. This decreases 

quickly and starts the energy well where the distance of the hydrogen bond becomes optimal.  

As the distance increases, the hydrogen bond should get weaker and the energy tends toward 

0 with an exponential relationship.   

However, the bond energy at the bottom of the well was sitting at approx. -293kJ/mol.  

Following the well, there is a linear relationship that was tending towards 0 starting from 

184kJ/mol but was still present when the hydrogen bond energy should be close to 0kJ/mol. 

This can be seen in Figure 5.2.2. These energies are unreasonable for the stretching of a 

single hydrogen bond.   

Figure  5.2.1 :  First Dimer used for Calibration, Alanine Dimer.   



62  

  

 

 From visual inspection of the optimised structures there was minimal interaction with other 

portions of the chain. If there were interactions present, the energy will be larger than 

expected. Having charged species can also influence the energy heavily. This was shown in a 

simulation of formaldehyde with hydrogen bonding to NH3 and NH4
+ where the energy of the 

interaction at 2Å with NH3 was approx. -41 kJ/mol and the NH4
+ was approx. -1230kJ/mol. 

This is a much larger difference in energies than is observed in Figure 5.2.2. However, a 

direct comparison is hard to make due to the difference in the number of atoms in the two 

systems and the different environments. After discovering these things about the dimer, it 

was clear that the next step was to find another set of dimers that reduced the effect from the 

charge and other interaction influences. However, there was simply not enough time to rerun 

these optimisations and complete the calibration curve. This is now listed as the further 

research.   

  

Figure 5.2.2 :   Calibration Attempt of a  Portion of the Rossmann Fold Protein   
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Figure   5 . 2 . 3 :  Portion of the Rossmann Fold Molecule used for calibration, looking  
across the hydrogen bond  between NH and O (Top), looking down the hydrogen  
bond (Bottom)   
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CHAPTER 6  

6.1 Limitations of this work  

There are some trade-offs that must be considered in respect to both the protein environments 

that were studied and the software that was used. The length of the protein molecular 

dynamics simulations was a major factor, with 500 ns simulations being too short to capture 

some of the larger scale folding/unfolding processes that can occur in proteins. However, it is 

sufficient to observe faster examples of protein folding (100 ns – 1µs) (5) (46). The .dcd 

output step was set so that 1000 frames were captured over the entire simulation, giving each 

snapshot a separation of 0.5 ns. Another limitation lies within this .dcd output parameter. 

Since each step of the simulation being looked at is 0.5 ns, this means that it is not possible to 

resolve the inherent vibrational frequency (1*10-5 ns) of the hydrogen bonds.   

The .dcd output step also has another consideration, which is storage space when running the 

trajectory through the Hybond software. These files can easily reach 100s of gigabytes in 

total size for simulations with large numbers of frames.  

Another limitation of the software being used is that the values that are output from Hybond 

need some form of calibration curve to relate them to something physically intuitive, like the 

binding energy of the hydrogen bond. However, developing a calibration curve proved to be 

more difficult than expected and this is further explained in section 6.3.  

  

    

6.2 Conclusions  

It has been shown in this thesis that hydrogen bonds are dynamic and can vary in strength 

drastically over a simulation period. This was observed when the energies of each interaction 
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were compared over the simulations that were conducted in triplicate. For the interactions 

that were not well-characterised, the difference in the simulations can be observed in the 

angle and distance data. This data had a mixture of fluctuations and well described 

interactions in proteins, which is yet another reason why these interactions must be 

considered in a temporal space. It was also shown that there are interactions that exist at 

different strengths, at different times. Although more research would be required to find out 

the reason behind this, it has been theorised that the fluctuations could be due to the protein 

having a shared total energy from these interactions and this is distributed over the protein so 

as one interaction gets stronger another in the protein weakens slightly.  

From plotting the other integrated parameters of the simulations, it was found that there are 

many strong correlations with properties such as volume and ELF. RHO shows an excellent 

linear relationship with the kinetic energy density of the interaction. These properties could 

be used alongside the distance of the interaction to give better estimates of the overall 

strength of hydrogen bonding interactions in the future.   

Different averaging approaches were also applied. These gave the values that were expected - 

by dropping frames with uncharacterised interactions, the average bond strength for the 

interaction increases. There are situations where the bond strength differed significantly 

between different averaging methods. This contrasts with interaction 4 in the Jelly Roll 

protein where the kinetic energy density of each method was very similar. The amount of 

non-discrete and no interaction frames heavily affect the conclusions drawn from these 

interactions and is why different averaging approaches need to be applied and considered 

based on the aim of the analysis.   

To reiterate, it is important moving forward, that hydrogen bonding interactions are simulated 

and classed as dynamic interactions. Though more time might have to be invested to 

characterise these interactions over the simulation time. The results have shown that there is 
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need for this to be done in systems where there is enough appreciable energy for the proteins 

to have movement.  

6.3 Further Research  

This research has proven that there is merit in looking at hydrogen bonding interactions in a 

dynamic setting. This opens many avenues for further research, such as analysing a protein 

structure and the interactions occurring in its entirety over the course of a simulation. 

Learning how interactions inside a protein behave as it folds and vibrates could open 

discoveries in how enzyme catalysis functions and how reactions occur in proteins. Some 

sensible next steps to further this research are explained below:  

Running Finer and Complete Simulations. This research was done by running simulation 

of 500 ns and outputting 1000 frames throughout this simulation. This time frame was chosen 

to be able to characterise faster examples protein folding and stretching. By running finer 

simulations, the vibrational frequency of the hydrogen bond and the energy fluctuations 

involved with this could be investigated. This would show how the hydrogen bond changes 

within the environment that the hydrogen atom exists in. At the other extreme, much longer  

simulations should be run to show how interactions change for slower folding and stretching 

movements within a protein. This could start to show how these interactions are affected by 

reactions and conformer changes within the protein. Also, how these interactions themselves 

effect parameters such as rates of reactions or enzyme binding energies.  

Complete Calibration of Hybond. Hybond creates and uses an iso-surface to characterise 

the hydrogen bond interaction. However, this doesn’t natively give physically intuitive bond 

strength scale in kJ/mol. A calibration curve of a simple hydrogen bond dimer is necessary to 

achieve this, which was attempted but led to unreasonable results that could not be resolved 

within the timeframe permitted. Optimising a molecule that is representative of a protein 

environment with a hydrogen bond that can be separated at regular intervals with no other 
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intermolecular interactions is the challenge here. Also charged species need to be far enough 

away as to not influence the interaction site. This task will allow the values that are output 

from Hybond to represent the full interaction that is being characterise and make it a tool that 

is easy to use and can be applied to many different systems.   

Develop Automatic Equivalent Environment Detection. There are multiple environments 

that are present in protein structures such as NH3
+, NH2 and COO-. These are the current 

known environments that allow a hydrogen bonding interaction to switch freely between. 

There has been a manual correction added to the latest version of Hybond as a part of this 

research, however automatic detection of these environments would add to the robustness of 

the program and may allow other environments that are created from the side chains of the 

proteins to be detected. This is important as there could be many of these interactions present 

when characterising the entirety of the molecules interactions.  
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