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Abstract

The term “semantic query optimization” (SQO) denotes a wadlogy whereby
gueries against databases are optimized usigantic informationabout the
database objects being queried. The result of semantioptiynizing a query is
another query which is syntacticallyfférent to the original, bigemantically equiv-
alentand which may be answered mor@aently than the original. SQO is dis-
tinctly different from the work performed by the conventional SQL opteni The
SQL optimizer generates a set of logically equivalent alive execution paths
based ultimately on the rules of relational algebra. Howewely a small propor-
tion of the readily available semantic information is @#d by current SQL opti-
mizers. Researchers in SQO agree that SQO can be ffegtiee. However, after
some twenty years of research into SQO, there is still no ceraia implemen-
tation. In this thesis we argue that we need to quantify theditmns for which
SQO is worthwhile. We investigate what these conditionsaaapply this knowl-
edge to relational database management systems (RDBMS) tatib schemas
and infrequently updated data. Any semantic query optinmgguires the ability
to reasonusing the semantic information available, in order to dramatusions
which ultimately facilitate the recasting of the originailary into a form which can
be answered moreffeciently. This reasoning engine is currently not part of any
commercial RDBMS implementation. We show how a practical sgimajuery
optimizer may be built utilising readily available semarnitiformation, much of it
already captured by meta-data typically stored in commaeRIDBMS. We develop
cost models which predict an upper bound to the amount ofrigaition one can
expect when queries are pre-processed by a semantic opitirie present a series
of empirical results to confirm theffectiveness or otherwise of various types of
SQO and demonstrate the circumstances under which SQO c#iiebive.
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4.4 A star schema modeling sales information The primary key of the fact table
SALES is formed by concatenating the foreign keys which point tedimension
tables. A query profile noteSALES is the target of many queries with restric-
tions that cite the foreign key columns. These columns aeetbre indexed and

targeted for further analysis. ReferExample 4.4.1 . . . . . . . . . . . .. 108

4.5 Finding data holes This figure depicts the legal range of values a column vari-
ableCOL1 may assume. In this example the legal range of values isibdedcr
by an interval listL consisting of a single intervdl Suppose it is subsequently
discovered that a gap in the data exists within this rangsgrideed by the interval
G = [g1,92). Then removing this gap from intervatesults in a new interval list

L’ consisting of two intervals, andl,. Refer toExample 4.4.2 . . . . . . . . 109

4.6 Harvesting check constraints Check constraints may be converted into an in-
terval list form. This meta-data is stored in talAld. INTERVAL_LISTS which is
accessed by the semantic query optimizer. Ref@xample 4.4.4. . . . . . . 113

4.7 Utilising check constraints The semantic query optimizer can preprocess SQL
queries where a semantic rule exists for the colu@rited in the query restric-
tion. Such a rule is always true, so we may find the conjunaifdhe interval list
representing the check constraioit) and the query restrictiorR(). The result
of the conjunction i) is substituted for the original restriction. This is hoar f

example, we detect unsatisfiable queries.. . . . . . . . . . ... .. .. 117
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Utilising conditional rules: The semantic query optimizer can preprocess SQL
queries where a conditional semantic rule exists for theralcited in the query
restriction. If the rule pre-condition (left hand side) sulmes the query restric-
tion, the right hand side of the rule may be added to the quegnaadditional
restriction. Typically the rule pre-condition restricts anindexed column while
the rule right hand side restricts an indexed column.. . . . . . . . . . .. 128
Rules utilised by our semantic optimizer This table summarises the rules we
propose to use for our practical semantic query optimizee Hatvest schema
constraints which are true for the lifetime of the schema. |¥date data holes
S0 zero queries can be detected. We analyze data to deteslations between
columns in order to produce conditional rules. Rules thpedd on data are only

sometimes true and must be revalidated if data is updated.. . . . . . . . . 129

Experimental setup Two identically configured query batches are used. One
batch runs only semantically optimized queries while theptuns only the iden-

tical unoptimized queries. The batches never run togethérey never compete

for computer resources. We use the Oracle suppliedtigotof to measure the
average qUery Cost. . . . . v v i i e e e e e e e e e e e e 135
Data distribution: The above scatter plot depicts data distribution ac€ogd,

COL2 andCOL3 of tableTAB1. The distribution of each column is a truncated
normal distribution where values outside plus or minusatstandard deviations

are discarded. A similar plot is obtained by plotting anyethof columnsCOL1

to COL5 of any of the six tableSAB1tOTAB6. . . . . . . . . . . . . . . .. 137
Depicting interval lists as query restrictions Figures 5.3(a) to 5.3(c) illustrate

how we map from an interval list into a normal SQL restrictause. In each

case we begin by sketching the interval list which capturesange of values the
column may assume. We then rewrite the interval list as a ab®@L restriction

clause. . . . .. L e e e e 142
Cost model for unsatisfiable queriesOur cost model above predicts a straight-
forward relationship betwed®,, the probability of an unsatisfiable query and the

ratio of the optimized batch co§tOS Ty to the normal batch tim€0S Torm.

Even whernts., the average time to semantically optimize each query ifi-neg

gible compared with,,, the normal time taken to parse, execute and fetch the

query, we cannot expect better optimization than indichtethis line. . . . . . 146

Example 3D projection of experimental results The X-axis is the independent
variableprobability of an unsatisfiable queryhe Y-axis is another independent
variable such asiumber of table rows The Z-axis is the dependent variable
and depicts theost metric ratipfor example,R,om. The “ruggedness” of this
surface corresponds to the variation or uncertainty in tttaad recorded data.

Experimental results are always plottedré. . . . . . . . . .. ... L. 157
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Cost Model Surface and Break Even Surface Results that conform closely
to the idealised cost model will appear near to and parall¢ghé “cost model”
surface. Result surfaces that appear below the “break euanféce indicate a
positive optimization. The cost model surface is alwaystptbin blue The

break even surface is always plottechink. . . . . . . . ... ... ... 158

Example regression surface The regression surface is calculated using an im-
plementation of the nonlinear least-squares (NLMBYquardt-Levenberg algo-
rithm and displays the relationship between the the dependdabl@fcost met-

ric ratio on the Z-axis) and the two independent variablée regression surface

isalways plotted ilgreen . . . . . . . .. ..o 159

Ratio R.om vs Probability of Unsatisfiable Query P vs Relative Table Size
Rows(no indexing): Figures 6.4(b) and 6.4(c) shd®&ny, surface sits just above

the “cost model surface”, indicating results deviate vétlelfrom the predicted.

We have positive optimization across four orders of magieitof table size, with

the optimization cost rising slightly as table size becomay large Rows >

400,000). . . . e e e e e e e e e 161

Ratio R.om vs Probability of Unsatisfiable Query P vs Relative Table Size
Rows(indexed) Figures 6.5(b) and 6.5(c) show tRg,, surface sits just above
the “cost model surface”, indicating results deviate vétlelfrom the predicted.

We have positive optimization across four orders of magieitof table size when
P>01. . . e e e e e e e e e e e e 163

Ratio R.om vs Probability of Unsatisfiable QueryP vs Restrictions per Query

R/Q (indexed) As the number of Restrictions per QueRyQ increases from 1

to 25, a greater proportion of unsatisfiable queries is requin order to break
even. ForP = 10%, positive optimization is achieved when there is up te fiv
restrictions per query; i.eR/Q < 5. Number of table rowRows= 1,000 000. . 166

Ratio R.om Vs Probability of Unsatisfiable Query P vs Intervals per Restric-

tion I/R (indexed) As the number of Intervals per RestrictidofiR increases

from 1 to 25, ratioR;onm increases slowly. FdP > 0.15, positive optimization is
achieved throughout the whole range. Number of table iRaws= 1,000000. 168

Ratio R.om Vs Probability of Unsatisfiable JoinP vs Relative Table SizeRows
(indexed) Figures 6.8(b) and 6.8(c) shd®,m surface sits just above the “cost
model surface”, indicating results deviate very littlerfréhe predicted. We have
positive optimization across four orders of magnitude bfdaize wherP > 0.2,
although it is evident that the cost of processing the seicallyt optimized joins

increases relatively as table size becomes verylarge. . . . . . . . . . .. 170
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6.9 Ratio Reom Vs Probability of Unsatisfiable QueryP vs Restrictions per Query
R/Q (indexed) As the number of Restrictions per QudRyQ increases from 1
to 40, a greater proportion of unsatisfiable queries is redqun order to break
even. ForP = 0.25, positive optimization is achieved when there is up to five
restrictions per join; i.eR/Q < 5. Number of table rowRows= 1,000,000. . . 173

6.10 Ratio R.om Vs Probability of Unsatisfiable Query P vs Intervals per Restric-
tion I /R (indexed) As the number of intervals per restrictibfRincreases from
1 to 25, a greater proportion of unsatisfiable queries isiredun order to break
even. Forl /R < 5, we require just of? = 0.25 to achieve positive optimization.
Number of table rowRows=1,000000. . . . . . . . . . . . . . . ... 175

6.11 “select distinct” elimination : Eliminating the redundantdistinct” keyword
from theselectclause of the batch produces an average saving of appretimat
15% to 20% for queries and approximately 60% for joins, asisothe num-
ber of rows returned by the query becomes significant. Thisnigation works

because an unnecessary sort of returned rows is avoided.. . . . . . . . . 177

6.12 “is not null” elimination : In the case of queries, eliminating the redundant
phrase from thevhereclause of the batch of queries scarceffeets query ef-
ficiency (Figure 6.12(a)). In the case of joins, the simpdifion produces a very

small, nearly uniform saving of approximately 5% (Figuré&b)). . . . . . . 180

6.13 Query restriction introduction and elimination : The traditional scenario is
pictured in Figure 6.13(a) where a restriction on unindegét20 is supple-
mented with an additional restriction on index&al.1 (red line). Conversely, the
restriction on unindexedOL20 can be removed leaving only the restriction on
COL1 (greenline). A more realistic scenario is pictured in Figure 6H)3(Here
the low selectivity columrCOL20 is indexed with a bitmap. In Figures 6.13(c)
and 6.13(d) we compare théieiency gain produced with and without a bitmap
index onCOL20 by combining the results from Figures 6.13(a) and 6.13(§0A
included is the #ect of simply adding the bitmap index @L20. . . . . . . . 185

6.14 Join restriction introduction and elimination : Restriction introduction does
not benefit the equi-joins tested in our experimental batchaegart from a narrow
range of the most selective joins. Restriction removal peed a better result,
enhancing join fliciency for selectivities in the range-03%. The presence of a

bitmap index on the unselective column has no impact on tyeiaefficiency. 189

7.1 Extended interval addition A + B: When the requirement is relaxed that the
left and right bounds must be inclusive, interval addititifi gields meaningful
results with clear semantics. This table sets out the foasipdities for each of
the left and right bounds. The result reduces to the orthadi@xval addition

formula when both intervals are composed of inclusive beund . . . . . . . 197
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Extended interval subtraction A — B: When the requirement is relaxed that the

left and right bounds must be inclusive, interval subtattstill yields mean-
ingful results with clear semantics. This table sets outftlwe possibilities for
each of the left and right bounds. The result reduces to ttr@dox interval

subtraction formula when both intervals are composed df@igiee bounds. . .

Undefined operations for Extended Interval Arithmetic: The table lists the
arithmetic operations for which are undefined when we cauntyextended in-
terval arithmetic (EIA). The first row prohibits any opemats with the inclusive
infinities. The second row prohibits any division by an irsthe zero (B” de-

notes any bound). The remaining rows list the exclusive c&smlving zero
and infinity which are undefined. For multiplication, the cgg@n with operands
reversed is omitted, since multiplication is commutatilre the Resultcolumn,

“un*” denotes “undefined positive”; “uri denotes “undefined negative™. . .

Extended interval addition and subtraction with ("co and %o): The tables
show the outcome for interval addition and subtractionluiding when one or
both of the operands is an exclusive infinite bound. The lefiebracket {”

denotes either (" or “ [”. Similarly, the right angle bracket)" denotes either
“Y"or*“1". Algorithm 7.2.1 is applied to determine if the bounds areliisive or

exclusiVe. . . . . . e e e e e e e e e e e e e e e e e e e

Extended interval multiplication and division with (7o, 0 and to): The tables
show the outcome for the multiplication and division opierad including when
one or both of the operands is an exclusive infinite bound k. ZEhe left angle
bracket {” denotes either (" or “ [". Similarly, the right angle bracket)" de-

" ou

notes either¥” or “1”. “[0]” denotes the bound is inclusive zero. “tidenotes

. 198

. 201

the answer is undefined but positive; “lirdenotes the answer is undefined but

negative; “un” denotes the answer is undefined. Whether thdtris a left or
right bound is determined whenever it is chosen to be thermini or maximum

by the algorithms for multiplication and division.. . . . . . . . . . . . ..

Interval multiplication where one bound is an exclusive infhity: The prod-
ucts are calculated having regard for the special casesllist Figure 7.5(a).
Algorithm 7.2.1 is then applied to decide if the bound is irsive (i) or exclusive
(e). The minimum is the left bound; the maximum is the rightitd. Refer to

Example 7.2.1 . . . . . . . e e e e e e e e e e e

Interval multiplication where one product is undefined: The undefined prod-
uct may be discarded. The correct minimum and maximum odcthe remain-
ing products. Refer texample 7.2.2 . . . . . . . . . .. ..o
Extended interval multiplication where a product is undefined: In each case,
the undefined products may be discarded. The correct miniemgmaximum
are chosen from the remaining products to form the left agtot thounds respec-

tively of the resultant interval. Refer example 7.2.3 . . . . . . . . . . ..
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Extended interval division: We refer to Figure 7.5 to provide answers which
are subject to the restrictions we impose on interval dwisiAlgorithm 7.2.1
is then applied to decide if each bound is inclusive or exetusAny undefined
divisions may be discarded. The correct minimum and maxinamenchosen
from the remaining answers to form the left and right bouredpectively of the

resultant interval. Refer tBxample 7.3.3 . . . . . . . . . .. .. 212

Interval division where the divisor includes the point zera The divisor is first
split into two disjoint intervals such that the poifi©, 0] is excluded. We then

apply the algorithm for division with interval lists. ReferExample 7.3.4 . . . 213

Further examples of extended interval division Whenever the divisor includes

the point zero, we first split it into the two disjoint intetsa@n either side of zero.

We then apply the algorithm for division with interval list§Ve argue that the

result of such interval division, expressed as an inteiggl has clear semantics

and is more expressive and useful than simply disallowiegikision. Refer to
Example 7.3.5 . . . . . . e e e e e e e e e 214

The 13 Allen interval relations: Interval A = [a,b]. IntervalB = [c,d]. The
Relationcolumn lists the first six basic relations and their inver3ése Function
column expresses the relation as a boolean function of thpadntsa, b, c,d <
R. The symbol *" denotes the boolean “and” operator. Theqtials relation,
depicted on the left, brings the total to 13. The basic refetiare all mutually
exclusive; i.e., any two given Allen intervals are relatgddxactly one of the

above basicrelations. . . . . . . . . .. e e e e 218

Extending the 13 Allen interval relations: A = (a, b) is the interval consisting

of left and right bounds. 5, R, where L, = (a and R, = b) . B = {c,d) is the
interval consisting of left and right boundls, Ry where L, = (¢ and Ry = d) .

The symbol {" denotes either (" or “[”". The symbol %" denotes either )"

or “]”. The symbol " denotes the boolean “and” operator. We replace each
endpoint ‘a, b, ¢, d” in the orthodox Allen relation with the corresponding badun
“La, Ry, Lc, Ry". The operators £, >, =" are overloaded such that in théllen
endpoint definitiohcolumn they compare Real numbers, whereas in Bauhd
definitior? column they compare bounds. The Allen relations still hisldhis

new formulation but now can be applied to both inclusive axadusive intervals. 220

Typical two dimensional result graph: The X-axis (independent variable) is
probability of anunsatisfiable quergccurring in a given batch of queries. The
Y-axis (dependent variable) is the cost metric ratio; thee,ratio of the optimized

cost versus the unoptimized cost.. . . . . . . . . . ... L 237
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Ratio R.omVs Probability of Unsatisfiable QueryP (no indexing): Figures A.2(a)
to A.2(h) show how consistent ratl.om, is as table size increases frdRows=
100 to 500000. The results conform closely to the cost model. Figu@(i.
combines all results into a single graph. Tdwnbinedratio R.or, is the average

of the other three cost metric ratios which we interpret asotrerall query cost.. 241

Ratio R.om Vs Probability of Unsatisfiable Query P vs Relative Table Size
Rows(no indexing). These figures summarise the results presented above in
Figure A.2 as &R.om surface. Figures A.3(b) and A.3(c) shd&,m surface sits

just above the “cost model surface”, indicating resultsatewery little from the
predicted. We have positive optimization across four adémagnitude of table

size, with the optimization cost rising slightly as tableesbecomes very large
(Rows>400,000). . . v v v e e e e e e e e e e e 242

Ratio R;py vs Probability of Unsatisfiable Query P vs Relative Table Size
Rows(no indexing): The Ry, surface sits just above the “cost model surface”,
indicating results deviate very little from the predictdeigure A.4(c) provides
compelling visual confirmation thaR.p, scarcely rises above 1 indicating we

have positive optimization across four orders of magniwfdable size. . . . . 243

Ratio Rysk vs Probability of Unsatisfiable Query P vs Relative Table Size
Rows(no indexing): The Rys surface sits just above the “cost model surface”,
indicating results deviate very little from the predictdeigure A.5(c) provides
compelling visual confirmation thd®ysk scarcely rises above 1 indicating we

have positive optimization across four orders of magnitidable size. . . . . 244

Ratio Reipsq VS Probability of Unsatisfiable Query P vs Relative Table Size
Rows(no indexing): The Repsq Surface sits just above the “cost model sur-
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Ratio R.om Vs Probability of Unsatisfiable Query P (indexed) Figures A.7(a)
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Ratio R.om vs Probability of Unsatisfiable Query P vs Relative Table Size
Rows(indexed) These figures summarise the results presented above in Fig-
ure A.7 as &R.om surface. Figures A.8(b) and A.8(c) show tRgnm, surface sits
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A.9 Ratio Repu Vs Probability of Unsatisfiable Query P vs Relative Table Size
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Abstract

The term “semantic query optimization” (SQO) denotes a wadlogy whereby
gueries against databases are optimized usigantic informationabout the
database objects being queried. The result of semantioptiynizing a query is
another query which is syntacticallyfférent to the original, bigemantically equiv-
alentand which may be answered mor@aently than the original. SQO is dis-
tinctly different from the work performed by the conventional SQL opteni The
SQL optimizer generates a set of logically equivalent alive execution paths
based ultimately on the rules of relational algebra. Howewely a small propor-
tion of the readily available semantic information is @#d by current SQL opti-
mizers. Researchers in SQO agree that SQO can be ffegtiee. However, after
some twenty years of research into SQO, there is still no ceraia implemen-
tation. In this thesis we argue that we need to quantify theditmns for which
SQO is worthwhile. We investigate what these conditionsaaapply this knowl-
edge to relational database management systems (RDBMS) tatib schemas
and infrequently updated data. Any semantic query optinmgguires the ability
to reasonusing the semantic information available, in order to dramatusions
which ultimately facilitate the recasting of the originailary into a form which can
be answered moreffeciently. This reasoning engine is currently not part of any
commercial RDBMS implementation. We show how a practical sgimajuery
optimizer may be built utilising readily available semarnitiformation, much of it
already captured by meta-data typically stored in commaeRIDBMS. We develop
cost models which predict an upper bound to the amount ofrigaition one can
expect when queries are pre-processed by a semantic opitirie present a series
of empirical results to confirm theffectiveness or otherwise of various types of
SQO and demonstrate the circumstances under which SQO c#iiebive.
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Extended interval division: We refer to Figure 7.5 to provide answers which
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is then applied to decide if each bound is inclusive or exetusAny undefined
divisions may be discarded. The correct minimum and maxinamenchosen
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2 Chapter 1. Introduction

1.1 Preamble

The term *“semantic query optimization” (SQO) denotes a wddlogy
whereby queries against databases are optimized asmgntic informatiombout

the database objects being queried (Date BROSemantic information includes
schema meta-dafguch as the table and view definitions in a relational dapa
domain knowledgdsuch as might be held by human domain experts) as well as
variousconstraintgdefined, stored and enforced by the database management sys-
tem (DBMS). The result of semantically optimizing a queryns#her query which

is syntactically diferent to the original, bidemantically equivalerand which may

be answered moreffeciently than the original (Godfrey, Gryz & Minker 1996).
The original query and the transformed query are said to besgcally equiva-

lent if they produce the same answer, for a given database (8egel, Sciore &
Salveter 1992).

Informally, when we semantically optimize a query, we régthat query us-
ing knowledge we have about the domain of interest, suchthieatewritten query
extracts the same answer from the database more quickly. irttportant to dis-
tinguish the query rewrite we refer to here in the context QC5from the work
performed by the conventional S®tptimizer. The SQL optimizer generates a set
of logically equivalent alternative execution paths baskidhately on the rules of
relational algebra (Waas & Galindo-Legaria 2000). Howgiregeneralsemantic
information is not utilised by current SQL optimizers (Ge&eDobbie 19985.

Researchers in SQO agree that SQO can be egteve (Yoon, Henschen,
Park & Makki 1999, Hsu & Knoblock 1994). However, after somety years of
research into SQO, there is still no commercial implemémaCheng, Gryz, Koo,
Leung, Liu, Qian & Schiefer 1999, Godfrey, Gryz & Zuzarte 200In this thesis
we argue that we need to quantify the conditions for which SQ@orthwhile.
We investigate what these conditions are and apply this ladye to relational
database management systems (RDBMS) where tables are langghen provoke
significant disk activity and where standard column indeatesconsulted.

We make few assumptions about the database schemas weégate#trough-
out this thesis, apart from the following:

1SQL: “Structured Query Language” is a high-level nonpraratidata language implemented
in almost every commercial DBMS. The original authors werB BChamberlin and R.F. Boyce at
the IBM San Jose Laboratory in the 1970s (Chamberlin & Boyge4). E.F Codd described the
relational model for databases while working for IBM in th@70s. The commercial acceptance
of SQL was precipitated by the formation of SQL Standardsrodgtees by the American National
Standards Institute and the International Standards @ma@on in 1986 and 1987 (Date 2083
Eisenberg & Melton 2000).

2There are some minor exceptions to this general observaflwese are described in Section 2.6,
page 37.
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1. The relational tables which are the targets of our quamnegoins are “large”;
I.e., significant computational resources are requiredtisfy the queries we
pose. Our objective here realism We report results for tables that are
realistically indexed, which run to $#@ows and which require a few gigabytes
of disk storage to contafn

2. We focus on scenarios whesehemasvolve only slowly or not at all. In
particular, we assume that the variogthema constraintstored as part of
the normal RDBMS meta-data, are constant. This is typicakydhse for
data warehousé$Hobbs et al. 2004).

3. We assume throughout this thesis that data in our tarbkdstare updated
only infrequently. We do not, for example, consider tratisaal environ-
ments where data is constantly changing. Infrequent datataps the norm
for data warehouses where typically data is inserted imbatade, additional
data is added rather than existing data updated and thesfiegwf data re-
fresh is slow (say, once every 24 hours or once per week) cadpa the
querying frequency (Lane & Schupmann 2002).

The first point above recognises that SQO is not costlesseebhdwe show
unequivocally in this thesis that any implementation of aetit optimization must
necessarily incur costs which quickly become comparabte exceed the normal
computational costs incurred by SQL query optimizers. lirikkely therefore that
gueries which currently require scant resources to answidoenefit from SQO.

The second and third points above underline the common sertisa that SQO
can never work unless relevant semantic information is fioffected and made
available in a form which can be utilised by the semanticrofer. We show in
this thesis that existing schema constraints are a riclttemirsemantic information
which are utilised for data insert or modification, but argently largely ignored by
existing SQL optimizers for querying. In order for this infieation to be utilised, we
assume that it is constant or changes so infrequently aske tha cost of updating
it insignificant. Similarly, analysis of the data itself ¢amed within the relational
tables can yield valuable semantic rules which can be usseht@ntically optimize
gueries (Chen 1996). We assume that such rules are not ctinstaalidated by
regular data updates such as might occur in a transacti@eg$smg environment.

3The term “realistically”, in this context, denotes indexistrategies which reflect current in-
dustry best practice. Specifically, columns which are fegqly cited in the restriction clauses of
SQL queries and which are ffigiently selective, are candidates for indexing with stadd&tree
indexes (Cyran & Lane 2003, Date 2t)3Burleson 1994). Indexinger seis beyond the scope of
this thesis.

“More detailed consideration of data warehouses per se @nbeyne scope of this thesis. See
for example (Hobbs, Hillson, Lawande & Smith 2004, Lane & Qutmann 2002).



4 Chapter 1. Introduction

Any semantic query optimizer requires the abilityremsonusing the seman-
tic information available, in order to draw conclusions @hultimately facilitate
the recasting of the original query into a form which can bevaared more f&-
ciently. This reasoning engine is currently not part of anynmercial RDBMS
implementation. We show that affective reasoning engine must not only have a
sound theoretical base, but be able to utilise semantis mitech are derived from
a variety of sources including schema meta-data, domaiwlkaige, schema con-
straints and correlations that may exist in tabular data Gasis of our reasoning
engine is annterval algebravhich we show can readily be used to deduce the very
conclusions required by arfective semantic query optimizer.

The main contributions of this thesis are as follows:

e We present a thorough analysis of research in SQO. We inteodefinitions
that clarify and simplify the terminology used by other @shers. In addi-
tion, further definitions are introduced that enable a metaited discussion.

e We develop a sound theoretical base for our study usingtenval algebra
which we show may be built using only a small number of well enstbod
and researched axioms. We extend the interval algebra byitp&ininterval
list data structure which we subsequently utilise as the basacstiaicture of
our implementation. To our knowledge, this is the first répdran interval
algebra used in the way we describe and generalised to epeitatany data
type that has a deterministiotal ordering

e We show how a practical semantic query optimizer may be loilising
readily available semantic information, much of it alreadptured by meta-
data typically stored in commercial RDBMS. We describe how SQ&y
proceed as a series of pre-processing steps which may lhediin and out
as changing database conditions mak@edent forms of SQO worthwhile.
While other researchers have suggested the basic techmguisscribe, we
focus on the fact that certain types of SQO, such as the dwmteat unsat-
isfiable queries, are likely to be worthwhidgven a particular query profile
We describe an extension to the detection of unsatisfiatdei@giwhich en-
ables “data holes” to be discovered separately acrossledam dimensions
(i.e., across all table columns that a&tually cited in query restrictions) and
incorporated incrementally into the semantic informatimitised by the se-
mantic optimizer with little or no impact on database usghilin addition,
we develop a cost model which accurately predicts the amoiuoptimiza-
tion we can expect and which sets a clear upper bound to thimiaption.
To our knowledge, this is the first report to explicitly higgfit an inherent
limitation on the &ectiveness of detecting unsatisfiable queries and joins.
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e We describe an empirical methodology which overcomes problof re-
peatability and consistency which typically arise in expents with RDBMS
where automatic maintenance processes may be invokedeuwatsthe con-
trol of the experimenter and where large query and data saafeeavailable.
We do not report results for individual queries but instesgubrt statisticahv-
eragesthat arise from large batches of similar queries. Our resbkrefore
inform us as to what we can expect from whole classes of queatber than
individual queries specific to particular databases.

e \We present a series of empirical results arising from expenmis to confirm
the dfectiveness or otherwise of various types of SQO. Our expgrisnare
performed with tables which realistically reflect the cdimhis likely to be
encountered in schemas with table objects large enouglovoke significant
disk activity and where standard indexes are consulted. i&@lyove report
results for tables that are realistically indexed. To ounwdedge, this is the
first report of empirical results for queries and equi-joagainst tables that
are indexed in this way and where the results are a statistigaage for
batches of many similar queries.

e We describe several important extensions which utiliseimterval algebra.
Firstly, we show how our interval algebra can be used to implat a novel
type of interval arithmetic Our interval arithmetic is more general than tra-
ditional implementations in that we allow both inclusivedaxclusive upper
and lower bounds for the numeric intervals. Furthermoresih@v how the
subtly diferent semantics of our implementation elegantly captutems
such aplus and minus infinityvhile allowing arithmetic calculation to pro-
ceed across a greater set of cases than allowed for by trzalitnterval arith-
metic. Secondly, we show how our interval algebra subsuimeseimporal
algebra of Allen (Allen 1983) and how thiE3 Allen interval relationgan be
meaningfully extended.

1.2 Summary of Chapter Contents

We now summarise the content of the succeeding chapters.

¢ In Chapter 2 we present a thorough analysis of research in 3@Qirst con-
sider the discovery of semantic information and semantesrand describe
how other researchers have classified semantic rules acgdalthe rules’
reliability. This is followed by a precise definition of SQ@&elf. We then
describe the main types of semantic query optimization. itherent limita-
tions of current SQL query optimizers are described. We lcolecthe chapter
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with a brief summary of a subset of SQO techniques currentfjlemented
in some commercial RDBMS.

¢ In Chapter 3 we develop a sound theoretical base for our stsidg aninter-
val algebrawhich we show may be built using only a small number of well
understood and well researched axioms. We proceed to gesalmterval
definition which we show is equivalent to a sentence in firdeopredicate
calculus. We give definitions for three basic operationservals which are
forms of conjunction disjunctionand negation We extend the interval alge-
bra by defining aninterval list data structure which we subsequently utilise
as the basic data structure of our implementation. We showntarval list is
equivalent to alisjunction of disjoint intervalaind that as a consequence we
may develop sound definitions for conjunction, disjunctoml negation that
extend to interval lists.

¢ In Chapter 4 we show how a practical semantic query optimizer be built
utilising readily available semantic information. We bediy highlighting
an intrinsic limiting factor in semantic optimization. Ween explain how
conventional database constraints may be utilised as thal istep in the
harvesting of relevant semantic rules. We then describe3Q®W may pro-
ceed as a series of pre-processing steps which can be swvitched out as
changing database conditions makgetent forms of SQO worthwhile. We
conclude the chapter with a detailed description of how Wisetconditional
semantic rules and how these rules are triggered usingubgumption rule
which we incorporate into oueasoning engin®E).

e In Chapter 5 we firstly justify our choice of the OraBd&DBMS® for our ex-
periments. We then explain thefiiculties of obtaining repeatable, consistent
results with RDBMS which have automatic maintenance prosessecut-
ing beyond the control of the experimenter and which havgelguery and
data caches available. We explain our choice of cost metfiesh we use to
measure the computational cost of a query and justify thetiaecombined
metric which averages the computational costs incurred fite perspective
of elapsed timgdisk j/o andCPU timerespectively. We describe a qualitative
classification of query complexity orfticulty which we subsequently use to
characterise the content of the query batches we submiétdatabase in our
experiments. We conclude the chapter by developing a cdrepsive cost
model which we use to accurately predict the amount of ogaition we can
expect from detecting unsatisfiable queries.

S5Oracleis the trademark oDracle Corporatior{seehttp://www.oracle.com). We refer to
Oracle’s RDBMS throughout this thesis simply as “Oracle”.
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e In Chapter 6 we present our main empirical results. We desaily hy-
potheses, experimental methodology and conclusions edaitbm our ex-
periments. We focus firstly on the amount of optimization ve@ expect
from a given query profile and the success of our cost modeiadigting an
upper bound to this optimization. We show unequivocallyt BQO is not
costless and that pre-processing queries in the manner segilge rapidly
incurs computational costs that are comparable to and extteecosts of
normal SQL optimization. We demonstrate two simple btiéative query
rewrite techniques. We conclude the chapter with resulismtiemonstrate
the dfectiveness of:

— introducing extra restrictions to the query which do notraygthe query’s
semantics but which might be expected to increase its speed,;

— removing restrictions from the query which do not changedhery’s
semantics but which might be expected to increase its speed.

¢ In Chapter 7 we describe several important extensions whilibeuour inter-
val algebra. Firstly, we show how our interval algebra camged to imple-
ment a novel type ointerval arithmetic Secondly, we show how our interval
algebra subsumes the temporal algebra of Allen (Allen 1888)how thel3
Allen interval relationgan be meaningfully extended.

¢ In Chapter 8 we conclude the thesis by first summarising the megiearch
contribution, followed by a description of future reseaditections arising
from this current work.

1.3 Motivating Background

The remainder of this chapter is to provide motivation fa teader by informally
describing some essential background information.

e We briefly describe in Section 1.3.1 how an SQL query is paasecexecuted
with the assistance of current SQL language optimizers.

e We then describe some inherent limitations of current SQergoptimizers
in Section 1.3.2.

¢ We close the chapter with a simple motivating example iniSedt.3.3.
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1.3.1 Typical SQL Query Processing

We now briefly describe how an SQL query is parsed and exeeutedhe assis-
tance of current SQL language optimiZer€onsider a database tallléSTOMER
which stores information about customers including a uaitju (the primary key
of the table) along with the customeN&ME, ADDRESS andTELEPHONE. A database
user queries the database by submitting query text, typioalng the query lan-
guage SQL. Two queries are submitted:

° select * from CUSTOMER where ID = 999;

. select * from CUSTOMER where NAME = ’SMITH’;

1. The SQL text is firsparsed “Parsing” in this context means first verifying
it to be a syntactically valid statement and then perforndata dictionary
lookups to check table and column references are valid.

2. The parsed SQL query is then passed todp@mnizer SQL requires an opti-
mizer because it is a declarative language (Date BOO3he task of the SQL
optimizer is to determine an actual execution path whicloggcally equiv-
alent to the parsed SQL query. Typically there will be mangicés of pos-
sible path with the result that determining thtimal path rapidly becomes
exponentially dificult. All SQL optimizers employ heuristics to overcome
this problem (Sciore & Siegel 1990, Shenoy & Ozsoyoglu 1988g 1981)
returning the execution plan estimated to return the quesyvar most fi-
ciently.

3. The query is themxecutedi.e., data is fetched and returned to the user by
following the execution plan that was returned by the optanin the previ-
ous step.

The most influential factor on the choice of actual execuptan chosen by the
optimizer is the presence or absence ofraafex on the columns that occur in the
query restrictions. For example, in the first of the aboveiggsean index on column
ID might be consulted by the optimizer while in the second queryindex on

column NAME might be consulted. Conversely, if no index exists on the roolu

cited in the query restriction, the entire table must be éaband each row checked
individually to determine if it satisfies the restrictionorFexample, in the second

6We do not provide a rigorous description. SQL query answgesind the detailed operation of
the language optimizer are beyond the scope of this thestssadsume a very basic reader knowl-
edge of relational databases (RDB) such as data storageutatdormat, the existence of thuata
dictionaryand the notions oprimary keyandindex. Much of this background material is inspired
by introductory material in (Date 1995)
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example above, if no index exists on coludME, this would provoke the loading
of the entire table into memory to enable each row to be clteéethe name
"SMITH’.

A useful index then will be one that pointsrectly to the location on disk of
the requested data items, allowing the data to be returniellguvith a minimum
of extra processing. The usefulness of an index is typicdipracterised by itse-
lectivity, which simply expresses the uniqueness of the values stotbd indexed
column. Therefore, all primary key columns are said to be?d@@lective because
each primary key value is unique. Suppose@i8TOMER table in the above exam-
ple has 1,000,000 rows but there are just 1,000 unique nantBeNAME column.
Then columnNAME has a selectivity of just 0.1%. In other words, the first query
above will return at most one row while the second query mighirn of the order
of 1,000 rows.

One of the important tasks of the optimizer is to estimatectirelinality of the
result set returned by successive stages of the executon plhe optimizer will
generally choose a plan that minimises the cardinality efrésult set as early as
possible in the computation. If the selectivity of an indexdo low, the optimizer
may ignore it because the expense of loading into memoryindries followed
by the data rows pointed to by the index, exceeds the expésgmly loading the
entire table into memory. For example, in the second queoy&it is unlikely the
optimizer would choose to consult the index on coluWANE with a selectivity of
just 0.1%.

1.3.2 Limitations of Current SQL Optimizers

We now describe some inherent limitations of current SQLrygjoptimizers. These
limitations arise not as a result of any intrinsic lack orfiie@ency in the available
commercial optimizers, but because their design is limitepgroducing execution
paths that are logically equivalent to the original SQL guext, utilising the rules
of the relational algebra (Date 2063 In general, they do not utilise semantic
information and are unaware of, for example, all but a smapprtion of readily
available schema constraints encoded within the databsedé (Genet & Dobbie
1998). While SQL optimizers apply the rules of relationaledd, they lack a
semanticreasoning engine (Hsu & Knoblock 2000, Godfrey et al. 199&) are
therefore typically unable to use semantic informatiomtituence the choice of a
suitable execution path.

e They are unable to detect logical inconsistencies in quexty For example,
consider the following query on a RDB tablt®@STOMER containing column
CITY:
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select * from CUSTOMER where CITY > CITY;

Current SQL optimizers will submit such a query to the datahasnodified.

They are unable to detect inconsistencies between the Edbleand the
query text. For example, suppose the same @8&0MER includes a column
STATUS which the table’s definition declares to behar (1)” indicating the
column stores a single character:

create table CUSTOMER/(
ID number(8),
NAME varchar2(30),
ADDRESS varchar2(30),
STATUS char(1l),

)
Now consider a query such as:

select * from CUSTOMER where STATUS = ’ok’;

The length of the literal 6k” is two, so this query is unsatisfiable. Nev-
ertheless, current SQL optimizers will submit such a querthe database
unmodified.

They are unable to resolve schema constraints with quetsiatesns. For
example, consider a query on the same taikTOMER in the presence of the
schema constraint:

check CITY in (’London’,’Paris’,’New York’);
Now consider a query such as:

select * from CUSTOMER where CITY = ’Auckland’;

Again, this query will be submitted to the database unmatlifie

SQL language optimizers are generally classifieduds basedor cost based

(Babcock & Chaudhuri 2005, Warshaw & Miranker 1999, Haas, Cdreyy &

Shukla 1997, Cherniack & Zdonik 1996). With rule based opation, the opti-
mizer chooses an execution plan based on the access pathblawand the ranks of
these access paths. The ranking of the access paths igicelfitbere is more than
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one way to execute a SQL statement, then the rule based pptialivays uses the
operation with the lower rank. Usually, operations of lowaark execute faster than
those associated with constructs of higher rank (Cherniagkd@nik 1998, Luscher
& Green 2002).

Both rule and cost based optimizers ultimately rely on thati@hal algebra to
produce an execution plan, but the cost based optimizeradsigsonal heuristics.
With cost based optimization, the optimizer uses heighasxed histograms to es-
timate the distribution of column data and hence the calithnaf the result set.
For example, consider a query which is restricted on an iedl@olumn. The cost
based optimizer may infer the cardinality of the result sebb high to justify an
index scan, ordering a full table scan despite the presdreceatevant index (Waas
& Galindo-Legaria 2000, Chan 200p.

1.3.3 Motivating Example

We conclude this introduction with a simple motivating exdenwhich captures
how the technique of semantic query optimization achieteespeed-up of query
answering.

Example 1.3.1.The Human Resources Manager of a global IT company poses the
following query to the company database:

“Give me all the information about employees with ComputeeSoe degrees
who earn less than $50,000 per year”

Being a global IT company, its employee database is largethadVianager
observes the results of the query take some minutes to appbarquery in fact
returns no rows. This is because all Computer Science graduatthis company
receive salaries in excess of $50,000. A closer inspectidheoemployee data
would have yielded the simple semantic rule:

“If an employee has a Computer Science degree then theirga@reater than
$50,000

This is precisely the type of rule utilised by a semantic gusatimizer. Given
the original query, the semantic optimizer wouddducethat this query cannot
return any rows, thus obviating the need to even submit theygoghe database.
In the presence of such a semantic optimizer, the answer th#reager’s query
would appear instantaneously.

’Current commercial RDBMS generally recommend cost baséichmation. A detailed study
of the SQL optimizer is beyond the scope of this thesis. Webimassume its presence throughout.
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2.1 Introduction

After two decades of research into semantic query optinoizatSQO), there is
still no commercial implementation and SQO is neither mia@g@n nor widely
employed (Cheng et al. 1999, Godfrey et al. 2001). Neversleleere is clear
agreement in the literature that SQO is able to speed upirceyfzes of database
queries (Yoon et al. 1999, Date 209)3su & Knoblock 1994).

The main emphasis of SQO research has been deductive dzdal&®r ex-
ample, see (Cheng et al. 1999, Godfrey et al. 2001)). Howewvthis thesis, we
specifically address the role of SQO in relational datab@@B8). We focus on the
guerying of large table objects such as those typically dfoardata warehouses.

It is important to distinguish SQO from the conventional iyueptimization
performed by all commercial relational database managesystems (RDBMS)
When we speak afonventionaSQL query optimization in the context of RDBMS,
we are specifically referring to the task performed by$d@L query optimizerAll
RDBMS include such SQL optimizers. The performance of the SQinozer is
of central importance to a RDBMS and is one of the main ways ti@atarious
commercial RDBMS distinguish themselves from each other. flihetion of the
SQL query optimizer is beyond the scope of this thesis andimplg assume its
presence throughout.

The remainder of this chapter is organised as follows.

e We describe related research in the field of SQO. Our degmmifs built
around the definitions of some important terms. We begin bsicering
preliminary definitions used by other researchers in thd €lSQO (Sec-
tion 2.2).

e We then focus on the use of semantic information and semeuiés (Sec-
tion 2.3) before defining the principle term “semantic queptimization”
itself (Section 2.4).

e We set out the main types of SQO as they have been classifiethby re-
searchers (Section 2.5).

¢ \We reiterate some inherent limitations of current SQL qugtymizers which
are shared by all commercial RDBMS (Section 1.3.2).

e We consider SQO in the context of commercial RDBMS and reponiesof
the reasons suggested by other researchers as to why SQOrautinely
employed.

Well known commercial RDBMS includ@®raclé™ (seehttp://www.oracle.com), MS
SQL ServefM (seehttp://www.microsoft.com/sql), DB2™ (seehttp://www.ibm.com),
SybaséV (seehttp://www.ianywhere.com), Postgre§seehttp://www.postgresql.org).
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e We give a summary of a small set of semantic optimizationskwhre imple-
mented in some commercial RDBMS (Section 2.6).

¢ We conclude by listing the main contributions of the chap&srction 2.7).

2.2 Preliminary Definitions

We now describe related research in the field of SQO by consgithe definitions

of some important terms used in the research literature.gOal is to clarify and

to some extent simplify some of this terminology. We will defithe central term
semantic query optimizatian due course, but in order to do so we first define some
preliminary terms.

The aim of SQO is to use semantic knowledge about the datalmasain to
transform a query into one which is syntacticallyfeient butsemantically equiva-
lent and which can be executed morieiently? (Godfrey et al. 1996, Siegel et al.
1992, Chakravarthy, Grant & Minker 1990, King 1981, Hammer dogik 1980).

The queries in question cannot meaningfully be considegad/alentper sebut
must be semantically equivalentith respect to some specific set of schema seman-
tics. So it is more correct to say thaemantic equivalenameans the transformed
query always produces the same answer as the original qureayny database state
satisfying a given set of schema constrai@geqgel et al. 1992). In this thesis, we
assume a database schema is available and we subsequiistytle schema as
the first step in the construction of a practical semantiayoptimizer. We focus
explicitly on schema constraints beginning at Definitiod.2.0n page 19.

For RDBMS, the semantic equivalence of two queries meanglligethat the
tuples returned by the two queries are exactly the same forem glatabase state,
although the result set is not necessarily presented inahree ©order. Since the
contents of a database will typically change over time, velrenwe speak of the
answerto a query we are referring to the result set (i.e., the typletsirned at a
particular point in time for a particular database stateneliv data is inserted or
existing data updated or deleted, then the database swtdhaaged and the same
guery may return a fierent answer set.

Definition 2.2.1. Semantic equivalenceTwo database queries are semantically
equivalent if they return the same answer, for a given datalséste.

The notion ofquery rewriteis intrinsic to SQO and refers to the transforma-
tion or recasting of the query to affirent textual expression (Aberer & Fischer

2The termsyntactically diferenthere refers to the actual textual expression of the quetg-sta
ment. We do not mean the abstract syntax of the query langB&ie See Definition 2.2.5 on
page 17 for a precise definition gtiery ehiciency



16 Chapter 2. Background Research

1995, King 1981, Hammer & Zdonik 1980). It is important totaiguish the query
rewrite we refer to here in the context of SQO from the workfgrened by the
conventional SQL optimizer. The SQL optimizer generatestatlogically equiv-
alent alternative execution paths based ultimately onulesrof relational algebra.
That is, SQL optimizers perforgyntacticoptimization (Date 2003 via a set of re-
write rules based on the notion of equality, as it is definetthérelational algebra.
In general,semantianformation is not utilised by current SQL optimizers (Gene
& Dobbie 1998).

Definition 2.2.2. Query rewrite This is the process of rewriting a database query
into a semantically equivalent query with gfdrent syntax .

All SQL language interpreters require aptimizerbecause SQL is a declara-
tive language (Date 2003 The task of the SQL optimizer is to determine an actual
execution path which is logically equivalent to the oridi8®L query text. Typ-
ically there will be many choices of possible path with theulethat determining
the optimal path rapidly becomes exponentially explosive. Thus findingptimal
path in these circumstances is classified as NP-hard (Sun1®%4). All SQL opti-
mizers employ heuristics to overcome this problem (Scioi®i&gel 1990, Shenoy
& Ozsoyoglu 1989, King 1981) with the desirable outcome pemear-optimal
execution path.

An important feature of the SQL optimizer is that it calcelta dimension-
less metric which is a measure of how costly the query is erpeo be, without
actually executing the query. This metric is readily ava#ain all commercial
RDBMS. This makes it straightforward &stimatethe relative computational cost
of equivalent execution paths, without actually executhrgquery many times and
comparing average query times.

Definition 2.2.3. SQL optimizer This is the engine that takes as its input the SQL
guery text and outputs the specific execution path to bedelliain order to compute
the query answer.

The notion ofquery cosis used very generally by researchers, hence the generic
definition below (Definition 2.2.4). Various writers emplmsthe amount of disk
activity required to answer a query (Siegel et al. 1992),tthal time required to
answer the query (Zhu 1992) and delays due to communicabisis ¢Jarke & Koch
1984). In this thesis, we focus on thgeragecost of submitting a query as part of
a large batch of similar queries. We use a humber fiEBnt metrics to evaluate
the computational cost of a query, including total CPU tinsgaltnumber of data
blocks physically read from disk and the total elapsed timbis is described in
detail in Chapter 5 (page 131).
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Definition 2.2.4. Query cost The cost of a query is the expenditure of computing
resources required to answer that query. Expenditure is oredswith a set of
nominated metrics which typically include some permutatbmotal CPU time,
total number of data block reads and total elapsed time.

Intuitively, a more #icient query is one that on average requires fewer resources
to execute (e.g. fewer disk reads) and therefore is execnted quickly (Godfrey
& Gryz 1996), given a particular set of computer resourcese €an only mean-
ingfully compare the ficiencies of two queries if they are semantically equivalent
Consider two semantically equivalent queri@sandQ,. QueryQ, is more dficient
than queryQ; if on average it is less costly, as indicated by some speciéittin
such as total elapsed time.

Definition 2.2.5. Query ¢ficiency This is the relative cost of semantically equiva-
lent queries.

Intuitively, anunsatisfiable queris posed against a particular schema and pro-
duces an empty result set, for a given database state. Tipiy @asult set might
occur because oflagical contradiction embodied by the query, or simply because
for the given database state, there is no data which satisGeguery conditions.

In this thesis we consider two sources of unsatisfiabilityueries which result
from a logical contradiction embodied by the query itself.

1. The unsatisfiability arises from a logical contradictiathin the query text it-
self and independent of schema semantics. The followinmpiaillustrates
how such a logical contradiction can arise.

Example 2.2.1.Consider a tableTAB against which the following query is
posed:

select *
from TAB

where 1 = 2;

This query will return an empty result set independent of ahema se-
mantics or the contents of tableAB simply because the restriction itself is
arithmetically unsatisfiable.

Itis perhaps surprising that such a simple scenario is mo¢tly detected by
at least one commercial RDBMS, in the sense that such a qudrigendlub-
mitted to the database in the normal manner. Why this is theisakescribed
in detail in Section 1.3.2 (page 9).
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2. The unsatisfiability arises from a logical contradictimiween the query text
and the schema semantics. The following example illusratav such a
logical contradiction can arise.

Example 2.2.2.In RDBMS, tables are defined using the databdata def-
inition languageg(DDL). Conventionally, numeric columns are declared to
restrict the precision of the number, for example, to a desigd number of
decimal places. Consider a tabl@aB which we have defined by the following
DDL:

create table TAB(
COL1 number(l),
COL2 varchar2(10),
COL3 date

);

ColumnCoOL1 is constrained to be a single digit integer. Now consider the
following query posed against tabIaB:

select * from TAB where COL1 = 27;

Clearly such a query will return no rows. It is unsatisfiable. §hmight have
been deduced by simply considering the table’s DDL.

The empty result set might occur because there is no datsahafies the query
conditions, for a given database state.

Example 2.2.3.Consider a database schema populated with employee data. At a
particular point in time, it happens that only data for femamployees are found

in the database. So any queries which ask for data on male gegsdowill return
empty result sets. For this database state, these quergesresatisfiable.

Detection of unsatisfiable queries is identified as pivoyahlbresearchers into
SQO (Yoon et al. 1999, Genet & Dobbie 1998, Zhang & Ozsoyo§Rir]l Hsu &
Knoblock 1996, Godfrey & Gryz 1996, lllarramendi, Blanco &&3d994). This is
because, if we can deduaepriori that a query will produce an empty result set, it
need not be posed to the database at all, resulting in a 10@#%ggaeglecting the
cost of detecting the unsatisfiability). Unsatisfiable ¢gggeare considered in detail
in Section 2.5.1 (page 31).

Definition 2.2.6. Unsatisfiable Query An unsatisfiable query is one which, for a
given schema and database state, cannot return any rows.
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Semantic Information

Domain
knowledge .

v/<

Discovered Rules

¢ Derived from query driven analysis
o Derived from data driven analysis
e Require a rule discovery phase

Schema Constraints

Includes schema metadata
Static

True a priori

Stored, enforced and maintained
by DBMS

“Business
i Rules

Figure 2.1:Sources of semantic information Semantic information can be drawn from a number
of different sources includingchema constrainenddiscovered rulesSchema constraints originate
from human practitioners, while discovered rules are @ibydound by the execution of software.

2.3 Semantic Information and Semantic Rules

We now consider definitions arising from the notionseimantic information\We
begin with a very general definition which we refine as we agrsilfterent sources
of semantic information. Refer to Figure 2.1 on page 19. Sémarformation
includes schema meta-data (such as the table and view oefaih a relational
database), domain knowledge (such as might be helddoyain experjsas well
as various constraints defined, stored and enforced by tladake management
system (DBMS). A prerequisite for query rewriting (Definiti@.2.2, page 16) is
obtainingvalid semantic information; i.e., semantic information whichrise of
the target database at this particular point in time.

Definition 2.3.1. Semantic information This is any logical statement or data
which describes or constrains the data currently stored i database and the
data that may be stored in the database.

The notion ofsemantic rulas intrinsic to SQO. The nuance of the teruie
in this context is that the semantic information is capturga formal logical sen-
tence. Such logical sentences may be utilised by a reassgstigm. In contrast,
the termsbusiness ruleand domain knowledgelo not necessarily refer to formal
logical sentences and may include the informal knowledg#atain expertsSuch
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knowledge may be dicult or impossible to express in first order predicate calcu-
lus (Godfrey et al. 1996).

Definition 2.3.2. Semantic rule A semantic rule is a sentence in first order predi-
cate calculus which expresses semantic information.

In this chapter we specifically identify a number of impottsources of seman-
tic rules. We classify these semantic rules firstly by obsgrwhether or not they
may be formally encoded within the databaseasstraints

Definition 2.3.3. Schema constraintA schema constraint is a rule which is stored,
maintained and enforced by the DBMS and which constrainsedp@ halues that
may be stored in the database.

The critical role of schema constraints as a rich and stadlece of semantic
information is considered by (Yu & Sun 1989) and (Godfrey let2@01) in the
context of knowledge discovery and deductive databasescasgely. In this thesis
we consider schema constraints in the context of RDBMS andfajadly consider
how they may be utilised for the purpose of SQO. This is carsd in detail in
Chapter 4 (page 95). For the time being we list the types ofreaheonstraints
found in RDBMS.

e Schema meta-datd he definitions of the various schema objects such as ta-
ble definitions, view definitions and index definitions. Ihislpful to think of
the schema meta-data as the definitions created by the ROxBit4Slefinition
languaggDDL).

e Integrity constraintsThese are meta-data which define rules which constrain
data at insert and modification. All commercial RDBMS allow fb#ow-
ing constraints to be definedrot null, primary key, unique key, foreign key,
check Their purpose is to enforce relationships between da&rmintain-
ing data integrity. The use of integrity constraints for S@@@onsidered in
detail in Chapter 4 (page 95).

e User defined constraintAll commercial RDBMS allow constraints to be
defined manually, typically to enforce complex businessguhat would be
difficult or impossible to implement using the built-in integrdonstraints
listed above. Such rules may be implementedragerswhich fire when
certain conditions are met, for example, when new data isried. User
defined constraints are often built using a procedural laggwhich may be
an intrinsic part of the RDBMS. For example, the Oracle RDBMSudek

3Further discussion of triggers is beyond the scope of thisigh
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the procedural languageL/SQL . Alternatively, complex data relationships
may be implemented, using a procedural language suclaesn a layer
outside the actual database. This is the case when appfisatie built using
athree tier design methodologpoke, Satzinger, Williams & Douglas 2003)
where the database is viewed simply as a persistence meohagsiding at
the bottom of three tiers and all business rules are enfguoecedurally in
the middle tief.

Various researchers have identified other sources of semafiormation (which
may or may not be expressible in the language of the parti@MS) such as
specialised domain knowledde=ld by domain experts (Godfrey et al. 2001) and
application business rulé&odfrey et al. 1996, Genet & Dobbie 1998, Date 2603
Shekhar, Hamidzadeh, Kohli & Coyle 1993, Shenoy & Ozsoyo§ii7}.

We make the important observation that schema constramtstanded to con-
strain data only at insert or modification time and are ndtsetl at query time.
Furthermore, while schema constraints remain valid stat¢snabout the domain
of interest, this is no guarantee that the actual data sioréed database conforms
to these rules. This contradictory situation arises witmagregularity in commer-
cial DBMS because constraints are often relaxed during datti or modification.
This is considered in more detail in Chapter 4 (page 95) whexed@scribe the
design of a practical semantic query optimizer.

Some researchers classify rules considered for semarttroination asstatic
or dynamic(lllarramendi et al. 1994, Chakravarthy et al. 1990). Ineldidh static
constraints are such rules that do not change or evolve owverds the state of
the database changes. Therefore schema constraints, asveveldfined them in
Definition 2.3.3 (page 20), are static.

2.3.1 Rule Discovery

Some authors specifically concentrate on rules that argegefrom the database
(Chen 1996, Siegel et al. 1992). These studies use a varig¢gclhiques to de-
tect correlations in data which are then used to formulatesru For example,

in (Agrawal, Imielihski & Swami 1993) the authors present an algorithm for iden-
tifying correlations in sales data between sets of Boolewibates. Techniques for
discovering rules that exist between quantitative anchcaiteal data in relational ta-
bles are described by (Srikant & Agrawal 1996). Mining asstoan rules over data
which specifically represemttervalsis described by (Miller & Yang 1997). Rules
discovered from the analysis of data are considered staticdata updates invali-

4The top tier is typically thgraphical user interfad&Ul). Further discussion of three tier design
is beyond the scope of this thesis.
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date that assumption (Gryz, Schiefer, Zheng & Zuzarte 28&el et al. 1992).

Definition 2.3.4. Rule discovery Rule discovery is the search for patterns, regu-
larities and correlations in the target database.

Our definition follows (Gryz et al. 2001, Hsu & Knoblock 1998hekhar et al.
1993, Siegel et al. 1992), but for clarity specifically reféo the uncovering of
semantic information which iadditionalto the schema constraints described above
in Definition 2.3.3 (page 20). In (Shekhar et al. 1993), thbaus use the term “rule
discoveryphasé to emphasize the uncovering of previously unknown infatiora

Discovered rules are typically of the form:

PiﬁQ

whereP; is some finite conjunction of conditions on the tuples of atrehal table
andQ is a consequent condition (Miller & Yang 1997, Piatetskyafino 1991).

Example 2.3.1.A rule discovery exercise on tabEMPLOYEE discovers that all
Managers over the age of 40 have salaries of at least $150k. iffarmation is
formulated into the following rule:

(POSITION="MANAGER) and (AGE > 40) = (SALARY> 150000

When discovered rules are static, they need only be compilede o
(Chakravarthy et al. 1990). This is an important considenathenever signifi-
cant computational resources must be expended to discelesant rules. Static
rules may be discovered floline” so there is &ectively no impact on database
usability. Data warehouses are an important example wherddtabase state typ-
ically evolves slowly enough for the computational expeoiseile discovery to be
worthwhile (Albrecht, Himmer, Lehner & Schlesinger 2000).

Example 2.3.2.A data warehouse comprising banking transactions is theesitibj
of a rule discovery exercise. Any rules generated by theyaigbf historic trans-
actional data are likely to be static because the data iskatyi to ever be updated.
Similarly, other parts of the data warehouse, such as custalerils, are likely
to evolve only slowly such that any discovered rules can benasd to be valid
for long enough to make worthwhile the computational expehdescovering such
rules.

However,dynamicrules may change as the database state changes. In partic-
ular, dynamic rules may be rendered invalid by updates toddtabase. When
dynamic rules are used, the cost of checking to see if thes are still valid after
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a database update must be taken into account. Thereforsehaf dynamic rules
may incur performance penalties at run time. To addressptioislem, in (Gryz
et al. 2001) the authors suggest rule maintenance maletaredafter an update
is found to be inconsistent with a rule. In this case, the isutagged as invalid and
not utilised until it can be modified (or removed) to reflea tiew semantics, at a
time of low database activity. We consider the question wélidating temporary
or dynamic rules as quite separate from the central issu€Grf. ®ur experiments
with discovered rules, which we describe in detail in Chaptgrage 153), make the
assumption that the database state evolves slowly enoungalie the rule discovery
exercise worthwhile.

Many semantic rules discovered in a mechanical knowledgeoudery process
may be of no practical value to the semantic query optimi@adfrey et al. 2001,
Cheng et al. 1999, Aberer & Fischer 1995). For example, noenatiw strong
the relationship captured by a discovered rule, it will mdweless have no impact
whatsoever if the rule is never actually invoked. In thissgersuch a rule is not
relevant The following example clarifies the notion of rule relevanc

Example 2.3.3.A knowledge discovery exercise identifies a strong coraicbe-
tween an employeelank the make of their caand thegender of their manager
Such a correlation might be uncovered by a mechanical aisalylich carries out
an exhaustive search for such relationships. Yet this sealamowledge, although
valid, is of little practical value. A cursory examinatiofithe actual queries made
against the database reveals that queries incorporatirggttiiee attributes:bank
make of caand gender of managere never actually submitted. So the (possibly
expensive) knowledge discovery exercise is of no value.

Definition 2.3.5. Rule relevance A semantic rule is relevant if it is able to be
utilised by the semantic query optimizer to increase qufigiency.

Rule discovery is typicallyguery drivenor data driven(Lowden & Robinson
2002, Shekhar et al. 1993, Siegel et al. 1992, Yu & Sun 198jukry driven rule
discovery, rules are inferred from the restriction clauskequeries arriving at the
database and the results they produce. In its simplest themmethod notes when
two syntactically diferent queries produce exactly the same result set (althoaigh
necessarily in the same order). The mofiéceent query will then be substituted
whenever the lesdlecient query arises.

Example 2.3.4.A simple example of detecting semantic equivalence is the aia
three queries, identical except that one is uppercase,hmmnas lower case while
the third is a mixture of cases. All three queries producegsame answer. Sur-
prisingly, the detection of such a simple equivalence camite important for
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commercial RDBMS. This is because an SQL query identifie@iag Bthe same”
as one recently parsed, will not be reparsed by the SQL ot simply sub-
mitted directly to the database with the same execution p@atiithermore, if the
answer to the previous query is still cached (i.e., in memang RDBMS will fetch
the answer directly from memory, obviating the need for disleas. If the query is
complex, this can result in a significant time saving.

The SQL optimizer of at least one major commercial RDBMS doesuch
textual reformatting. In such a RDBMS, all three queriescdiégd above will be
judged as being gerent from one another and each will be separately parsednEve
the addition of extra whitespace will provoke a re-parse (Chada).

A simple analysis of queries can note which database obgectattributes are
actually being queried, creating a focus for the rule discpexercise. However
a subtle problem may arise in that the rules produced may aptiynize queries
which are the same (or similar to) previous ones receivedaaatyzed. This leaves
many potential semantic optimizations unexplored (Shekhal. 1993).

In data driven rule discovery, we look primarily at data wdsition
(Shekhar et al. 1993, Han, Cai & Cercone 1993). Data is analgfdohe in or-
der to discover patterns or correlations that may be fortadlanto semantic rules.
This type of analysis is often describeddea miningand the application of data
mining techniques to discover semantic knowledge for sylset use in query op-
timization is described by many researchers in the area @&moblock 2000,
Chen 1996, Hsu & Knoblock 1996, Han, Huang, Cercone & Fu 199ékisdr
etal. 1993, Yu & Sun 1989).

Example 2.3.5.An analysis of an Employee database reveals that only feemale
ployees take maternity leave. The following query is posed:

select *

from  EMPLOYEE

where GENDER = ’'male’

and MATERNITY_LEAVE = ’yes’;

If there is no index on colummATERNITY_LEAVE and GENDER, this simple query
will provoke a full scan of tabl&@MPLOYEE, which may be computationally expensive
if EMPLOYEE is large. Conversely, if we are able to invoke the simple seimauie
that only female employees take maternity leave, this quesed never be submitted
to the database.

Being independent of any queries, data driven rules may b@itedrincremen-
tally without dfecting run time performance. The objective of searchingutas in
this manner is the assumption that the discovery of, sayrraletion between two
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column variables, will somehow confer an advantage. Sodrctimtext of RDBMS,
a reasonable heuristic might be to look for a correlatiomben an indexed and an
unindexed column.

Example 2.3.6.Consider a database which stores information about ships which
dock at a particular port. A tabledOCK includes columnsSHIP_TYPE and two
columnsARRIVE and DEPART which record the arrival and departure time respec-
tively of ships that visit. ColumSHIP_TYPE is indexed wWhileARRIVE and DEPART

are not indexed. TablB0CK is frequently the target of queries which are typically
restricted on arrival and departure time. An analysis ofalat table DOCK reveals
that only ships of typéA’ arrive on Monday or Friday. A semantic rule is formu-
lated:

ARRIVEe {'Monday’, Friday’ } = SHIP.TYPE="A’

Now queries which ask for arrivals on a Monday or a Friday can #dgrestriction
that the ship must be of typa ’. Since columi$HIP_TYPE is indexed, the addition
of the extra predicate increases queyficency. This is an example odstriction
introductionwhich is described in detail in Section 2.5.3, page 34.

Various researchers identify the problem of finding rulescivltan actually be
utilised by a semantic optimizer (as opposed to simply figdires, for example,
by applying data mining techniques) and advocate the useuosfstics to guide this
search (Godfrey et al. 2001, Grant, Gryz, Minker & Raschid7l 8l 1996, Siegel
et al. 1992, Chakravarthy et al. 1990). Although rule discpyer ses beyond the
scope of this thesis, we nevertheless list several of the smamon heuristics
because they foreshadow the type of rule which we employ moaun practical
semantic optimizer which we describe in detail in Chapter @gé95). An im-
portant feature of the following heuristics is that they elegh on both query driven
analysis (to identify suitable target tables and columns))@ata driven analysis (to
formulate the association or correlation into a usable)rule

¢ If queries against a tabl€ include restrictions on an unindexed colu@n
then look for rules which relat€; to an indexed columg@; of tableT. The
objective is to allow an additional constraint based on tigexed column
C; to be introduced. This is an example rafstriction introductiorwhich is
described in detail below in Section 2.5.3, page 34.

¢ If queries against a tabl€ include restrictions on both columi (unin-
dexed) and column€; (indexed) andC; can be inferred fronC;, then re-
moveC; from the query. This is an example adstriction removaivhich is
described in detail below in Section 2.5.2, page 31.
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Figure 2.2:Semantic rule discovery Semantic information may be harvested from an analysis
of (1) queries (2) data distribution and correlation (3)esola constraints.

¢ If queries are frequently made against tabMhich include range restrictions
on columnC;, then look for value ranges in colun@j for which there are no
satisfying tuples. This is an example détection of unsatisfiable queries
which is described in detail below in Section 2.5.1, page 31.

In (Lowden & Robinson 2002), both query driven and data dritemhniques
are combined. Initially, the join columns cited in equifajueries become the tar-
gets for further data driven analysis. The objective in tidase is specifically the
discovery of rules to assist with talj@ns, rather than queries on a single attribute.
In addition, primary key and corresponding foreign key infation is harvested
from the DBMS meta-data, again to serve as the starting poiritifther data anal-
ysis. In this case, the objective is the elimination of rethmt joins between the
table containing the primary key and the table containiregftireign key. This is
an example ofoin removaland is described in detail in Section 2.5.4, page 36. We
summarize three important approaches to the discoverynodsic information in
Figure 2.2 (page 26).

2.3.2 Rule Reliability

In (Godfrey et al. 2001), the authordi@irentiate between rules which are assumed
to be always trueand have been defined using existing DBMS mechanisms (for
example RDBMSheckconstraints) andoft constraintsvhich are discovered rules
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assumed to be true “most” of the time. Soft constraints aem#elves divided into
absolute soft constraintaeaning the current state of the database contains no data
that violates the rule ansttatistical soft constraint® which a majority of the data
comply and a small exception do not. Therefore we have a teke hierarchy
defined by a rule’seliability; i.e., the probability that it is valid at a particular time:

1. Schema constraintstatic, true for all data, rule is valid for the lifetime dfet
schema;

2. Absolute soft constraintglynamic, true for all data, rule is valid for current
database state only;

3. Statistical soft constraintglynamic, true for most data, rule is valid for cur-
rent database state only.

(Hsu & Knoblock 1998) pursue a similar theme of the reliapibf a discovered
rule. They claim that while most approaches to SQO assumelthabase seman-
tics are static, in practice they are dynamic. They propogeamtitative metric
calledrobustnesswhich is the probability that a discovered rule is congisteith
a database state. A rule hagyh robustness it is unlikely to become inconsis-
tent after database updates. Robustness of a rule may betestinom readily
available DBMS meta-data. Only rules with high robustnessuaged for semantic
optimization, thereby limiting the cost of re-validatingjes.

One intrinsic property of all schema constraints (as we ltefened them in
Definition 2.3.3, page 20) is that they are created and enmtinde the database by
human practitioners. It is reasonable then to assume sile$ ave robust in that
they must reflect the intended schema semantics. In conttaist driven discov-
ered rules are found by the execution of software and we ¢anmg@neral assume
their robustness. This is in part because we cannot realyoasdume that schema
constraints themselves have been enforced for the lifetintiee schema. This ap-
parent anomaly is explained further in Chapter 4 (page 9%)nlihe meantime we
foreshadow the discussion of this problem with an example.

Example 2.3.7.A large company carries out nightly bulk loads, consolidgtsales
data into a single data warehouse table. A large summary {a8AgES, includes
columnsPURCHASE DATE and SHIP_DATE to record the dates when a purchased
item is bought and then shipped to a customer. A schema eamntsis defined to
check that the recorded shipping date is always later tharptivehase date:

check SHIP DATE > PURCHASE DATE;

However, this constraint is relaxed during the bulk load ttvamce performance
and therefore anomalies where this constraint is violatent @xample when
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PURCHASE DATE is null) are not detected. ThALES table is now the target of
a data analysis to discover semantic rules which may enhanes/gerformance.

Now any rules that utilise th8HIP_DATE or PURCHASE DATE columns will be valid

with respect to the data, but may be invalid with respect to titended schema
semantics.

When soft constraints are considered for utilisation by aasgim optimizer,
some metric is typically used to rank their usefulness. Sutds are often termed
association rule§Savasere, Omiecinski & Navathe 1995, Park, Chen & Yu 1995,
Mannila, Toivonen & Verkamo 1994) and two metrics are tyfyceited: support
(a measure of how often the rule occurs in the data setyanfidencéa measure of
how often the rule is true within the data set) (Agrawal ett8P3). These metrics
are more formally defined as follows. Consider a tableomprisingn rows for
which an association rulR has been discovered of the fofh = Q whereP; is
some finite conjunction of conditions on the tuples compgdi andQ is the rule’s
consequent condition. Then:

suppori(R) = w
confidencdR) = “Diiﬂ

where|C| denotes the number of tuples satisfying condittorFor example, when
half the tuples in a target table satisfy eitliior Q, the potential rule is supported
by 50% of the data. A confidence of 90% for the rule indicatesdbnsequent
Q can be correctly inferred 90% of the tinRg is true. These metrics are typically
chosen prior to the rule discovery phase to limit the comple the rule discovery
task. So, one would set a minimum support below which thentiaterule would
not be considered for practical use. Similarly, one woutcagainimum confidence
(effectively a measure of the strength of the rule) below whi@hgbtential rule
would not be considered for practical use.

2.3.3 Data Reorganisation

The discovery of semantic information not only leads to guewrite but can pro-
vide compelling reasons to reorganise the storage of détenva database.

Definition 2.3.6. Data reorganisation This is the physical relocation of data plus
the creation of auxiliary data structures such as clusténgexes or materialized
views, for the purpose of increasing queygiaency.

One undertakes data reorganisation with the aim of opthgiaiccess to data,
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primarily data which is stored on digkThe discovery of certain semantic informa-
tion provides compelling evidence for the creation of (fkample) clusters, indexes
or materialized views.

Example 2.3.8.A simple analysis of queries made against a particular dasab
reveals that the most expensive queries are joins betweer thblesA, B and
C. The database administrator (DBA) decides to co-locatéetah, B and C and
checks that the join columns are indexed. The tables theessale now subject to
further scrutiny with a view to discovering rules to be uslisby a semantic query
optimizer.

Clearly, data reorganisation is a type of query optimizatiod depends on se-
mantic information for its success. The extraction of thigllof information, along
with data reorganisation, is traditionally associatechwibrmal DBA duties.

2.4 Semantic Query Optimization

We now summarise the main components of semantic query izptiion and pro-
vide a precise definition.

Definition 2.4.1. Semantic query optimizatianSQO is the process of uncovering
semantic information (from all available sources) plus guewrite, where the aim
is to transform the original query into one which is semartcaquivalent but
more gficient.

Most researchers in the field (Aberer & Fischer 1995, Chaktayaet al. 1990,
Godfrey et al. 1996, Gryz et al. 2001, Yu & Sun 1989) use thimt® refer to query
rewrite. However, we specifically include the activity asated with uncovering
semantic information such as rule discovery, in additioradtual query rewrite.
Query rewrite is therefore a necessary but ndficent condition for SQO. What-
ever methods are employed to derive semantic informatibimately this activity
results in the actual transformation of the query into a agtntally diferent but
semantically equivalent query.

We summarise the main components of SQO and their intereictiBigure 2.3.
Our view is that the harvesting of schema constraints, teeodery of semantic
rules via query or data analysis, data reorganisation aad/qawrite are all essen-
tial aspects of SQO.

5This is a well researched topic, beyond the scope of thissthé& simply note that disk access
times are typically orders of magnitude greater than meraocgss times.
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Figure 2.3: Semantic query optimization SQO comprises four major components. (1) Har-
vesting of schema constraints (2) discovery of semantiesrula query or data analysis (3) data
reorganisation (4) query rewrite. The shaded regions c@prmore traditional view of SQO.

2.4.1 Complexity of SQO

When a large rule set exists, which may potentially be useeneastically opti-
mize a query, the problem arises as to which ones are thedaset The number
of transformations suggested by a semantic optimizer caklguecome combina-
torially explosive (Siegel et al. 1992). This is known as ti#téty problem(Lowden
& Robinson 2002, Han et al. 1993). This is why S@er seis classified as NP-
hard (Albrecht et al. 2000, Rishe, Sun & Barton 1995), an unging result given
that conventional SQL optimization is also NP-hard (Sun &1894). Most re-
searchers suggest the use of heuristics to guide the chioiokes and to prune the
number of possible transformations to the optimal or nedirtal ones (Shekhar,
Srivastava & Dutta 1992, Siegel et al. 1992, Shenoy & Ozshyb987, King 1981).
Other researchers employ a statistical approach (tygiadlhi-square test) to judge
the dfectiveness of a set of derived rules (Lowden & Robinson 200%den &
Robinson 1999, Sayli & Lowden 1996). In each case the obgdsito limit the
number of possible transformations available to the seimaptimizer, precluding
significant degradation in optimizeffeiency.
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2.5 Main Types of SQO

We now summarise and describe the main types of SQO as theybeawn classi-
fied by various researchers (Chomicki 2002, Lowden & Robingi42Lowden &
Robinson 2002, Cheng et al. 1999, Lee, Bressan, Goh & Ramaknigi&®®, God-
frey, Grant, Gryz & Minker 1998, Pang, Lu & Ooi 1991, Chakrdlgret al. 1990,
King 1981).

2.5.1 Detection of Unsatisfiable Queries

A query is unsatisfiable if it cannot logically return any m\Definition 2.2.6,
page 18). The detection of such queries is identified as arrady@ntage by all re-
searchers into SQO (Yoon et al. 1999, Genet & Dobbie 1998)g@KaOzsoyoglu
1997, Hsu & Knoblock 1996, Godfrey & Gryz 1996, lllarrameradial. 1994).
For example, (Lowden & Robinson 1999) reports savings madeebgcting un-
satisfiable queries are an order of magnitude greater ttem optimizations. The
advantage arises simply because an unsatisfiable querynotédxd posed to the
database at all, resulting in a 100% saving, neglecting ts¢ af detecting that
unsatisfiability.

In the examples that accompany Definition 2.2.6 (page 18)llugtrated query
unsatisfiability arising from a logical contradiction withthe query text itself and
independent of schema semantics (Example 2.2.1, pagerdi) af logical contra-
diction between the query text and the schema semanticen(idga2.2.2, page 18)
and because there is no data that satisfies the query riestsicfor the current
database state (Example 2.2.3, page 18). In the practicerge optimizer we
describe in Chapter 4 (page 95), all three types of unsatisftalery are detected.

To our knowledge, no commercial RDBMS implementation perfothis opti-
mization. Furthermore, we show in Chapter 5 (page 131) usicmsamodel, that
detecting query unsatisfiability is not costless but mayiregsignificant resources
at runtime. We confirm this in Chapter 6 (page 153) with theltesxdiour empirical
investigation.

2.5.2 Restriction Removal

A query restriction may be deduced to be redundant and israition simplifies

the query by eliminating the need to process that restricide now describe four
scenarios where restrictions may be eliminated or at leagtlified by considera-
tion of the schema semantics.

e The following example illustrates how restriction remogah arise from a
knowledge of the schema meta-data stored as an intringiofthe RDBMS.



32

Chapter 2. Background Research

Example 2.5.1.Consider a columi@OL 1 of tableTAB which is constrained at
table creation time to beriot null”. This prevents any rows being inserted
into TAB for which COL1 is null. Therefore whenever the restrictiofOL 1
is not null” appears in queries againsIAB, it can be eliminated.

We report empirical results for this type of optimizationSection 6.12 on
page 179.

The following example is similar to the one above and illatgs how a query
might be simplified from a knowledge of the schema semantics.

Example 2.5.2. Consider a columnID which is the primary key of table
TAB. In the following query, the key worddistinct” appears in the select
clause:

select distinct ID
from TAB
where COL1 > 10;

The ¢gfect of the “distinct” key word is to trigger a sort of the result set so
that duplicates can be eliminated. However, since columis the primary
key, we can be sure all results returned will be unique. A seimaptimizer
might deduce this, saving the cost of the redundant sort.

We report empirical results for this type of optimizationSection 6.10 on
page 175.

The following example illustrates how restriction remogah arise naturally
from a knowledge of the range of values actually found in theblase for a
particular column.

Example 2.5.3. This example of restriction removal is illustrated in Fig-
ure 2.4 (page 33). Consider a tabfB with a column attributeCOL 1 which
appears in the restriction of an SQL quedy A prior knowledge discovery
exercise has determined that all valuestot.1 lie on the interva[100 50Q.

QueryqQis:

select *

from TAB

where COL1 >= 0
and COL1 <= 400;
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100 = COL1 =500
L O
0 100 400 500 R
s s

Q: select * from TAB where COL1 = 0 and COL1 < 400;

Q': select * from TAB where COL1 < 400;

Transformed query is simpler
Fewer restrictions to process
Many similar queries increase probability answer is cached

Figure 2.4: Restriction removal: All values of columnCOL1 in table TAB lie on the interval
[100 500. A semantic optimizer can apply this knowledge to simplifiegyQ to queryq’.

The restriction inQ may be rewritten as the intervfld, 400]. From a knowl-
edge of these two intervals, a semantic optimizer may dedhatehe SQL
restriction may be rewritten asCOL1 <= 400", recasting the original query
intoQ’:

select *
from TAB
where COL1 <= 400;

The transformed query is simpler in that there are fewer retstns to pro-
cess. Furthermore, any similar “out of range” queries 60L 1 will be recast
by a semantic optimizer into the simplified form above. Fangple, consider
gueries that restrictCOL1 to an interval which subsumes the actual column
limits, such a§20,550. All such queries will be recast as the more general

query:

select *
from  TAB;

This generalisation process increases the chance that Bid®already has
the answer cachéd thereby eliminating the disk activity associated with
fetching the answer tuples from disk.

e The following example illustrates how restriction remogah arise as a re-
sult of the application of a rule that has discovered a catigi between an
indexed and an unindexed column.

SRDBMS typically cache in a memory queue both the parsed S@kyoand its result set. There-
fore a query which occurs repeatedly will never be aged auttreue.
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Example 2.5.4.Consider a frequently queried tableiB. A rule discovery
exercise has discovered a correlation between unindexadrcofOL1 and
indexed columr@OL2. The rule is expressed as:

if COL2 between A’ and ’E’ then COL1 = ’pqr’;

The following query is posed:

select *

from TAB

where COL1 = ’pqr’
and CoL2 = 'C’;

From a knowledge of the second query restrictiaf0L2 = ’C’” and the

above rule, a semantic optimizer may deduce that the firstygestriction

“COL1 = ’pqr’”isinferred by the second. Sina®L2 is indexed butCOL 1

IS not, the semantic optimizer removes the first restriciad rewrites the
query to:

select *
from TAB
where COL2 = 'C’;

We report empirical results for this type of optimizationSection 6.14 on
page 182.

2.5.3 Restriction Introduction

A query restriction may imply an additional (redundantXrietion which, when in-
troduced, increasesteiency. This typically occurs when the introduced reswitt
involves an indexed attribute (Lowden & Robinson 2002, SketdOzsoyoglu
1987). The following example illustrates how restrictioriroduction can arise
naturally after a rule discovery exercise has discoveredreelation between the
columns of a frequently queried table.

Example 2.5.5.This example of restriction introduction is illustratedfrigure 2.5
(page 35) and is similar to, but the converse of, ExampletZzabove. Consider a
frequently queried tabl&AB. A rule discovery exercise has discovered a correlation
between column60L1 and COL2. The rule discovery was initiated by three critical
observations:

e COL2 has an index of high selectivity;
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Q : select * from TAB where COL1 = ‘xyz’;

Rule :if COL1 in [‘abc’, ‘pqr’, xyz’] then COL2 = ‘A’;

Q' : select * from TAB where COL1 = xyz’ and COL2 = ‘A’;

Figure 2.5:Restriction introduction : The restriction or€0OL1 of tableTAB activates a rule which
allows an additional restriction on colun@@L2 to be added to the query. Typically, such a rule is
applied because dandexexists onCOL2 but not onCOL1.

e COL1frequently appears in the restriction clause of SQL queaiggsinst table
TAB;

e COL1is not indexed.

The correlation betwee@OL 1 and COL2 may be expressed as the following rule:
if COL1 in [’abc’,’pqr’,’xyz’] then COL2 = ’'A’;

Now consider the following query against talil&B:

select *
from TAB
where COL1 = ’xyz’;

From a knowledge of the query restriction and the above rukgraantic optimizer
may deduce that the additional restrictio@0L2 = ’A’” may be introduced and
recast the query to:

select *

from TAB

where COL1 'xyz’
and COL2 = ’A’;

The recast query will invoke the index @aL2, returning the answer tuples more
quickly.

The rule in Example 2.5.5 above could be expressed as ancetiph in the
form “=X or Y” and encoded within the RDBMS aschieck constraintHowever
this would only achieve the enforcement of the conditionadadnsert or modifica-
tion. No commercial RDBMS currently allows the encoding oesisuch as these
within the DBMS that are invoked at query tire

"However, deductive databaseo allow such rules to be defined and invoked in queries in a
similar manner to that described above in Example 2.5.5 {@pet al. 1998).
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2.5.4 Join Removal

Join removal occurs when a redundant table join is detectddchaoided. The join
operation in RDB is typically the most expensive (D’Andrea &ds 1996, Date
2003, Burleson 1994), so it is reasonable to expect its eliminatiould greatly
increase queryficiency. We now describe two scenarios where an unnecessary
join operation might be detected by a semantic query opénand avoided.

e The following example illustrates how join removal can amsiturally from a
knowledge of the range of values actually found in the datalfar the joined
columns.

Example 2.5.6. This example of join removal is illustrated in Figure 2.6
(page 36). Consider tableBAB1 and TAB2 with column attributes<OL4 and
COL2 respectively which frequently appear together as the joiroas in
equi-join SQL queries. A prior knowledge discovery exeroasedetermined
that all values ofTAB1. COL4 lie on the interva[10Q 300 while all values of
TAB2.COL2 lie on the interva[400, 70q. The following query is posed:

select t1.COL1, t2.COL2
from TAB1 t1, TAB2 t2
where t1.COL4 = t2.COL2;

A semantic optimizer may deduce from a knowledge of the twagimn
intervals[100Q 300 and[400, 70Q that this query cannot return any rows; it
Is unsatisfiable.

400 <t1.COL4 <700
EEEEEEEEEE———

400 700 R
100 <t2.COL2 < 300
e 0
100 300 R
Query: select t1.COL1, t2.COL2

from TAB1 t1, TAB2 12
where 11.COL4 = 12.COL2;

Query is unsatisfiable

Figure 2.6:Join removal: The intersection of values for the join columns is null; iteey have no
values in common. A semantic optimizer may dedagwiori the join is unsatisfiable. This query
need not be submitted to the database.
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e The following example illustrates how join removal can arisom a knowl-
edge of the schema constraints.

Example 2.5.7. This example of join removal is illustrated in Figure 2.7
(page 38) which depicts a fragment of a database of salesnrdtion. Table
CUSTOMER is a reference table containing customer details and tedlEES
records information about products bought by customers.u@olCUST_ID
from tableSALES is a non-null foreign key pointing to parent colurbin ta-
ble CUSTOMER, a relationship which is enforced by a constraint stored waithi
the DBMS. The following queyis posed:

select c.ID, s.PROD_ID, s.QUANTITY
from CUSTOMER c, SALES s
where s.CUST_ID = c.ID;

By considering the foreign key constraint, a semantic qugrymizer may
deduce that the equi-join between tabt@sTOMER and SALES is unneces-
sary. Exactly the same information is already containeelgolithin table
SALES, so the join may be eliminated, resulting in the semantyaadjuivalent
but simpler query’:

select s.CUST_ID, s.PROD_ID, s.QUANTITY
from SALES s;

2.6 SQO in Commercial RDBMS

Our background in the IT industry has led to the observatian $QO is a largely
unutilised technique, despite the prevailing view amoagatemic researchers that
SQO is useful. In (Date 2003, the author comments that semantic optimization
could potentially provide much greater performance imprognts than more tradi-
tional algebraic optimizers, but that few commercial pratduif any, do much in the
way of semantic optimization. In (Bloesch & Halpin 1997), tagthors comment
that relational query optimizers ignore many semanticrojgétion opportunities
arising from a knowledge of the schema semantics.

We now look at some of the reasons advanced by other reseauahéo why
SQO is not routinely employed. This is followed by a briefiesv of semantic
optimization techniques currently employed by a seleaiocommercial RDBMS.

SQO is known to be useful (Yoon et al. 1999, Date 29U3su & Knoblock
1994). For example (Hsu & Knoblock 1994) reported in 1994t tBR@0O was
achieving average speedups of 20-40% in experiments wherargic knowledge
was “hand-coded” into rules able to be utilised by varioysegimental optimizers.
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CUSTOMER
ID|NAME [ ADDRESS | PHONE

\ SALES

ID|CUST_ID| PROD_ID| QUANTITY |PURCHASE_DATE

Q: select c.ID, s.PROD _ID, s.QUANTITY
from CUSTOMER c, SALES s
where s.CUST_ID =c.ID

Q" select s.CUST _ID, s.PROD_ID, s.QUANTITY
from SALES s;

Figure 2.7:Join removal: ColumnCUST_ID is a non-null foreign key pointing to parent column
ID in table CUSTOMER. A semantic query optimizer may deduce that the equi-joimvben tables
CUSTOMER andSALES is therefore unnecessary. Exactly the same informatiotréady contained
solely within tableSALES, so the join may be eliminated.

Some researchers have claimed significant benefits for malstudies from their
own flavour of SQO (Hsu & Knoblock 1996, Sayli & Lowden 1996ahere are
some experimental implementations (Cheng et al. 1999, @&peéfral. 2001).

In (Cheng et al. 1999), the authors put forward two reasonsS®E has never
caught on in the commercial world where most databases are RDBM

e SQO is designed for deductive databases where the rejatngh cost of
applying complex rules (in comparison to much less compléasrin RDB)
is more likely to make the extra computationdéioet of implementing SQO
worthwhile;

e CPU speeds are not high enough for the extra computationebt&O0 to
be acceptable.

In (Godfrey et al. 2001), the authors consider the role ofsth constraints in
capturingbusiness ruleand identify four reasons for SQO techniques not being
employed:

e The potential for using schema constraints to capture basinules is only
now being realized, so opportunities for SQO have until neansed limited,;
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e The expense of checking schema constraints at data insgptiate time has
limited the use of such constraints, so opportunities foOS@ve until now
seemed limited;

e Many semantic rules which could potentially be utilised geanantic query
optimizer are simply not discovered;

e Even if a semantic rule is discovered there may be no judiificdior making
it a schema constraint.

The third point reinforces the notion ofale discovery phasé&ection 2.3.1, page 21).
Without such a phase, only rules that are knanpriori can be employed. The last
point addresses the notion of thedevanceof the discovered rule (Definition 2.3.5,
page 23). A discovered rule may reflect a true correlationvéet data and is
therefore valid, but it may address a part of the domain whsdf no interest (for
example, because the rule antecedent never appears inyg.quer

2.6.1 Implemented SQO in Commercial RDBMS

We conclude this section with a brief review of what, if argfr&ntic optimization
techniques are employed in commercial RDBM&/e begin by reiterating our com-
ment from Section 2.5.1 (page 31) that, to our knowledge ,amorsercial RDBMS
implements the detection of unsatisfiable queries.

However, despite a paucity of documentation with respe&Q® in the com-
mercial literature, there are some examples of semantisfwemations performed
by commercial RDBMS. Some of these are described below andstimemarised
in Table 2.1 which follows. The following is not a full rigous review but is in-
tended only to indicate the state of SQO in commercial system

e DISTINCT elimination Sybas&and DBZ2°report the removal of unnecessary
DISTINCT keywords, potentially saving the cost of a sort operationeftgh
et al. 1999). The following example illustrates this optiation.

Example 2.6.1.Consider a tableCUSTOMER which includes primary key col-
umnID and columnVAME. The following query is posed:

select DISTINCT c.ID, c.NAME
from  CUSTOMER;

8All of the following information was gathered from publichvailable resources, primarily in-
ternet websites. The availability of this type of infornaettis subject to the same limitations as other
similar information which might be considered commergiaknsitive. In each case we provide an
internet address as an entry point to the vendor concerned.
9Sybase is now marketed under the commercial title of “AdafBerver Anywhere”. Seettp:
//www.ianywhere. com.
10Seehttp: //www.ibm. com
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Since columnID is the primary key of the table, all tuples returned by this
guery must be distinct. Therefore this query would be recdstnally as:

select c.ID, c.NAME
from  CUSTOMER;

We studied the execution plans produced by the Oracle RDBMS &L
timizer'! for cases analogous to the example above and we concluded thi
semantic optimization of this type is not implemented in@acle RDBMS.

e Optimization ofMIN, MAX functions Oracle and Sybase report optimization
of the functionsMIN andMAX in the case where an index is present on the
target column. The optimization works by scanning the appate index in
ascending (for th®IN function) or descending (for th#AX function) order
and returning the first row. In this way a redundant sort cjp@mnas avoided.
Sybase implements this operation transparently while I@ra&guires an ex-
plicit hint*? to be included with the SQL text to force the use of the appropr
ate index.

e Restriction Introduction DB2 is reported to implement a type of predicate
introduction (Cheng et al. 1999) in that additional joins rbayconsidered in
the case of equi-join queries if they can be transitivelyrmated to the join
columns of the original query.

Example 2.6.2.Consider the following three way join between tabids1,
TAB2 and TAB3:

select t1.COL1, t2.COL1, t3.COL1
from TAB1 t1, TAB2 t2, TAB3 t3
where t2.Y = tl1.X
and t3.Z = 12.Y;

A semantic optimizer may deduce that the additional pradital.X = t3.2"
can be introduced, producing the following transformed guer

select t1.COL1, t2.COL1, t3.COL1
from TAB1 tl1, TAB2 t2, TAB3 t3
where t2.Y = tl1.X
and t3.Z = t2.Y
and t1.X = t3.Z;

11See (Chan 20aH for a concise explanation of manifesting the executior miosen by the
Oracle SQL optimizer.

2In the Oracle RDBMS, hints may be included within SQL quenry te force the use of particular
access paths. Further discussion of hints is beyond the=sifdhis thesis. See for example (Fogel
& Lane 200®).
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This might result in increasedfteiency if the new join can be used early in
the execution plan to reduce the cardinality of the resuit se

e Redundant Join Remova$ybase and DB2 report the removal of redundant
joins in certain circumstances, although only Sybase decusrthis explicitly
with an example similar to Example 2.5.7 above (page 37). Wdied the
execution plans produced by the Oracle RDBMS SQL optimizeood For
evidence of redundant join removal and concluded this seoajptimization
is not implemented in Oracle.

e Other optimizations Sybase report several other optimizations such as the
elimination of the redundant clauser* 1 = 0”. We investigated this spe-
cific example with Oracle and despite reporting an execyilan which sug-
gested this redundancy had been eliminated, actual measatef execution
times for medium to large tables strongly suggested thigirddnt clause pro-
voked a full table scan. Sybase report the rewrite of singi& tlauses such
as ‘COL1 in (100)” which is recast asCOL1 = 100”. Our experiments
with Oracle show this simple rewrite is in fact implemented is undocu-

mented.
Type of SQO RDBMS Comment
Restriction removal DB2, Sybase | “distinct” elimination.
Restriction removal Oracle, Sybase Optimization ofMIN, MAX function.
Restriction removal Sybase Remove clausedr 1 = 0~
Restriction introduction DB2 Additional join clauses added.
Join removal DB2, Sybase | See Example 2.5.7, page 37.
Other Oracle, Sybase Rewrite “COL1 in (100)”"to“COL1 = 100"

Table 2.1:Implemented SQO in commercial RDBMS This table summarises SQO techniques
currently employed by three commercial RDBMSracle DB2 and Sybase

2.7 Summary

In this chapter we described related research in the fieldQ@.SThe main contri-
butions of this chapter include the following:

e \We present a concise set of definitions of important termd bgeother re-
searchers in the field of SQO, including a precise and exmhdénition of
the principle term “semantic query optimization” (Secgch2 and 2.4).

¢ We describe the main sources of semantic information imetuschema con-
straintswhich are already part of the meta-data stored and mairtéiye
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the RDBMS itself anddiscovered rulesvhich are typically formulated via
an analysis of queries (query driven rule discovery) or ga#da driven rule
discovery) (Section 2.3).

We show how semantic rules may bdferentiated according to theielia-
bility. Rules which arestaticsuch as schema constraints may be applied for
the lifetime of the schema, whildynamicrules such as those formulated by
the discovery of correlations in data may need to be revadar marked as
invalid whenever data updates occur. This may have a signifilmpact on
database performance (Section 2.3).

We set out the main types of SQO as they have been classifiethey re-
searchers and provide concrete examples of how such optionzopportu-
nities can arise in practice (Section 2.5).

We consider SQO in the context of commercial RDBMS and briefhere a
small set of semantic optimizations which are implememesbime commer-
cial RDBMS (Section 2.6).
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3.1 Introduction

In Section 1.3.2 of the previous chapter, we explained thalewSQL optimizers
apply the rules of relational algebra, they lackemanticreasoning engine (Hsu
& Knoblock 2000, Godfrey et al. 1996) and, apart from the enjted cases de-
scribed in Section 2.6.1, are therefore unable to use s@&mafdgrmation to influ-
ence the choice of a suitable execution path. The main algeof this current
chapter is to build the theoretical foundation for our rewsg engine, which we
describe in detail in the following chapter. We now descabenterval data type
around which we build aimterval algebravhich we show is analogous to Boolean
Algebra and which forms the foundation of our reasoning e&giWe accept the
Boolean Algebra as axiomatic (Pohl & Shaw 1986) along witlateraxioms con-
cerned with theotal orderingof data types (Gemignani 1990). We use the interval
data type to succinctly capture the notiontbé valid or legal range of values a
variable may assumeOur interval is a generalisation of the notion of an intérva
on the Real number line (Mioz & Lester 2005). We define three basic operations:
conjunction disjunctionand negationfor the interval data type and show how the
resulting algebra can be used to reason about values eddgdbe interval. We
provide an appealing graphical interpretation which desgite interaction of inter-
vals. We focus on intervals built from the three atomic dgpees found in relational
databasesiumeric stringanddate

We then define a further data type, tinéerval list which isa collection of dis-
joint intervals We extend our definitions of conjunction, disjunction argation
to the interval list structure and show how these operatwaslosedwith respect
to the interval list.

The remainder of this chapter is organised as follows.

e We begin by setting out our basic assumptions with regarldeondering of
instance®f the data types we deal with and introduce constants t@sept
minus infinityandplus infinity (Section 3.2).

e We then define two data typekmits (Section 3.3) andounds(Section 3.4)
that comprise our interval data type.

¢ We define precisely the notion of amterval and introduce the special inter-
vals theinfinite intervaland thenull interval (Section 3.5).

e With respect to the interval data type, we define the binasraionscon-
junction (Section 3.6) andlisjunction(Section 3.7).

¢ We then define a new data type, tin¢erval list which is a collection or list
of disjoint intervals (Section 3.8).
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We describe how to negate an interval (Section 3.9).

¢ We show how the infinite interval and the null interval actdentity elements
for the conjunction and disjunction operations (Sectid©OR.

e We define two further binary operations for intervadsbsumptiorand im-
plication(Section 3.11).

e We then extend to interval lists the disjunction operati8adtion 3.12), the
conjunction operation (Section 3.13) and the negationadjmer (Section 3.14).

¢ We define the special interval lists thefinite interval listand thenull interval
list (Section 3.15).

e We then extend the operatiosgbsumptiorand implication to interval lists
(Section 3.16).

e We conclude by listing the main contributions of the ChapSarction 3.17).

3.2 Basic Assumptions and Working Definitions

In this section we set out our basic assumptions and provitkimg definitions for
some important terms which we employ throughout this chraptée first describe
how modern programming languagegerloadthe Boolean comparison operators.
Then we introduce a generic data type and state some impaganmptions about
how this data type can be deterministically ordered. Fynat introduce constants
for plus infinity and minus infinityand show how these are fully usable in the con-
text of a programming language, provided they have a réstriand well defined
meaning.

3.2.1 Overloading of Boolean Comparison Operators

Throughout this chapter we shall often use intervals on thed Rember line for
examples. But we might just as well use thiging or datedata types. The key
property of these data types which we utilise is that eachahagll defined de-
terministic ordering. This is usually accepted without sfien and is universally
implemented by programming languages and by relationabdste management
systems (RDBMS) in particular.

In fact, the ordering method is fiierent for each dierent data type. When
numbers are compared, numeric ordering is used. When samegsompared, lex-
igraphic ordering is used. When dates are compared, dataraydeg used.
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For this reason, in relational databases and most progmnagnlanguages, the
Boolean comparison operators,”>, <,>,=" are said to beoverloadedbecause
their validity depends on the correct ordering method bémgked according to
data type. We will also overload these symbols as we prodeeddh the chapter
and define unambiguous orderings for a number Geent data types. In each
case, the type of ordering we mean will be evident from theedn

3.2.2 A Generic Data Type

When we do not need to distinguish between data types that magtdlly or-
dered(Gemignani 1990) (for example, the three atomic data typeseric string
anddatg we will employ the generic notatioh and refer to instances of using

t € T. When we employ this notation, we mean any data type that & tabbe
totally ordered can be substituted forwithout changing the validity of the state-
ment.

3.2.3 Ordering of Instancest € T

We take as axiomatic the existence of a well defined totalrorggGemignani
1990) for the data types to which our generic data typeefers. Therefore any
set of instances of can be deterministically ordered from left to right and we
can meaningfully employ the Boolean comparison operatars-,'<, >, =" in the
conventional way. Consider a setminstances ofT which we have ordered, with
the leftmost instance having the lowest rank and the rigbtimstance the highest
rank. We can make use of the Boolean comparison operatoto*express this

ordering:

1<th<--- <ty

3.2.4 Comparing Instanced € T

We now define a deterministic functioodmpare” which we will use to compare
the rank of any two instancegt, € T. We design our function to returnl if the
rank oft, is less thart,, O if they are the same rank and 1jhas a higher rank than
L.

Algorithm 3.2.1. Comparing Instanced,,t, € T: We define using pseudo-code
the following deterministic function compate

comparg (t1,tp) returnintegeris
ret « 1;
if t1 =t then ret—0
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elsif { <t, then ret— -1
endif;
return ret

The Boolean comparison operators’“and “<” in the above definition are over-
loaded as we explain in Section 3.2.1 (page 45). Althoughresianply comparing
ranks, the method used to decide their rank depends on thdyge to which we
are referring.

From now on, whenever we use the Boolean comparison opevetbra partic-
ular data type, we will be doing so only because we have ajrdafined a determin-
istic function ‘comparé for that particular data type which returns appropriately
the values-1, 0 or 1, in the manner set out above in Algorithm 3.2.1.

3.2.5 Representing Minus and Plus Infinity

We wish to incorporate the notion atinus infinity and plus infinity into our func-

tion compare defined above in Algorithm 3.2.1. When we use these terms we
intend only to convey the idea of a value which would alway#hedfirst(last) value
were it added to any ordered list of values T. We will use the special symbol
“MINF” to denote minus infinity and the symbdPTNF” to denote plus infinity.

We treat these two special values simply as constants anthaddto whatever set

of values comprise the domain we are considering.

Definition 3.2.1. MINF : This is the lowest ranked value in any set of values con-
taining at least one occurrence of constant MINF. That is:

MINF <t VteT

Definition 3.2.2. PINF: This is the highest ranked value in any set of values con-
taining at least one occurrence of constant PINF. That is:

PINF >t VteT

Using the above definitions, we adjust our algorithmdompare to allow for
the possibility of these constants occurring.

Algorithm 3.2.2. Comparing Instanced;,t; € T when MINF, PINF € T: We
define using pseudo-code the following deterministic fonatompare. The fol-
lowing function is optimal in the sense that it requires thenimum number of
comparisons to achieve its objective:

comparg (t1,tp) returnintegeris
ret — 1;
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if ty =tothen ret— 0

elsif = MINF then ret— -1
elsif 4 = PINF then ret— 1
elsif bt = PINF then ret— -1
elsif bt = MINF then ret— 1
elsif {§ <ty then ret— -1
endif;

return ret

3.3 Limit Operators

We now employ the familiar parenthesis and bracket notatdrelp defineexclu-
siveandinclusive(respectively) upper and lower bounds for an interval. It be
useful for the definitions that follow to consider these sgislasoperatorsthat
operate on instances T.

Definition 3.3.1. Limit operator. We define four limit operators as set out below in
Table 3.1.

Limit Operator Description
[ Left inclusive limit
( Left exclusive limit
] Right inclusive limit
) Right exclusive limit

Table 3.1:The four limit operators.

We employ these symbols as operators which may only operaitestances € T
where we have a well defined ordering as described above oriigh 3.2.2. We
have exactly four limit operators: tweft limit operators‘[” and “(” plus two right
limit operators‘]” and “)”.

3.3.1 Comparing Limits

We now show how the limit operators can be deterministicaitjered. Our order-

ing is intuitive and is a generalisation of ordering inclesand exclusive limits on

the Real number line. In fact, it is not really the limit operatthemselves that are
being ordered but the result of their operating on a dataitygtance. Nevertheless,
it turns out to be convenient to treat the operators as if #regy an independent
existence.
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We wish to compare two limit operators, séyandl,. Since there are exactly
four limit operators, we have exactly 16 cases to considabler3.2 lists the 16
cases and the result of applying tt@m pareg;; function.

Limit |4 Limit I, compargmi (I, 12)

el e N e e P | NS S
—m e M AN T AN AN T~

Table 3.2:Rank of limit operators: Comparing the rank of just the limit operators alone gives
rise to 16 cases. Note that there are six cases (rather thanwbere the function returns 0; i.e.,
wherel; andl, are considered to have the same rank. The ranking we appituiiie but rigorous
and is a generalisation of ordering inclusive and exclulimis on the Real number line.

Algorithm 3.3.1. Comparing Limit Operators Using Table 3.2, we now define us-
ing pseudo-code a deterministic function “compgi#€ which we will use to com-
pare the rank of any two limitg Bnd b. The following is an optimal implementation
of Table 3.2 in the sense that it uses a minimum number of cdsopa.

comparémi (11, 12) return integer is
ret — 1;
if 1,=1, then ret— 0
elsif Iy = ( then ret 1
elsif Iy =) then ret— -1
elsif L =( then ret— -1
elsif L =) then ret— 1
else ret— 0
endif;
return ret

Algorithm 3.3.1 defines an ordering method which is neithemaric nor lexi-
graphic nor date. The 16 cases set out above in Table 3.2 & at arbitrary
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but are dictated by considering what makes sense for a dagantigh a determinis-
tic total ordering such as the Real numbers. Note that thersiacases (rather than
four) where thecomparg.,; function returns O; i.e., wheire andl, are considered
to have the same rank. The extra two cases arise because ne ‘flefo have the
same rank as]”. This captures the intuitive notion thaft™ and “t]” bracket the
same instancee T.

3.3.2 Negating Limits

Although we will not utilise this result until Section 3.4b&low (page 54), we now
define thenegationof a limit. We will write the negation of a limit operatbasl! .

Definition 3.3.2. Negation of Limit There are just four cases to consider and these
are set out in Table 3.3.

Limit: | Negation of Limit:I’

[
(
]
)

—_ AN — e

Table 3.3:The four limit operators and their negation.

Algorithm 3.3.2. Negating Limit Operators Using Table 3.3, we now define using
pseudo-code an algorithm “ngg;” to return the negation of a limit I.

negimit (1) return limitis
ret «;
if | =[ then ret« )
elsif |=( then rete ]
elsif =1 then rete (
elsif =) then rete [
endif;
return reg

3.3.3 Notation for Limits

We will sometimes require meta-symbols to denote eithehetwo left limits, the
two right limits, or their negation. Table 3.4 sets out thegmbols:
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Meta-symbol| Denotation| Description
( [ or ( left limit
) ] or) right limit
¢ ] or) negated left limit
Y [ or ( negated right limit

Table 3.4:Meta-symbols for the four limit operators and their negation.

3.4 Bounds

The result of operating on an instance T with any limit operator is aound
There are exactly four types of bound: tvedt boundsand tworight bounds'.

Definition 3.4.1. Bound: Consider two instances.tt, € T and a variable xc T.
Using the four limit operators defined in Section 3.3 (pagg ¥#& may form four
bounds which have the interpretation described in Table 3.5.

Limit | Value | Bound Description Interpretation
[ t1 [t1 left inclusive bound {X: x>t}
( t1 (t1 left exclusive bound {X: x>t}
] to to] right inclusive bound {X: x<ty)
) to to) right exclusive bound  {Xx: X < ty}

Table 3.5:Four bounds and their interpretation.

Example 3.4.1.Consider Figure 3.1 which depicts four bounds where the dat typ
is the Real numberB. The bounds consist of instancesrR plus an associated
limit operator. We use the familiar notation of open and elbgircles to visualize
exclusive and inclusive bounds and depict the meaning eétheunds by plotting
them on the Real number line.

3.4.1 Notation for Bounds

We see from Definition 3.4.1 above that each bound consistémit operatorand
avalue The pair 1imit,value” form a tuple. However we will not introduce a
meta-symbol to bracket these pairs or a meta-symbol to emknthem. We will
instead simply write them alongside each other.

For example, consider an arbitrary bouBildWe can decompose this into a limit
operatorl and a valuev. We may write:

B=1Iv where le{()[1}, VveT

LIt might be more orthodox to refer to these @sper boundsand lower boundsespectively.
However we use the descriptdedt andright to avoid ambiguity in the descriptions of the algorithms
for conjunction and disjunction which follow.



52 Chapter 3. An Algebra of Intervals

[r
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Figure 3.1:Bounds on the Real number line r is an arbitrary point on the Real number line.
The solid arrows depict the interpretation of the boundsat when the four limit operators are
applied in turn to point. There are two left bound¢r , [r and two right boundsr), r] . We use the

familiar notation of open and closed circles to visualizelegive and inclusive bounds respectively.

We place no significance on the order we write the limit andealWhen we write
bounds with actual atomic instances (for example in Tal#¢ ®e simply follow
the convention of writing left bounds in the orddrifnit value” and right bounds
in the order ¥alue limit”.

3.4.2 ABoundis a Logical Assertion

Consider the interpretation column of Table 3.5 (page 51)s Tighlights the fact
that a bound is a contracted form of logical assertion whegevariable is implicit,
utilising the Boolean operators-" and “>" for the left bounds while <” and “<”
are utilised for the right bounds.

3.4.3 Comparing Bounds

We now show, given our target data typ€which has a well defined total ordering)
and ordering of limit operators described in Algorithm 3.8page 49), how we
may unambiguously compare the rank of any two bounds. In ld@ithms that
follow, we consider two arbitrary bound® andB, which consist, respectively, of
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instanced;, t, € T plus their associated limit operatdisandl,. That is:

B:1 =ity

B, = Ioty

Algorithm 3.4.1. Comparing Bounds We define a deterministic function
compargoung Which compares the rank of any two boundsad B and is given
by the following pseudo-code:

compargeund(Bi1, B2) return integer is
ret — 0;
if t1 <ty then ret -1
elsif {§ >t, then ret— 1
else ret— compar@mi (11, 12)
endif;
return ret

Our comparing of bounds proceeds by first comparing the gipaihstancet
andt,. Implicitly, we call thecompare function associated with data tyfe(Al-
gorithm 3.2.1, page 46), which by our definition is guaradteeexist. Only if the
two data type instances have equal rank do weamat parg,,;; (Algorithm 3.3.1,
page 49). We note thaomparem,;; is quite independent of data tydewhereas
compare is entirely dependent on its method implementation.

3.4.4 Infinite Bounds

In Section 3.2.5 (page 47) we defined constaM$NF” and “PINF” which would
always be the first or last values respectively were theyiaed in any ordered list
of values. We now use these constants along with the in@uswit operators
“[” and “]” to define two infinite bounds: th&finite left boundand theinfinite
right bound When we use these terms, we mean simply that the infinite defihd
would always be the leftmost bound were it to be included i @mlered list of
bounds. Similarly, the infinite right bound would always be rightmost bound
were it to be included in any ordered list of bounds. From nowve will use the
symbols ‘MIB” and “P1B” to denote the infinite left bound and infinite right bound
respectively.

Definition 3.4.2. Infinite left bound: This is the bound formed by applying the left
inclusive limit operatof to the constant MINF. That is:

MIB = [MINF
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Definition 3.4.3. Infinite right bound: This is the bound formed by applying the
right inclusive limit operator] to the constant PINF. That is:

PIB = PINF]

3.4.5 Functionslower and higher.

We now define two useful auxiliary functions for bounds whigkwill utilise later
in this chapter. We use Algorithm 3.4.1 (page 53) to defineretion “lower”
to return the lower of two bounds and a functidmgher’ to return the higher of
two bounds. In the following algorithms, the Boolean opemato-” and “<” are
overloaded. The comparison which is performed implicitifises Algorithm 3.4.1

(page 53).

Algorithm 3.4.2. Lower Bound We define the following pseudo-code function to
return the lower of two bounds;Bind B:

lower(By, By) return bound is
ret « By;
if By > By then
ret — By
endif;
return ret

Algorithm 3.4.3. Higher Bound: We define the following pseudo-code function to
return the higher of two bounds;Bnd B:

highefound(B1, B2) return bound is
ret « By;
if By < By then
ret «— By
endif;
return ret

3.4.6 Negating Bounds

We now consider what happens when we negate a left or a righitdoaConsider
an arbitrary left boundB, consisting of a left limif and valuev.. We introduce a
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variablex € T, write this bound as an inequality, then negate it:

BL=[w
={X: x>w}
=B = ={X: x>wv}
={X: X<wv}

= W)

So the left bound has become a right bound but the valuemains the same.
The new bound is formed because the limit operator has begatet; according to

Definition 3.3.2 (page 50).
Similarly, beginning with right boun®g = vg] and negating it:

={X: X< VR}
-Br = -{X: X< Vgr}
={X: X> VR

= (R

So the right bound has become a left bound but the valueemains the same.
The new bound is formed because the limit operator has begtew according to
Definition 3.3.2 (page 50).

These observations lead to the following definition.

Definition 3.4.4. Negation of Bound Consider an arbitrary bound B consisting
of limit | and value v. That is, B= lv. We write the negation of limit | as.1 The
negation of B is writter-B and is defined by:

-B= |,V

3.4.7 Conjunction and Disjunction of Bounds

We now show that the Boolean conjunction of tieft bounds is equivalent to the
higher of those bounds. Similarly, the Boolean conjunction of tigint bounds is
thelower of those bounds.

For Boolean disjunction of bounds, the converse is true. Thaddm disjunc-
tion of two left bounds is equivalent to tHewer of those bounds. Similarly, the
Boolean disjunction of twoight bounds is thdaigher of those bounds.

We first consider the Boolean conjunction of twedt bounds and prove the
correct result is the higher of these bounds. We then statettrer theorems by
analogy.
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Figure 3.2:Conjunction and disjunction of left bounds: The Boolean conjunction of two left
bounds B, - B, is logically equivalent to the higher of the two bountgyhekound BL,, Bi,). The
Boolean disjunction of two left bounds is logically equizat to the lower of the two bounds.

We complete this section by showing that the disjunction ¢éfaand right
bound always yieldst'rue” whenever the left bound is less than or equal to the
right bound.

Theorem 3.4.1.Conjunction of Left Bounds This is illustrated in Figure 3.2.
Consider two arbitrary left bounds,Band B, over domain T. Then the Boolean
conjunction of the bounds | B- B, is given by:

BL, - BL, = highehound BL,, BL,)

Proof: Inspection of Algorithm 3.4.1 (page 53) shows the only timé$ are com-
pared is when the values are equal to a valyesay. So it is sficient to check
B, - B, is given by the higher of the two bounds when this conditionrscdithere
are exactly four possibilities and these are set out in Ta& In each case, the
equivalent logical assertion is correctly given by the l@gleft bound, as dictated
by Algorithm 3.4.3.

B, - By, Assertion highefound
e -[ve | (x2w)-(x=2v) =x>w [V
VL - (VL | (X>W) - (X>V)=X>V (Vi
(Ve [ve | (X>v) - (X=2wv)=x>Vv (VL
(V- | (X>v) - (x> v) = x> v \

Table 3.6: Conjunction of left bounds when the values are equal This depends only on the
comparison of the left limit operators. In each case, thavatgnt logical assertion is correctly
given by the higher left bound, as dictated by Algorithm 3.4.

Theorem 3.4.2.Conjunction of Right Bounds This is illustrated in Figure 3.3.
Consider two arbitrary right bounds &8 and Bz, over our domain T. Then the
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Br. : T
%: !
Brz E T
' BotBe | :l
BR1 T

Figure 3.3: Conjunction and disjunction of right bounds: The Boolean conjunction of two
right boundsBg, - Bg, is logically equivalent to the lower of the two bounttswer(Bg,, Bg,). The
Boolean disjunction of two right bounds is logically equést to the higher of the two bounds.

Boolean conjunction of the boundsz B Bg, is given by:
BRl . BR2 = |OW€f(BR1, BRZ)
Proof: This proof is analogous to the proof of Theorem 3.4.1 (pa@)eabove.

Theorem 3.4.3.Disjunction of Left Bounds This is illustrated in Figure 3.2. Con-
sider two arbitrary left bounds B and B, over our domain T. Then the Boolean
disjunction of the bounds B+ B, is given by:

B|_1 + B|_2 = |OW€I’(B|_1, BLZ)
Proof: This proof is analogous to the proof of Theorem 3.4.1 (pagjeabove.

Theorem 3.4.4.Disjunction of Right Bounds This is illustrated in Figure 3.3.
Consider two arbitrary right bounds {8 and Bz, over our domain T. Then the
Boolean disjunction of the boundsg B- Bg, is given by:

BR1 + BRz = higherbound(BRl, BRz)
Proof. This proof is analogous to the proof of Theorem 3.4.1 (pa&&jeabove.

We complete this section by showing that the disjunction ¢éfaand right
bound always yieldstrue” whenever the left bound is less than or equal to the
right bound.

Theorem 3.4.5.Disjunction of Left and Right Bounds Consider an arbitrary left
bound B and an arbitrary right bound B. Left bound B is composed of a limit
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and a value: B = I v while right bound R is composed of a value and a limit:
Br = Vrlr. Then:

B. < Br = BL + Br = true

Proof. There are two cases to consider. In the first casg,<BBg because the
valuesy < vgr. In the second case, B< Bg because the values are equal to a value
v say, but the limits | < Ir. Consider a variable x T.

In the first case, v< vg. Since all values € T are by our definition able to be
totally ordered, then it is axiomatic th&k < vg) + (Vr < X) = true by the axiom
of totality (Gemignani 1990). Buf \< vg SO we may write:

X< VR + VR < X=true
X< VR + VL £ X=true
XZVL + X< Vg = true

B, + Bgr = true

In the second case, inspection of Algorithm 3.4.1 (page B8@Ws that the only
way left limit | can be less than or equal to right limgis when| =[ and k = ].
Then:

BL+Br=(X>V)+(X<V)

= true

3.4.7.1 Summary: Conjunction and Disjunction of Bounds

We now summarise the results for the conjunction and digjpmof bounds from
this section in Table 3.7.

Description Operation Algorithm
Conjunction of left bounds BL, - B, | higher(B,,BL,)
Conjunction of right bounds Br, - Br, lower(Bg,, Br,)
Disjunction of left bounds B, + B, | lower(B.,,By,)
Disjunction of right bounds Br, + Br, | higher(Bg,, Bg,)
Disjunction of left and right bounds B, + Bx | true if B < Bgr

Table 3.7:Summary of important results for conjunction and disjuncti on of bounds

3.5 Intervals

We now define the data typenterval which will be central to our algebra of
intervals. Our definition is a generalisation of an intergal the Real number



3.5. Intervals 59

line (Muioz & Lester 2005). We first show informally in Example 3.5dwhleft
and right bounds combine to constructiaterval

Example 3.5.1.Consider the two Real number instanceb & R and a variable
x € R. Using the four bounds defined above in Definition 3.4.1 we oy four
real intervals which have the interpretation described irbl&a3.8. Note that if

Left Bound Right Bound Interval Interpretation
[a o] [a b] {x:a<x<b
(a o] (a b] {x:a<x<b}
[a b) [a b) {X:a<x<b}
(a b) (ab) {x: a<x<b}

Table 3.8:Four intervals and their interpretation .

b < a, the interval is empty. The special case of the intefazd] denotes the point
a.

Definition 3.5.1. Interval: Consider our data type T for which we have a well
defined total ordering. Consider an arbitrary left bound &d an arbitrary right
bound B. Aninterval i over the domain of T is defined by the Boolean conjunction
of the left and right bounds. That is:

It =BL-Br

But the left and right bounds can be written in terms of theluea t ,tr € T plus
an associated limit operatdg ):

BL = <t where (e {1}
Br = tr) where ) e{).1}
So we may write:
It = BL - Bgr
= (L - tr)

Example 3.5.2.Figure 3.4 depicts some arbitrary intervals on the Real hamb
line. In each case we write the interval depicted using thelfammotation of in-
clusive and exclusive real intervals and underneath wrigegfuivalent expression
using Boolean operators.

Our interval definition imposes no extra conditions othantthose already dis-
cussed. We insist only thd, and B are left and right bounds respectively. In
particular, we say nothing as to whether interiaictually encloses any instances
teT.
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[r1.r2]
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Figure 3.4:Intervals on the Real number line Pointsr; to rg are arbitrary points on the Real
number line. Using these points we construct some inteorathe Real number line. In each case
we write the interval depicted using the familiar notatidrireclusive and exclusive intervals and
underneath write the equivalent expression using Boolearparison operators.

3.5.1 Special Intervals

In Definition 3.5.1 (page 59) we defined theerval data type that will be central to
our interval algebra. Before we can describe the algebrih, wee first define some
special intervals which we then utilise in our descripti@ur goal is to define an
algebra which is analogous to Boolean algebra. We thereéopgine somedentity
elementsanalogous to the Boolean constantsde” and “false”. These are the
special intervals we describe in the remainder of this seand this foreshadows
Section 3.10 (page 74).

3.5.1.1 The Infinite Interval

In Definitions 3.2.1 and 3.2.2 (page 47) we defined two spealaks, ‘MINF” and
“PINF” which we use as constants to denote valomsus infinityandplus infinity
respectively. Then in Definitions 3.4.2 and 3.4.3 (page 58)uiilised these two
constants to define an infinite left bounllfB” and an infinite right boundPIB".
We now use these special bounds along with Definition 3.2d€[®9) to define the
infinite interval

Definition 3.5.2. Infinite Interval: This is the interval defined by setting the left
bound to MIB and the right bound to PIB. We use the synibtad denote the
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infinite interval. Therefore we may write:

MIB, PIB = [MINF, PINF]
=1

If we think of the infinite interval as an assertion, it asséntt the valid or legal
range of values for this domain must lie between plus or mimfirsity, an assertion
that isalways true We employ the symbol1” across all data types represented by
T, in each case relying on context to convey the type of infimterval to which
we are referring.

Theorem 3.5.1.The infinite intervall is equivalentto the Boolean constanttrue”.
Proof: From Definition 3.5.2 above we may write the infinite interva a
[MINF, PINF]. But this is equivalent to the Boolean expression:

{x: MINF < x < PINF}

for some variable x T. By Definitions 3.2.1 and 3.2.2 (page 47), this expression
must always be true since all instances of T must fall (ineklg) between MINF
and PINF.

3.5.1.2 The Null Interval

Definition 3.5.1 (page 59), our interval definition, makesassumption as to the
relative rank of bounds making up the interval. For examipleyr data type is the

Real numbers, we do not assume the left value is always lessothequal to the

right value, as intuition might dictate.

Example 3.5.3.Figure 3.5 depicts an arbitrary interval on the Real numbeel
where the right bound;t is approaching the left bound;. Eventually the bounds
enclose the single valug & r,. But there are no constraints on the valuescénd
r, so, for example,ormay be less than y giving rise to anull interval The interval
still exists, as do the bounds that comprise it. However, titerval encloses no
instances of e R.

Definition 3.5.3. The Null Interval: Consider an arbitrary interval 1 over our
domain T consisting of a left bound Bnd a right bound B. That is, |= B, - Br.
Then | is the null interval if and only if B< B.. We use the symb0Ito denote the
null interval. We may write:

=0 54 BR<B|_

2We mean “equivalent” in the sense that when an interval isidened as a Boolean assertion,
the infinite interval behaves exactly like the truth valuede”.
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Figure 3.5: Intervals on the Real number line We picture an arbitrary interval on the Real
number line where the right bound] is approaching the left bourd; . In the first three number
lines,r, > r;. Eventually the bounds enclose the single valye= r,. In the final number line,
r, < r; and the interval iswill.

The null interval, as we have defined it above, never enclasgsvalues and is
analogous to thempty setwhich contains no members. If we think of the null
interval as an assertion, it asserts that thereowvalid or legal range of values
enclosed by the interval, in this domain. We employ the syfiBbacross all data
types, in each case relying on context to convey the typelbimerval to which we
are referring. Several consequences follow immediateiynfthe above definition.

Theorem 3.5.2.Consider the arbitrary valuest € T such that't > t. Then the
following is true of the intervals formed from values t ahd t

tLt)=0 (3.1)
t)=0 (3.2)
tt]=0 (3.3)
t',ty=0 (3.4)

Proof: The right bound in all the above is less than the left bound.

In the case of the first three Equations 3.1 to 3.3, where thatef right values
t € T are identical, the rank of the bound is determined solelgdyparing the
left limit operator with the right limit operator. This can beoked up in Table 3.2
(page 49) and in each case returhsindicating the left bound is greater than the
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right bound. Therefore by Definition 3.5.3 above (page 6i)each of the three
cases the interval must be null.

In the case of the last Equation 3.4, by Algorithm 3.4.1 (pa8g the right
bound must be less than the left bound becausett irrespective of the value of
the left limit or the right limit. Therefore by Definition 3%above, the interval must
be null.

Corollary 3.5.2.1. There are no other forms of the null interval other than thees
depicted in Equations 3.1 to 3.4.

Proof: By Definition 3.5.3, an interval is null if and only if its dig bound is less
than its left bound.

When both left and rightaluesare the same there can only be fouffeient
ways of writing the limits (two left limits times two right limits'he only permuta-
tion missing from Equations 3.1 to 3.3 ift,'t]” which is not null since the bounds
are equal. Therefore, the three forms depicted in Equat®bhdo 3.3 are the only
null intervals when the values are the same.

When the values are fiitrent, by Algorithm 3.4.1 (page 53), the limits are ir-
relevant and the rank of the bounds is determined solely &yahk of the values.
Therefore, the only other case to consider is wHeg t. But in this case, the left
bound must be less than or equal to the right bound, so thevaiteannot be null.
Therefore Equation 3.4 is the only interval form which is wifien the values are
different.

Corollary 3.5.2.2. The nullinterval is equivalentto the Boolean constantfalse”.
Proof: From Theorem 3.5.2 above, the interggl) is always null, for all te T. So

whenever the null interval occurs we might just as well suldst{tut). But we can
think of(t, t) as the following logical assertion about some variable X:

{x: x>t x<t}

where t is some constant. This assertion is always false. @8lyive can substitute
any of the other forms of the null interval depicted in Eqoas 3.1 to 3.4. All four
cases are set out in Table 3.9 below. In each case the trutlewai the assertion
evaluates tafalse.

3.6 Conjunction of Intervals

In this section we define a binary operatonjunctionwhich is analogous to Boolean
conjunction. We first derive a theorem for this operatiomg$oolean algebra. We

3We mean “equivalent” in the sense that when an interval isidened as a Boolean assertion,
the null interval behaves exactly like the truth valdalse”.
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Null Interval Assertion Truth Value
(t,1) X: x>t x<t} false
[t 1) {X: x>t x<t} false
(t, 1] {X: x>t x<t} false
{t, 1) {X: x>t - x<t-t' >t} false

Table 3.9:Corollary 3.5.2.2 Each form of the null interval may be rewritten as a logicaextion.
In each case, the truth value of the assertion is seenfalxe. The symbol %" denotes eithers”
or “>". Similarly, the symbol <” denotes either<” or “ <”.

then give an explicit algorithm for this operation.

Informally, the conjunction of two intervals is the intehfarmed by thehigher
of left boundsandlower of right bounds Conjunction of intervals is illustrated in
Figure 3.6.

BLo

: Con(|1,|2)

B|_2 BFh T

Figure 3.6:The Boolean conjunction of two intervalsl; andl, is represented graphically by the
intersection of the intervals. The conjunctin |, returns another interval which can never be more
expansive than eithég or I,. If the intervals are disjoint, their intersection is null.

Theorem 3.6.1.Conjunction of Intervals The Boolean conjunction of interva] |
with interval |, is given by:

|1 . |2 = higher(BLl, BLz) . |OW6I’(BR1, BRZ)
Proof:

l1-12=(BL, - Bgr,) - (BL, " Bg,)
=By, - Br, - B, ' Br,
= (BL, - Bi,) - (Br, * Br,)
= highenB,, BL,) - (Br, - Br,) by Thm 3.4.1
= higher(B,, B.,) - lower(Bg,, Br,) by Thm 3.4.2

We now use the above theorem to define a conjunction algortinmter-
vals. The following algorithm uses the functionswer’ and “higher’ from Al-
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gorithms 3.4.2 and 3.4.3 (page 54).

Algorithm 3.6.1. Conjunction of Intervals The conjunction “con” of interval {
with interval |, is given by the following pseudo-code function:

con(ly, Io) returninterval is
return highe(By,, B,) - lower(Bg,, Br,) ;

The conjunction of two intervals always returns anothers§iay null) interval.
That is, the binary operation conjunctionaksedfor intervals. Furthermore, the
conjunction of two intervals can never result in an expandeegtval; i.e., the re-
sulting interval can never encompass more than the smédlteeawo intervals.

3.7 Disjunction of Intervals

In this section we define a binary operatisjunctionwhich is analogous to Boolean
disjunction. We first define precisely what we mean by intisrtlaat overlap in-
tervals thattouch and intervals that ardisjoint We then derive a theorem for the
disjunction operation using Boolean algebra.

Informally, the disjunction of two intervals is given by thelowing. If two
intervals overlap or they touch, their disjunction is theemmal formed by thdower
of left boundsand higher of right bounds This is illustrated in Figures 3.7(a)
and 3.7(b). If the intervals are disjoint, the result is theerval list containing
the two (disjoint) intervals. This is illustrated in Figuser(c).

Intuitively, two intervalsoverlapwhen their intersection is non-null. Refer to
Figure 3.7(a). Using the result of Theorem 3.5.2 and Theddrl, this leads
immediately to the following definition.

Definition 3.7.1. Interval Overlap Consider two arbitrary intervals;land I, over
T. These intervals overlap if and only if their intersectismon-null. That is:

0V€I’|a[ﬁ(|1, |2) = (|1 o = 0)
= (highel(BLl, BLz) > |OW€F(BR1, BRZ))
& higher(B,, B,) < lowernBg,, Bgr,)

Intuitively, two intervalstouchwhen the right bound of one interval has the
same value as the left bound of the other interval, but ong igmnclusive while
the other is exclusive (or vice versa). Refer to Figure 3.7(biis leads to the
following definition.

Definition 3.7.2. Interval Touch: Consider two arbitrary intervalsiland |, over
T comprising valuessab,, ay, b, € T and limits(,, (,€ { (.[ }and),,), € { ).1}such
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(b) Disjunction of touching intervals

=

| | o

! BL. Bre T
- .1 T,

BL, B Bu Bre T

(c) Disjunction of disjoint intervals

Figure 3.7:The Boolean disjunction of two intervalsl; andl, is represented graphically by the
union of the intervals. If the intervals overlap or touche ttisjunction is formed by lower of left
bounds and the higher of right bounds. If the intervals asgifit, the disjunction; + I, returns an
interval listcomprised of the same two intervals.

that
1 =By, - Bgr
= <1a1 . bl)]_
2 =B, - Bgr,

= <2a2 : b2>2
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Writing the negation of left limit as (" and negation of right limit as )’, these
intervalstouchif and only if the following is true:

touct(l, 1) & (bi=a - )=¢) + (aa=hs - (=)

We now define disjoint intervals as intervals that neithesrtap nor touch.

Definition 3.7.3. Disjoint Intervals. Consider two arbitrary intervals,land |, over
T. These intervals are disjoint if and only if they neitheedap nor touch. That is:

disjoint(l3,1,) &  —overlafly, l2) - =touck(ly, I2)

Now we utilise Definition 3.7.3 above to derive a theorem Far dlisjunction of
two intervals.

Theorem 3.7.1.Disjunction of Intervals The Boolean disjunction of intervaj |
with interval |, is given by the following.

e If the intervals overlap or touch then:

I1+ 12 = |OW€f(B|_1, BLZ) . higher(BRl, BRZ)

e If the intervals are disjoint then:

1+ 12 ={l1, 12}

Proof: The proof of the second case above when the intervals am@imliss trivial.
In the first case, we consider first when the intervals overlagn tvhen the intervals
touch.

Consider Figure 3.7(a) (page 66), which depicts overlappinggrnvals. We
have:

|1 + |2 = (B|_1 . BRl) + (BL2 . BRz)
= (B, + Bi,) - (B, + Bgr,) - (Br, + BL,) - (Br, + Br,) (3.5)

Looking at the first term of Equation 3.5 above:
(B, + B,) = lowen(B.,,B,) by Theorem 3.4.3
Similarly, looking at the last term of Equation 3.5 above:

(Bgr, + Br,) = higher(Bg,, Br,) by Theorem 3.4.4
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So we may writel+ |, as:
lower(B,, BL,) - higher(Bg,, Br,) - (BL, + Bg,) - (Br, + BL,) (3.6)

But the remaining terms in Equation 3.6 aboi®,, + Bg,) and(Bg, + B,,) are both
equal to “true” by Theorem 3.4.5 since in both cases the left bound is less o
equal to the right bound (otherwise there would be no overl&p).

l1 + 12 = lower(By,, B,) - higher(Bg,, Br,) - true - true

= lower(By,, BL,) - higher(Bg,, Br,)

Now consider Figure 3.7(b) (page 66), which depicts touchirigrvals. Re-
ferring to Equation 3.6 above, the ter(B,, + Bg,) is again equal to ‘true” by
Theorem 3.4.5. At the touching bounds, the values are equaltlue v say, but
one limit is inclusive while the other is exclusive (by Deitomit3.7.2). Suppose the
touching right bound is inclusive; i.e.,RB= v]. Then the touching left bound must
be B, = (v. Then the terniBg, + B,,) in Equation 3.6 above is given by:

(BR1+B|_2): BR1: V] + (V
={X: X<V + X>V}

= true
Therefore, Equation 3.6 again reduces to:

l1 + |2 = lower(By,, B,) - higher(Bg,, Br,) - true - true
= lower(By,, BL,) - higher(Bg,, Br,)

The intervals of Figure 3.7(a) depicts intervaldreceding intervald. It is also
possible that interval,l precedes interval;l In this case, the proof proceeds in an
identical fashion to the above.

The disjunction of two intervals produces either anotheerival (if the two in-
tervals overlap or touch) or exactly the two original intsv(if the two intervals
are disjoint). Therefore, the binary operation disjunti®not closedor intervals,
since a set or collection of intervals results in the casera/tige intervals are dis-
joint. This result is the motivation for a new data type, th&erval list which is a
disjunction of disjoint intervals. We define precisely wiaag mean byinterval list
in Section 3.8 below (page 69).

We complete this section by using Definitions 3.7.1, 3.7.@ &7.3 to define
algorithms for intervabverlap touchanddisjointness

Algorithm 3.7.1. Overlap of Intervals The Boolean function “overlap” of interval
I, = By, - Bg, with interval L = By, - Bg, is given by the following pseudo-code
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function:

overlafly, I2) return boolean is
return highefB,, B.,) < lower(Br,, Br,);

Algorithm 3.7.2. Touch of Intervals Consider interval { comprising left bound
l,a; and right bound br; where |,r; are respectively the left and right limits and
a;, by are respectively the left and right values. Similarly, mved |, comprises
left bound }a, and right bound br, where }, r, are respectively the left and right
limits and &, b, are respectively the left and right values. Then the Boofeas-
tion “touch” of interval I, = l,a; - byry with interval b = l,a, - bor; is given
by the following pseudo-code function. This function cdiks megation of limits
Algorithm 3.3.2 (page 50):

touch(l4, I5) return boolean is
return (by =ax and r = neg(ly)) or (a1 = by, and h = neg(ry));

Algorithm 3.7.3. Disjointness of Intervals The Boolean function “disjoint” of
interval |, = By, - Bg, with interval L, = B, - Bg, is given by the following pseudo-
code function:

disjoint(l4, I2) return boolean is
return not overlagly, I2) and not touckiy, 1) ;

3.8 Interval Lists

We now introduce thenterval list which is simply a collection of intervals that
do not intersect. We first describe informally what we meartHgyterm interval
list, looking at it first as a logical assertion and then aslpfbkdata structure. We
impose the special condition that our interval lists be cosegl ofdisjointintervals.
We then provide a precise definition.

It will often be convenient to picture a list of several intals at once, with each
interval defining a legal range of values, all with resped fmarticular variable.

Example 3.8.1.Referring to Figure 3.8, we have depicted two interval liss L
and Ly. Interval list Ly is composed of the three disjoint intervajsib and k while
interval list L, is composed of the two disjoint intervalsahd }. The interpretation

of the interval lists is straightforward. Interval list;lasserts that the valid or legal
range of values (in this example the values are Real numbausj lie between the
bounds comprising;lor between the bounds comprisingor between the bounds
comprising . Interval list L, asserts that the valid or legal range of values must
lie between the bounds comprisingal J,.
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Figure 3.8:Two interval lists: Interval listL, is composed of the three disjoint intervajsl, and
I3 while interval listL, is composed of the two disjoint intervalg and J;.

In Section 3.5 (page 58), we emphasized that an interval asaartion about
the legal or valid range of values a variable may assume.dadlgj an interval list
Is adisjunctionof such assertions; i.e., a list of intervals connected byBbolean
“or’ operator.

Later in this chapter we will use both the interval and in&hst as helpful data
structures. As a data structure, an interval list oHectionor setof intervals in
the sense that many programming languages use these teokes éDal. 2003).

Whenever we employ such a list of intervals, we will insist tsach is disjoint;
I.e., no interval overlaps or touches any other intervalweler, we do not insist
interval lists are in any sense arderedcollection of intervals. Indeed we make no
attempt to define an ordering for intervals in this corftext

3.8.1 Notation for Interval Lists

In order to conveniently represent interval lists, we barfoom the notation of
summation algebra (Poole 2005) and employ thg Symbol to denote Boolean
disjunction and the []” symbol to denote Boolean conjunction (Maurer 2004).
The following definitions make this explicit.

Definition 3.8.1. Boolean Sum Consider a set of n Boolean assertions
A, Ao, - -+, An. We denote the disjunction of these assertions by:

n
ZAiEA1+A2+ e+ Ay
i=1

Definition 3.8.2. Boolean Product Consider a set of n Boolean assertions

4In fact it is possible to define a deterministic ordering fatervals. We have implemented such
an ordering based on consideration first of the rank of thervats’ left bounds. If these are equal
we then consider the rank of the intervals’ right bounds. E\ey, we do not utilise interval ordering
for the disjunction, conjunction and negation operatioesdefine in this chapter.
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A1, Ay, -+, Ar. We denote the conjunction of these assertions by:
n
nAiEAl‘AZ‘ A
i=1

In order to emphasize an interval llsts a disjunction oflisjointintervals, when
it is convenient to do so, we will write the disjunction simgls a list enclosed by
braces in the following manner:

L=Ii+lx+ --- +1p

= {Il7|29 ,In}

3.8.2 Definition of Interval List
We can now precisely define what we mean by an interval list.

Definition 3.8.3. Interval List: Consider a set of n disjoint intervals,ll,, - - , I,
over the domain T. Then an interval list L is the Boolean disjion of these
intervals. That is:

n
L:Zh
i=1

=li+1l+ -+ +1y

= {|1$|2$ ’In}

3.8.3 Interval Disjunction Algorithm

We can now give an algorithm for the disjunction of two intss The data type
returned by the function is always an interval list conegptof either one inter-
val (when the intervals overlap or touch) or two interval$@n the intervals are
disjoint). This algorithm makes use of Algorithm 3.7.3, thdisjoint’ function
(page 69). Interval disjunction is depicted in Figure 3.dg@ 66).

Algorithm 3.8.1. Disjunction of Intervals The disjunction “dis” of interval |
with interval | is given by the following pseudo-code function:

dis(l1, I2) return intervallist is
L {h
if disjoint(l1,12) then
L {l1, I2};
else
L « {lower(B.,, B.,) - higher(Bg,, Br,)}
endif;
return L;
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3.9 Negation of Intervals

O )

\'"/B VR T
[MINF, v() : : [Vg, PINF]

\"/} VR T

-l = { [MINF, v) , [vg, PINF] }

Figure 3.9:Interval negation: Intervall = [v.,vg). Negating interval gives everythingxcept
I. This results in an intervdist consisting of exactly two intervals. The original valugsandvg
are unchanged; only their limits are negated.

The negation of interval encloses every valuexceptthe values enclosed by
interval I. Consider Figure 3.9 which illustrates the negation of aeriral. Con-
sidering an interval as the Boolean conjunction of a left lmbwith a right bound,
negating an interval must negate this conjunction. Thiddedirectly to the Theo-
rem 3.9.1 below.

Theorem 3.9.1.Negation of Interval Consider a non-null interval | over domain
T. We can decompose this interval into its left and right lwsuB and Bz. Then
each bound can be decomposed further into a value and aniagsddmit:

| =B_ - Br

=(VL - WR)
Let the negation of left limit be written as(” and the negation of right limit be
written as)’, determined by looking up Table 3.3 (page 50). We make uke oivd

constants MINF and PINF from Section 3.2.5 (page 47). Them#gation-I| of
interval | is given by the following interval list composedeafictly two intervals:

=l = {[MINF -v.(, YVr-PINF]}

Proof. For simplicity we will assume the left and right limits are bhanclusive.
Considering an interval as the Boolean conjunction of a leftifd with a right



3.9. Negation of Intervals 73

bound and negating, we get:

=l == (BL - Br)

=~ [V|_ + —|VR]

=v) + (W by Def 3.4.4
={X: (x<w) + (\R<X)}

={X: (MINF £ x<wv) + (VR < X< PINF)} by Defs 3.2.1, 3.2.2
= [MINF,v.) + (Vr, PINF] by Def 3.5.1
= {[MINF,v) , (vr, PINF] } by Def 3.8.3

In the above proof we assumed the left and right limits were batlusive, but an
analogous proof can be written for any combination of limits.

With the exception of the two special cases when the left dasiMINF or the
right bound isPINF, the negation of an interval returns an interisd. Therefore,
the unary operation negationnst closedor intervals.

We now derive the results for the negation of the two spectatvalsO (the null
interval) andl (the infinite interval).

Theorem 3.9.2.Negating the Null Interval The negation of the null intervdl is
the infinite intervall.
Proof:

0=(tt) VteT by Thm 3.5.2

={X: x>t x<t}

Negating the above expression, we may write:

-0={x: =(x>t - x<1t)}
={X: a(x>t)+-(x<t)}
={x: (X<t +(x=>1)}
=1 by Thm 3.4.5

Theorem 3.9.3.Negating the Infinite Interval The negation of the infinite interval
1is the null intervalO.
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Proof:

1=MIB-PIB by Defs 3.4.2,3.4.3
-1=-(MIB - PIB)

=-MIB + -PIB

={X: = (x> MINF) + = (x< PINF) }

={X: (X< MINF) + (x> PINF)}

={x: 0+0}

=0

We now use Theorem 3.9.1 and Theorems 3.9.2 and 3.9.3 tawoinsh algo-
rithm for interval negation.

Algorithm 3.9.1. Negation of Interval In the following, we write the negation of
left limit ( as(’ and the negation of right limit as)’. Then the negation “neg” of
interval | = (v, VRr) is given by the following pseudo-code function:

nedl) return intervallist is
L—{}
if 1 =0 then
L« {1}
elsif 1 =1 then
L « {0}
else
L — {[MINF,v.( , YVg, PINF]}
endif;
return L;

3.10 Identity Elements For Intervals

In this section we use the definitions of the null and infiniteervals from Sec-
tions 3.5.1 (page 60) and the theorems for the conjunctisjurtttion and negation
of intervals to derive twadentity element$or intervals. These are analogous to the
Boolean constantsttue” and “false”.

3.10.1 Identity Element for Conjunction of Intervals

We now show how the infinite intervalfrom Definition 3.5.2 (page 60) acts as the
identity element when we apply the binary operatd(€onjunction) to intervals.
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Theorem 3.10.1.The infinite intervall is the identity element when we apply the
binary operator “” (conjunction) to intervals.

Proof: Consider an arbitrary interval | over our domain T and its gonction with
infinite intervall. We may write:

| = B.-Br
1 = MIB-PIB by Def 3.5.2
Therefore:
I-1 = higherB., MIB) - lower(Bg, PIB) by Thm 3.6.1
= B_-Bgr by Defs 3.4.2, 3.4.3
= |
Similarly:
1-1 = highe(MIB,B,) - lower(PIB, Br)
= B_-Br

Since | was an arbitrary intervall, is therefore the identity element when we apply

the binary operator *” (conjunction) to intervals.

3.10.2 Identity Element for Disjunction of Intervals

We now show how the null intervadl from Definition 3.5.3 (page 61) acts as the
identity element when we apply the binary operateft (disjunction) to intervals.

Theorem 3.10.2.The null intervalO is the identity element when we apply the
binary operator “+” (disjunction) to intervals.

Proof: Consider an arbitrary interval | over our domain T and its gisction with
null interval 0. Since the null interval cannot enclose any values, we knoxoa p
that there can be no overlap with I. So we may write:

I+0 = {1, 0} by Thm 3.7.1
= | + false by Cor 3.5.2.2
= |

Similarly:

o+1 = {0, I}

= false + |
I

Since | was an arbitrary interval) is therefore the identity element when we apply
the binary operator %4” (disjunction) to intervals.
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3.10.3 Informal Examples: Negation When a Bound is Infinite

We now informally consider some examples of negating irstisrwhere one or both
of the bounds are infinite. Our purpose is to show that theriitgo we have stated
for the negation of an interval is sound and that the way wegse to treat infinite
values and bounds is sound.

| = [MINF, 1] :
%—: >
-l = (t, PINF]
w
' T
t

Figure 3.10:Negation when one bound is infinite Interval | encompasses the entire domain
from MINF (minus infinity) tot € T. Its negation-| therefore encompasses the complement of this
interval. Refer tdExample 3.10.1

Example 3.10.1.This example is illustrated in Figure 3.10. Consider an ixggr
comprising a left bound which is the infinite left bound MIB amdinclusive right
bound given by B= t]. We wish to find the negation of I. We may write:

I = MIB,Br
= [MINF, ] by Def 3.4.2
Therefore:
-l = =(MINF,t])
= {[MINF, MINF) , (t, PINF]} by Thm 3.9.1
= {0, (t, PINF]} by Thm 3.5.2
= {(t, PINF]} by Thm 3.10.1
| = [MINF, PINF] = 1
%—ﬁ
-l=0

Figure 3.11:Negation when both bounds are infinite Interval | occupies the entire domain
Its negation-1 is the null interval lisD. Refer toExample 3.10.2

Example 3.10.2.In this example we consider the extreme case where our interval
| encompasses all values in the domain T. That is, | is theiiefinterval. This
example is illustrated in Figure 3.11. We may write:
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= 1

= MIB, PIB

= [MINF, PINF] by Def 3.5.2
Therefore:

-l = =([MINF, PINF])

= {[MINF, MINF) , (PINF, PINF]} by Thm3.9.1

= {0, 0} by Thm 3.5.2

= {0} by Thm 3.10.1

3.11 Interval Subsumption and Implication

In this section we define two further Boolean functiosab (subsumes) antnp
(implies) which operate on our interval data type. Our otbjeds to define a func-
tion analogous to the Boolean “implies”. This will enhance tise of our interval
algebra as a reasoning engine.

3.11.1 Interval Subsumption

We now consider subsumption of intervals. Consider Figut2.3/\Ve firstly define
precisely what we mean by subsumption of intervals and thexivel a theorem
which follows from the definition.

Figure 3.12:Subsumption of intervals Intervall; by definitionsubsumes,lwhenever its left
boundBy, is less than or equal 8., andits right boundBg, is greater than or equal 8k, .

Definition 3.11.1. Interval Subsumption Consider two arbitrary intervals;land
I,. Interval I; consists of left bound Band right bound B,. Similarly, interval b
consists of left bound Band right bound B,. Then | subsumes, if and only if
BL, < By, and By, > Bg,. That is:

l1 subsumesl < (B, < Bi,)-(Br, > Bg,)

We now give an algorithm for the Boolean functiosuly (subsumes). This def-
inition implicitly utilises the ‘tompareg.ung’ function of Algorithm 3.4.1 (page 53).
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Algorithm 3.11.1. Interval Subsumption The Boolean function “sub” (subsumes)
is given by the following pseudo-code function:

sulfly, I2) return boolean is
return (B, < Br,) and (Br, > Bg,);

We now prove a theorem which follows from Definition 3.11. .

Theorem 3.11.1.Conjunction of Subsumed IntervalsGiven intervals { and b
as defined above in Definition 3.11.1 and given thatbsumes;] then:

l1-12=12
Proof: From the conjunction algorithm of Theorem 3.6.1 (page 64haree that
l1- 12 = higher(B,, BL,) - lower(Bg,, Br,)

But using the subsumption definition above, higBe;B.,) = B,
while lowelBg,, Bg,) = Br,. Therefore:

l1-12=By,-Bg,

=1y

3.11.2 Interval Implication

We now consider implication with intervals. We use the temrmplies” precisely to

mean Boolean implication and employ the symbel™ We take as axiomatic that
for any proposition$ andQ:

P-Q=-P+Q

Consider again Figure 3.12. We firstly show that if intenyadubsumes intervdl,
thenl, impliesl|;.

Theorem 3.11.2.Interval Implication: Consider an interval | = B, - Bg, which
subsumes intervab = B, - Bg,. Then p — 1.
Proof (by contradiction): Assumeg kubsumes,lbut that L, does not imply4l. That
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—(l2—> 1) ==(=l2+11)
=lp- -l
=By, Br, -~ (Bi, - Br,)
=By, " Br, - (=B, + —Br))
= (B, - Br, - =Bu,) + (B, - Br, - =Br))
= (BL, - =By, - Bg,) + (Br, - =Br, - BL,)

Consider the first terngB., - =B, - Bgr,). Since by definition B < B,,, it must be
false that B, - —=B.,. Similarly, considering the second ter(Bg, - =Bg, - B,), it
must be false that - —Bg,. Therefore:

- (|2 - |1) = false + false

= false

Therefore it cannot be the case tha(l, — 1;) and we therefore conclude that
(I2 = 1q).

We now give an algorithm for the Boolean functiamf{y’ (implies). This algo-
rithm utilises the subsumption function of Algorithm 3.11.

Algorithm 3.11.2. Interval Implication: The Boolean function “imp” (implies) is
given by the following pseudo-code function:

imp(l1, o) return boolean is
return sub(lo, 11);

3.12 Disjunction of Interval Lists

In this section we extend the definition of interval disjuontfrom Sections 3.7
(page 65) to apply to intervéists. We are led to this new definition by noting that
an interval list (as we have defined it in Definition 3.8.3, @dd) is nothing more
than a Boolean disjunction of intervals. We make use of thensation notation
from Section 3.8.1 (page 70). The disjunction of intervsision the Real number
line is depicted in Figure 3.13 as the union of the two lists.

Theorem 3.12.1. Disjunction of Interval Lists Consider interval lists
Ly = {ls, 1o+, 1} and b = {J1, Jo,- -+, Jm}. Then the disjunction of these lists
L. + L, is given by:

Zn:(li +Jj)

i=1

L1+L2=

m
=1
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L= {|1,|2,|3}
<— Ommmm—) ) () ——>
o h l2 I3 R
L= {J1,J2}
<— D (OEEEEEEE——)
J1 Jg R
L,.L,
< O —— Qu—) O ———— (O E— ) ——>
R
L+ L;
€ )
R

Figure 3.13:Interval list conjunction and disjunction : We may represent the conjunction of
two interval listsL; andL, as theintersectionof the two lists. Similarly, the disjunction of the two
lists is theunionof the two lists.

Proof:
n m
Litlo= D01+ Y,
i=1 =1

= (Ii+l+--+lp)+ A

+(le+la+--+1n)+ X

+(r+1l2+--+1h)+Im

I
1=
M=
—
+
<
SN—

Theorem 3.12.1 above shows interval list disjunction cabro&en down into
two steps. We first find the disjunction of lisg with each interval; in turn com-
prising listL,. We then find the disjunction of these intermediate resultss is
made explicit by Algorithm 3.12.2 in Section 3.12.1 below.

3.12.1 Disjunction of Interval List With Interval

Inspection of Theorem 3.12.1 above hints at how we shouldga® to implement
interval list disjunction. We first define how to find the disgtion of an interval list
with a single interval. We require an auxiliary functiooghcat which appends a
single intervall to the end of an interval lidt = {I, I,,--- , I,}. Since interval lists
are constructed frordisjointintervals, function toncat may only be called when
the resulting list maintains this constraint. That is, & J does not overlap or
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touch any interval comprising ligt.

Algorithm 3.12.1. Concatenation of Interval to Interval ListInterval J is joined
to the end of interval list L= {l4,1,,---,1,} as defined by the following pseudo-
code:

concafL, J) return intervallist is
return {Il’ IZ’ Y |n> \]}1

We now give an algorithm to find the disjunction of an intemigtlwith a single
interval. This algorithm calls Algorithm 3.8.1 (page 71)etinterval disjunction
function and function €oncat above.

Algorithm 3.12.2. Disjunction of Interval and Interval List Consider a single
interval J and an interval list L= {l4, I, - - - , J}. The disjunction di@., J) is given
by the following pseudo-code:

dis(L, J) return intervallistis
Jmp < J;
Limp < {};
foriin 1.nloop
i disjoint(Junp, Ii) then
Limp — conca(Jtmp, Ii)
else
Jtmp — dis(-Jtmps |i)
end if;
end loop
Limp < conca(Ltm o Jm p) ;
return Lymp;

The key functionality contained in Algorithm 3.12.2 abogetlhat each time
the intervald overlaps or touches the current interiarom list L, this modifies]
according to the disjunction rule of Theorem 3.7.1 (page B andl; are disjoint,
thenl; is simply concatenated to the interval list to be returned.

3.12.2 Disjunction of Interval List With Interval List

We now complete the full algorithm of the disjunction of twdarval lists by util-
ising Algorithm 3.12.2 above.

Algorithm 3.12.3. Disjunction of Interval Lists Consider interval lists L =
{I, 1o+ ,ln and b = {J1, Jo, -+, In}. The disjunction di@., L,) of interval
list L; with interval list Ly is given by the following pseudo-code:

dis(Ly, Ly) return intervallistis
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Limp < L1,
foriin 1.mloop
Limp < dis(Ltmp. Ji)
end loop
return Limp;

We note that the binary operation disjunction with respecinterval lists is
closed since the result of the disjunction operation is alwayslaeointerval list.

3.12.3 Complexity of Interval List Disjunction

We now describe the complexity of our interval list disjuontalgorithm. We pro-
ceed in three steps, beginning with the basic interval digjan algorithm (Algo-
rithm 3.8.1, page 71), then to disjunction with an interigtidnd an interval (Algo-
rithm 3.12.2) and finally to disjunction of two interval ls¢Algorithm 3.12.3).

e The basic interval disjunction algorithm of Theorem 3.70hgists in essence
of two comparison operations (“lower of left bounds, higberight bounds”)
in the worst case. We will use constartb designate this complexity.

¢ Now suppose we have an interval listmade up of intervalg, I,,--- , I, and
an intervald. Then the complexity of the disjunction algorithas(L,, J) of
Algorithm 3.12.2 is given byc, since we repeat the basic operatiorisnes.

e Now we replace interval with another interval list., = {J;, 2, -+, I}
The disjunction algorithnais(L,, L) of Algorithm 3.12.3 therefore has com-
plexity given bymncsince we repeat the operations of the Algorithm 3.12.2
algorithmmtimes.

From the above we conclude the worst case complexity ofvaldist disjunction
is O(mn) wherem andn are the respective number of intervals in each interval list
Therefore interval list disjunction has polynomial conxit

The design of Algorithm 3.12.3 allows for a parallel implertegion. If the call
to Algorithm 3.12.2 is carried out in parallel, then the cdexgy of interval list
disjunction approachd&3(kn) wheren is the number of intervals in the first interval
list andk is some constant denoting the cost of a single call to Algorig8.12.2.

3.13 Conjunction of Interval Lists

In this section we extend the definition of interval conjumictfrom Sections 3.6
(page 63) to apply to intervdists. We make use of the summation notation from
Section 3.8.1 (page 70). The conjunction of interval listslee Real number line is
depicted in Figure 3.13 as the intersection of the two lists.
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Theorem 3.13.1.Considerinterval lists L= {l1, l5,--- , I Jand b = {31, Jo, - - -, Im}.
Then the conjunction of these listg-LL, is given by:

Proof;

n m
Li-la= )1 - >3
i=1 =1

=(lg+la+--+1p) - Q1+ I+ +In)
= (|1+|2+---+|n)'J1

+(r+124+--+1y)- I

Theorem 3.13.1 above shows interval list conjunction cabrbken down into
two steps. We first find the conjunction of lisf with each interval]; in turn
comprising listL,. We then find the disjunction of these intermediate resialkss
is made explicit by Algorithm 3.13.1 in Section 3.13.1 below

3.13.1 Conjunction of Interval List With Interval

Inspection of Theorem 3.13.1 above hints at how we shouldga® to implement
interval list conjunction. We first define how to find the camgtion of an inter-
val list L with a single intervall. Intuitively, we apply the conjunction rule from
Theorem 3.6.1 (page 64) usidgand each interval comprisingin turn. Indeed,
this follows immediately from the distributive property Bbolean algebra (Pohl
& Shaw 1986). We also make use of thmhcat function from Algorithm 3.12.1

(page 81).

Algorithm 3.13.1. Conjunction of Interval and Interval List Consider a single
interval J and an interval list I= {I4, I,,--- , I,}. The conjunction cd(h, J) is given
by the following pseudo-code:

con(L, J) return intervallist is
Jmp < J;
Limp < {};
foriin 1.nloop
Jimp < con(J, ;) ;
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Limp — conca(Ltm o Jtmp) :
end loop
return Limp;

We may use theconcat function with confidence in Algorithm 3.13.1 above
because the interval,, which results from the conjunction dfandl; can never
expandl;. Hence,Jmp Will never overlap any interval iy .

3.13.2 Conjunction of Interval List With Interval List

We now complete the full definition of the conjunction of twaerval lists by util-
ising Algorithm 3.13.1 above. This definition also necebgaalls the disjunction
function of Algorithm 3.12.3 above, which is why it was defirf@st. This follows
from the observation of Section 3.8 (page 69) that an intdistais a disjunct of
intervals.

Algorithm 3.13.2. Conjunction of Interval Lists Consider interval lists k =
{I, 15+, and b = {J1, o, -+, Jm}. The conjunction cdiy, L,) is given by
the following pseudo-code:

conLy, Ly) return intervallist is
Llimp < {};
L2tmp < {}
foriin 1.mloop
L1tmp < con(Ly, Ji);
L2mp  dis(L2tmp: Limp)
end loop
return L2ymp,

We note that the binary operation conjunction with respednterval lists is
closed since the result of the conjunction operation is alwaydlaranterval list.

3.13.3 Complexity of Interval List Conjunction

We now describe the complexity of our interval list conjuactalgorithm. We
proceed in three steps, beginning with the basic intervajluction algorithm (Al-
gorithm 3.6.1, page 65), then to conjunction with an intelisaand an interval (Al-
gorithm 3.13.1) and finally to conjunction of two intervadts (Algorithm 3.13.2).

e The basic interval conjunction algorithm of Theorem 3.@fsists in essence
of two comparison operations (“higher of left bounds, lowkright bounds”)
in the worst case. We will use constartb designate this complexity.
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e Now suppose we have an interval listmade up of intervalg, I, - -- , I, and
an intervald. Then the complexity of the conjunction algorittaon(L,, J) of
Algorithm 3.13.1 is given by, since we repeat the basic operationsnes.

e Now we replace interval with another interval list, = {J1, Jo, - -+ , Jm}. The
conjunction algorithmcon(Ly, L,) of Algorithm 3.13.2 therefore has com-
plexity given bymncsince we repeat the operations of the Algorithm 3.13.1
algorithmm times. However, the conjunction algorithm itself calls this-
junction algorithmm times. Therefore, using the complexity result we de-
rived in Section 3.12.3 for interval list disjunction, we stueplace therfv’
with “mr?, yielding a complexity offmn) nc = nmc

From the above we conclude the worst case complexity ofvatdist conjunction
is O(nzm) wheremandn are the respective number of intervals in each interval list
Therefore interval list conjunction has polynomial conxite

The design of Algorithm 3.13.2 allows for a parallel implartegion. If the call
to Algorithm 3.13.1 is carried out in parallel, then the cdexity of interval list
conjunction approache(kr?) wheren is the number of intervals in the first interval
list andk is some constant denoting the cost of a single call to Algori8.13.1.

3.14 Negation of Interval Lists

In this section we extend the definition of interval negafrom Section 3.9 (page 72)
to apply to intervalists. We make use of the summation notation and product no-
tation from Section 3.8.1 (page 70). The negation of an valdist on the Real
number line is depicted in Figure 3.14 as the complementelish

L

< Oummmmmmm— ) QEEEEEEEEEEEEEEmm——l)  (OEEEE———)—————>
4 > s R

!

—

AL, R

Figure 3.14:Interval list negation: We may represent the negation of an interval listas the
complemenbf the list.

Theorem 3.14.1.Consider and interval lists k& {I4, 15, --- , I,}. Then the negation
of this list-L is given by:

n
SL=] ]
i=1
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Proof:

w4

i=1
==(l1+l2+---+1p)

e O
n

=[]
i=1

We arrive at the last line by applying De Morgan’s law (Pohl &a%/ 1986)
and find the conjunct of the negated intervals making up ttelli The above
theorem leads directly to the following algorithm whichlsahe interval negation
function of Algorithm 3.9.1 (page 74) and the interval lisingunction function of
Algorithm 3.13.2.

Algorithm 3.14.1. Negation of Interval List neg(L): Consider an interval list L
comprised of disjoint intervalsJl,, - -, l,. Then the negation n€g) is given by
the following pseudo-code:

neg(L) return intervallistis
Lltmp « {};
L2tmp < {1};
foriin 1.nloop
L1imp < neg(li);
L2imp — con(Llimp: L2tmp);
end loop
return 2ymp;

We note that the unary operation negation with respect évat lists isclosed
since the result of the negation operation is always andtitenval list.

3.14.1 Complexity of Interval List Negation

We now describe the complexity of our interval list negatdgorithm. We proceed
in two steps, beginning with the basic interval negatiomatgm (Algorithm 3.9.1,
page 74), then to negation with an interval list (Algorithri81).

e The basic interval negation algorithm of Algorithm 3.9.hsists in essence
of two table look ups to find the negation of the left and rightiis respec-
tively. We will use constant to designate this complexity.

e Now suppose we have an interval listmade up of intervaldy, I,,--- , I,.
Then the worst case complexity of the negation algoritieyL) of Algo-
rithm 3.14.1 is given bync, since we repeat the basic operationsmes.
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However, the negation algorithm itself calls the conjumicialgorithm (which
in turn calls the disjunction algorithnm) times. Therefore, using the com-
plexity result we derived in Section 3.13.3, we must repthegn” term with
“n’m’, yielding a complexity ofinc.

From the above we conclude the worst case complexity ofvatdist negation
is O(n3) wheren is the number of intervals in the interval list. Thereforéemval
list negation has polynomial complexity. The design of Algon 3.14.1 does not
allow for a parallel implementation because it progredgigecumulates the result
of the conjunction of the negated intervals.

3.15 Special Interval Lists

We now define two special interval lists: thifinite interval listand thenull interval

list, which are analogous to thefinite interval of Section 3.5.1.1 (page 60) and
the null interval of Section 3.5.1.2 (page 61). We then show how these special
interval lists act as identity elements for interval lists,an analogous fashion to
Theorems 3.10.1 and 3.10.2 (page 74).

3.15.1 The Infinite Interval List

Informally, we may picture the infinite interval list in anangous manner to the
infinite interval of Section 3.5.1.1 (page 60). That is, itidist of intervals that
encloses all values in the domain. We use the infinite integrabol 1 to represent
the infinite interval list as well, relying on context to mattee distinction. Ulti-
mately both of these notations are equivalent to the Booleastant ‘true”. A
precise definition follows.

Definition 3.15.1. The infinite interval list This is the interval list consisting of a
single infinite interval. That is:

n

!

i=1

1

= true; + trues + --- + truey by Thm 3.5.1

={1}

According to the definition above, the infinite interval lesimprises a list ot
least onenfinite interval. Since we insist the intervals compriseug interval list
are disjoint, we always reduce such a list to a single infiniterval. We now show
the infinite interval list acts as thdentity elemenfor the conjunction of interval
lists.
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Theorem 3.15.1.The infinite interval listl is the identity element when we apply
the binary operator “con” (conjunction) to interval lists.

Proof: Let L = {l4,15,---, I} be an arbitrary interval list comprising n disjoint in-
tervals. Then by Theorem 3.13.1 the conjunction of thisvigt the infinite interval
list 1is given by:

m n
L-1:ZZ(Ii~l)
j=1 i=1
= Zn: ()  byThm3.10.1
i=1
=L
Similarly
m
1-L=> > (1-1)

Since L was an arbitrary intervall, is the identity element for interval lists under
the operation “con” (conjunction).

3.15.2 The Null Interval List

Informally, we may picture the null interval list in an angtmis manner to the null
interval of Section 3.5.1.2 (page 61). That is, it is a listraérvals that never en-
closes any values. We use the null interval synibtd represent the null interval
list as well, relying on context to make the distinction. itjiately both of these
notations are equivalent to the Boolean constdail$e”. A precise definition fol-
lows.

Definition 3.15.2. The null interval list O: This is the interval list consisting &.n
null intervals. That is:

0= i 0

i=0

According to the definition above, the null interval list sists ofzeroor more
null intervals. Therefore, the empty interval list contagino intervals is also by
definition equivalent to the null interval list. We now shdwetnull interval list acts
as the identity element for the disjunction of intervaldist

Theorem 3.15.2.The null interval list{0} is the identity element when we apply the
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binary operator “dis” (disjunction) to interval lists.

Proof: Let L = {ly,15,---,1,} be an arbitrary interval list comprising n disjoint
intervals. Then by Theorem 3.12.1 the disjunction of tistswith the null interval
list O is given by:

Since L was an arbitrary interval) is the identity element for interval lists under
the operation “dis” (disjunction).

3.16 Interval List Subsumption and Implication

In this section we define two further Boolean functiosgb (subsumes) antnp
(implies) which operate on our interval list data type. TiBigin extension of Sec-
tion 3.11 (page 77) where we defined subsumption and imjgic&br intervals.

3.16.1 Interval List Subsumption

We now consider subsumption of interval lists. Consider F@gRi15. We firstly
define precisely what we mean by subsumption of interva.list

Definition 3.16.1. Subsumption of Interval Lists Consider two arbitrary inter-
val lists Iy and L. Interval list Ly = {l,I5,---,1,} while interval list L, =
{J1, J2,- -+, Jm}. Then Ly subsumed., if and only if every interval Jmaking up
list L, is subsumed by some intervair L;. That is:

v3 3l sub(li,g), i=1.n j=1.m

Using the above definition, we now derive a theorem for thesgoription of an
intervalJ by an interval list_. In the following we use Suld’ to denote “subsumes”.
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Figure 3.15:Subsumption of interval lists: Interval ListL, is by definitionsubsumedby list Ly
if for every intervalJ; making up listL; is subsumed by some intervalliq.

Theorem 3.16.1.Subsumption of Interval by Interval List Consider an interval
listL ={lq,I5,---,1,} and an interval J. Then:

n
Lsubd & > (lisub)
i=1

Proof. By Definition 3.16.1, L subsumes J if and only if J is subsulmedome
interval I;, i = 1..n. Thatis:

n

LsubJ & (ZI‘) sub J

i=1
< lisubJ + losubd + -+ + Ihsubd

= Z‘(Ii sub J

We now derive a theorem for the subsumption of an intervélL}li®y an interval
list L;.

Theorem 3.16.2.Subsumption of Interval List by Interval List Consider an in-
terval list Ly = {l1, I5,---, 1} and aninterval list L = {J;, Jo, - - - , Jm}. Then:

Zn:(li sub q)

i=1

Lisublb &

m
=1

Proof: Asserting that “ly subsumes 1" means precisely that { subsumes ;Jor
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all j =1.m. Thatis:

Lisubl, o (Lisubd)-(Lysubd)- --- -(Lysubdy)
< (Iisubd + lasubd + --- + Ihsubd)
-(Iysubd + Irsubd + --- + Ipsubd)

-(lisubdy + Izsubdn + -+ + Ihsubdy)

n

We now use Theorems 3.16.1 and 3.16.2 to give an algorithrthéoBoolean
function “suld’ (subsumes). We proceed in two steps, firstly defining a pseade
function for subsumption of interval by interval listL = {l,15,---,1,}. This
definition utilises the intervalsuld function defined in Algorithm 3.11.1 (page 78).
We then define the full subsumption algorithm for intervaidi

Algorithm 3.16.1. Subsumption of Interval by Interval Listsub(L, J): Consider
an interval list L comprised of disjoint intervalg,l,,--- , 1, and an interval J.
Then the Boolean function “sub” (subsumes) is given by theviing pseudo-code:

sulL, J) return boolean is
tmp « false;
foriin 1.nloop
tmp « sub(lj, J);
if tmptheni< n;
end loop
return tmp

We now use the above function to define the full subsumptigorghm for interval
lists:

Algorithm 3.16.2. Subsumption of Interval List by Interval List sub(L4, L,):
Consider an interval list Lcomprised of disjoint intervals ll,,--- , 1, and an in-
terval list L, comprised of disjoint intervals;JJ,, - - - , Jy. Then the Boolean func-
tion “sub” (subsumes) is given by the following pseudo-code:

sul(Ly, L) return boolean is
tmp« false;
for jin 1..m loop
tmp < sul(Ly, Jj);
if nottmp then j—m;
end loop
return tmp
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3.16.2 Interval List Implication

We now consider implication with interval lists. ConsideaagFigure 3.15. Our
objective here is to capture the intuitive notion that if veswame the truth of the
more restrictive interval list, then we can logically assume the truth of the less
restrictive interval list_; that subsumeb..

Theorem 3.16.3.Interval List Implication: Consider two arbitrary interval lists
Ly = {ly,lo,---, 1 and b = {J1, 3o, -+, Js} such that L. subsumes 4. Then
L, — Lj.

Proof (by contradiction): Assume that; Isubsumes 4 but that L, does not imply
L:. Thatis:

= (L2 = L1) = =(=L2 + Ly)
=L2--Ly

= (al1- -l caln) - (Ji+ d2+ 0+ )
= (ali--l2 =y - J1)

T T )

+(alymlpe e omln- I

Consider each of the terms in the disjunction above, for exathe second term:

(=l =lp- -

‘_'|n : ~]2)

Interval J must be subsumed by somevhere i = 1..n. But this means,J—
li, by Theorem 3.11.2. So it cannot be the case #Hat J,. Therefore it must

be that(=ly - =lp- -

-=ly - Jo) is false. The same is true for each term in the

disjunction. Therefore we have a contradiction. So it carvethat L, does not

imply L. Therefore L does imply L.

Algorithm 3.16.3. Implication with Interval Lists. Consider two arbitrary interval
lists Ly = {l4,l5,---,1)and b = {J1, o, -+, Im}. We now define the Boolean
function “imp” (implication) of interval list Ly by interval list L, with the following

pseudo-code function.
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imp(L2, L1) return boolean is
return sulfL, Lo);

3.17 Summary

The main objective of this chapter is to build the theorétfcandation for our
Reasoning Engine. We achieve this by definingraarval data type around which
we build aninterval algebravhich we show is analogous to Boolean Algebra. We
use thanterval data type to succinctly capture the notiortieé valid or legal range
of values a variable may assung&arting with the simple assumption of the validity
of Boolean Algebra, in addition to the basic assumption thatiata types we utilise
can betotally orderedwe show that it is straightforward to define all the object
structures and behaviours we require.

The main contributions of this Chapter include the following

e \We begin this chapter by setting out our basic assumptiodsvanking def-
initions. We take the Boolean Algebra as being axiomatic @laith the
ability to impose a deterministic total ordering on the dgfses we consider
(Section 3.2).

¢ We then define the data structurgsit (Section 3.3) andound(Section 3.4)
which we subsequently use to define our basic data strudtueenterval
(Section 3.5).

¢ \We show that the interval is a contracted form of a sentenfiesirorder logic
consisting of the conjunction of two assertions: one camogrthe left bound
and the other concerning the right bound (Section 3.4.2).

¢ We then define three basic operationenjunction(Section 3.6)disjunction
(Section 3.7) andiegation(Section 3.9) with intervals. We show that of these
three operations, only conjunctiongfsedwith respect to intervals.

¢ We give definitions for the special intervatise infinite intervalandthe null
interval (Section 3.5.1) and show that these act as the identity elevh@nd
0 with respect to conjunction and disjunction of intervale¢&on 3.10).

e We give algorithms for the Boolean binary operatige®sumptiorandim-
plicationusing intervals (Section 3.11).

¢ We define thenterval listto be a disjunction of disjoint intervals (Section 3.8).
We extend our definitions of conjunction (Section 3.13)jutistion (Sec-
tion 3.12) and negation (Section 3.14) to apply to inten&$land show that
these three operations arlwsedwith respect to interval lists.
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¢ We derive the complexity of the three interval list operasialisjunction (Sec-
tion 3.12.3), conjunction (Section 3.13.3) and negaticec{®n 3.14.1) and
show them to have polynomial complexity in the worst casethincase of
disjunction and conjunction of interval lists, the algbnits allow for a paral-
lel implementation which reduces the complexity.

e We give definitions for the special interval listise infinite interval listand
the null interval listand show that these act as the identity elemérasdO
with respect to conjunction and disjunction of intervaldi§Section 3.15).

e We give algorithms for the Boolean binary operatice®sumptiorand im-
plicationusing interval lists (Section 3.16).

The operations we have defined in this chapter form the faiormaf our Rea-
soning Engine, upon which we have built a practical semaptery optimizer. Our
semantic optimizer is described in detail in Chapter 4.
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4.1 Introduction

In this chapter we describe the design of a practical semgnegry optimizer. Our
design anticipates some of the important conclusions we éh@m our empirical
study in that we propose to utilise those techniques fronresgarch into seman-
tic query optimization which are likely to have the most pigsi influence on the
performance of query evaluation.

We begin by highlighting what we consider to be an intringwiting factor of
semantic query optimizatioper se Much of SQO, by its very nature, is limited in
its effectiveness by the fact that it depends on the detection afeguevhich are,
in some sense, anomalous. But if anomalous queries are hardlysubmitted,
perhaps the extraffert of semantically optimizing queries is not worthwhileo T
our knowledge, this is the first study to specifically hightighis property of SQO.

Our semantic optimizer is designed to preprocess SQL cgiand sits in front
of the normal SQL parser and optimizer. We reiterate thatmafdhe meta-data
required for a simple butfective semantic query optimizer is already available
within commercial RDBMS. We propose, for example, to make diseloema con-
straints that are encoded within the database but whichuarertly ignored during
the process of query evaluation.

While many researchers advocate the mechanical discovesgméntic rules
which might be of benefit to a semantic query optimizer, weiardat such a rule
discovery exercise is unlikely to be optimal without a kneelde of thequery pro-
file* where we first discover what database objects are actualig logieried. This
knowledge can then be used to focus a subsequent rule dig@xercise.

Our semantic optimizer can utilise two types of semantie.rihe first type of
semantic rule islways trueand includes the schema constraints currently stored
and maintained by the DBMS. Therefore, they may be added atimeyto SQL
query restrictions without altering the logical outcometioé query. We use this
fact to rewrite the query such that it may be evaluated méieiently. When we
say a rule is “always true” we mean the ruldrige for the lifetime of the schema
Therefore, we make the assumption that schema evoluti@mesor does not occur
at all. Such an assumption is quite reasonable, espeacmallyata warehouses. We
do not specifically address the issue of schema evolutidnaut practical semantic
optimizer.

The second type of semantic rulessmetimes trueT his includes the discovery
of data “holes® which we deduce will return zero ros In addition, we show

1See Definition 4.3.1, page 102.

2However, we deal with this topic in Chapter 2.

3See Definition 4.3.3, page 104.

“Hence the ternzeroqueries. See Definition 4.3.2, page 104.
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how conditional rulesmay be elegantly encoded using the interval list form we
described in Chapter 3. This allows us, for example, to capte knowledge of
domain experts and use it to enhance the performance ofensie optimizer. To
our knowledge, this is the first study to report the use ofriratks or interval lists in
this manner.

When we say a rule is “sometimes true” we mean the validity efrtile de-
pends on the database state remaining static; i.e., statadsthot modified for the
duration the rule is utilised. This is because this type ¢ rs derived from an
analysis ofdata and is not a consequence of the application semantics.

Example 4.1.1.A data analysis discovers a precise correlation between déheeg
stored in two columns;@nd G of a table T which is part of a data warehouse. A
semantic rule is formulated based on this correlation. Tdil®Wing evening, data
in table T is refreshed, invalidating the rule derived theyous evening.

The point of the above example is that any time data is updatedrun the
risk of “sometimes true” rules being invalidated. Therefdhe cost of revalidating
such rules must be taken into account in any usable sematiinipe®. The data
analysis we report in the search for such rules is simple atitely to require
significant computational resources. Furthermore it isiedrout “of-line” and so
does not impact on query evaluation.

The remainder of this Chapter is organised as follows.

e We begin by highlighting an intrinsic limiting factor of semtic query opti-
mization (Section 4.2).

e We then introduce four new termsguery profile zero query positive query
anddata holegSection 4.3).

¢ We follow with a description of how our practical semanticcguoptimizer
functions as a preprocessor, sitting in front of the norn@L §uery optimizer
(Section 4.4).

e We describe how we define meta-data for use with our semaptimizer
(Section 4.4.1).

e \We propose a new type of semantic query optimization whielcsees for
“data holes” and utilises them to identify zero queries whim an analo-
gous fashion to unsatisfiable queries, need not be subndtdee database
(Section 4.4.2).

5This problem was described in Section 2.3, page 19.



98 Chapter 4. A Practical Semantic Query Optimizer

e We describe in detail how we harvest a subset of existingmsat@nstraints
which are already stored as part of the RDBMS and how theseilisediby
our semantic optimizer (Section 4.4.3).

e We then explain how the optimizer may be extended with camthl rules
which are derived from a data driven analysis and which slpiccapture
correlations between non-indexed and indexed columndi(®et.5). These
rules may be elegantly expressed as interval lists and wo&ed by applica-
tion of the Subsumption Rule (Section 4.5.2).

¢ Finally, we summarise the main contributions of the Chagexc(ion 4.6).

4.2 An Intrinsic Limitation of SQO

In this section we focus on an intrinsic limiting factor ohsantic query optimiza-
tion per se That is, much of semantic query optimization, by its veryuna, is
limited in its efectiveness by the fact that it depends on the detection aiegue
which are, in some sense, anomalous. The detection of sfighle queries, some-
times described as the “ultimate win” for SQO (Godfrey et28l01), is a clear
example. It is easy to see how preventing unsatisfiable eudérom being sub-
mitted to the database might result in mof@agent query processing. However,
if unsatisfiable queries are never (or hardly ever) madenagé#ie target database
schema, then perhaps the extra processing required td dasatisfiable queries is
not worthwhilé.

A similar argument can be made regarding the detection obforange queries
or queries which are satisfiable but nevertheless retuorpers because they target
“holes™ in the data. If such queries are hardly ever submitted themaps the gort
expended in detecting such queries is ultimately of litt@@value.

We explicitly acknowledge this limitation on the usefulsed SQO and we
regard it as an intrinsic property of SQO itself. To our knegde, this is the first
study to specifically highlight this property of SQO.

However, we do not think this built in limitation negates fhaential of SQO.
The remainder of this Section explains why this is so.

4.2.1 Utility of SQO

We now set out why SQO may be useful even in environments waeoena-
lous queries are hardly ever submitted. We look firstly atpgbential cost to the

5There are, to our knowledge, no published studies whicharekethe relative prevalence of
anomalous queries in industry RDBMS.
’See Definition 4.3.3, page 104.
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database environment of submitting unsatisfiable queigeondly, we describe
the impact on data integrity of relaxing schema constraiisng bulk insert of

new data. Thirdly, we briefly examine the consequences amaatically gener-

ated SQL queries. Finally, we consider the likelihood of-sptimal SQL queries
against view definitions in typical data warehouse schemas.

4.2.1.1 Unsatisfiable queries may be costly

Consider the case where the probability of an unsatisfialtelgeing submitted
against a pair of large target tables is historically veny [@ay, less than 1%).
However, this probability says nothing about the impact thach a query might
have. If such a query is submitted and the target tables ege &nough, this has
the potential to take over a large proportion of availablspaotational resources,
negatively impacting on other database users and procel$ssesasy to imagine
that preventing such a situation from ever happening migktfimake worthwhile
the dfort of semantically optimizing all queries.

4.2.1.2 Impact of relaxing schema constraints

Consider the case where schema constraints encoded wighdathbase are relaxed
whenever tables are populated with new data. This commamdyrs in data ware-
houses where tables are large and regularly refreshed toHlmaode” with large
volumes of data. If schema constraints are enforced in siichngstances, the
constraint is triggered and checked for each new row of dataylting in greatly
increased processing times. However, if the constrairglaxed, there is a penalty
to be paid for saving time: data integrity may never be cheécke

Example 4.2.1.In the Oracle RDBMS, data may be validated against a schema
constraintafter the new data has been inserted. This guarantees data ittegri
but may still require more time to complete than is accegaRflhere is a further,
potentially more serious problem, which is thataify data row fails the integrity
check, the entire batch of new data is rolled back (Ashdow®&00 hus it may be
impractical to enforce schema constraints during bulk ihneénew data.

We emphasize that no commercial RDBMS currently enforcesnsaheon-
straints at query time. Therefore, if schema constrainie teeen relaxed during
data insert or update, data integrity cannot be guarantekessiconstraints have
been re-enabled and integrity checks allowed to proceésl elisy to imagine how
this uncertain, ambiguous situation might give rise to meaus query results.

Example 4.2.2.Consider a data warehouse which performs nightly bulk loads of
sales figures from a number of regional stores, consoligatie data into a sin-
gle SALES table. Data volumes are large so various schema constraitselaxed
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during the bulk load of new data to ensure the operation ceteglbefore the begin-
ning of the next business day. One of the constraints whid@mgpadrarily disabled
in this way checks that all prices charged for items sold argifpe and less than a
sensible maximum value:

check (UNIT_PRICE > O and UNIT_PRICE <= 5000);

However, at one store invoices have been cancelled by ovargiite price charged
with —999 While this practice is allowed for by the local software, ihist detected
by the data warehouse software. Thus all total sales calandatperformed by the
data warehouse are likely to contain considerable error.

A semantic query optimizer that harvests schema consireesolves the prob-
lem of relaxed schema constraints. That is, even in the pcesaf data that violates
schema integrity, semantically optimizing the queriesrgogees that all query an-
swers actually conform to the schema semantics. This isisecchema constraints
are dfectively enforced at query time by the semantic query opemi

4.2.1.3 Automatically generated queries

We now briefly consider the impact of automatically geneatatgeries. SQL queries
may be automatically generated by GUbols which provide a visual interface
into the underlying database. These include query bufldard report writer¥.
The aim of such tools is often to provide non-specialisthwit‘point and click”
methodology to construct database queries without thessagef knowing SQL.
Typically, the user points to objects in the database ana élséablishes a relation-
ship between them (such as identifying a join column) besotemitting the query
and receiving the results in a “user friendly” format. It Bsg to imagine that the
result of automatically translating the query of aveauser might result in a highly
sub-optimal SQL query, such as a cartesian product on twe l@bles. A seman-
tic query optimizer might be employed in such a situation gsi@ry conditioner
filtering ndve queries and applying schema knowledge to rewrite gei@rie more
sensible alternatives. For example, rather than joiniegélguested tables directly,
a semantic optimizer might instead consult a materialized) Y{DeHaan, Larson &
Zhou 2005, Zaharioudakis, Cochrane, Lapis, Pirahesh & (\2G08).

4.2.1.4 Sub-optimal queries against views

In Example 2.5.7 (page 37), we showed how redundant joinsariag in queries
against tables which are related via a primary key and qooreting foreign key

8GUI: “graphical user interface”

%See for example Oracle’s “Query Builde{tp://download-east.oracle.com/docs/
cd/B19306_01/appdev.102/b16373/qry_bldr.htm).

10see for example “Crystal Report#it(tp: //www.crystalreports.co.uk/)
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column. Indeed this is one of the main targets for optimaratjoin elimination
identified by SQO researchers (see Section 2.5.4, page 38)ewer, sub-optimal
gueries may arise naturally in the case where the query imgdinst a view
comprising one or more table joins, for example in data waushks built with atar
schem&! (Cheng et al. 1999).

Example 4.2.3.Consider Figure 4.4 (page 108), which depicts part of a data ware
house. Suppose we have created the \GBSTOMER SUMMARY with the following
DDL:

create view CUSTOMER_SUMMARY (
KEY,
NAME,
ORDER_COUNT,
TOTAL_QUANTITY
) as
select c.KEY, c.NAME, COUNT(1), SUM(s.QUANTITY)
from CUSTOMER c, SALES s
where s.CUSTOMER_KEY = c.KEY
group by c.KEY, c.NAME;

Now we pose the following query against the view:

select *
from CUSTOMER_SUMMARY
where KEY = 2006;

The SQL optimizer must rewrite the above query to consultdke tableSALES. A
naive execution plan might produce the following:

select c.KEY, c.NAME, COUNT(1), SUM(s.QUANTITY)
from CUSTOMER c, SALES s

where s.CUSTOMER_KEY = c.KEY

group by s.CUSTOMER_KEY

having s.CUSTOMER_KEY = 2006;

If this execution plan is followed, all aggregates basedCO8TOMER _KEY will first

be calculated, then all rows eliminated except for the simg¥e which satisfies the
HAVING restriction. This would be very iffecient, so let us assume the optimizer
applies the rules of the relational algebra and pushes thexyjs restriction “where
KEY = 2006” into the WHERE clause. The result would therefore be the following
more gficient query:

11See Example 4.4.1, page 106 for a detailed description @frashema.
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select c.KEY, c.NAME, COUNT(1l), SUM(s.QUANTITY)

from CUSTOMER c, SALES s
where s.CUSTOMER_KEY = c.KEY
and c.KEY = 2006

group by s.CUSTOMER_KEY;

However, we can still do better. A semantic optimizer mightdedhat since . KEY
is in fact the primary key of tabl6USTOMER, the sort triggered by th@roup by
clause is redundant.

The main point of this example is that there is nothing irsigally wrong or
ingfficient about either the view definition or the query againstitew. Neverthe-
less, a sub-optimal execution path was produced in the abs&ricowledge of the
schema semantics.

4.3 Additional Helpful Definitions

We now introduce four new definitiongjuery profile zero query positive query
anddata holeswhich we will utilise in the remainder of this Chapter.

4.3.1 Query Profile

Anecdotal evidence suggests that in business applicatiansitilise RDBMS, it is

often the case that most query activity is based around d saiadet of the tables.
For example, in data warehouses one large aggregated taplbarthe target of all
queries.

Definition 4.3.1. Query profile (QP) A query profile is a high level description of
queries actually made against the target database. Suclfdewould include as
a minimum:

¢ the tables actually queried;
¢ the columns cited in query restriction clauses;
¢ the join columns in any table joins.

We use this new term to refer to a query analysis whose aimtindentify a
particular result set, but rather to identify SQO strategrbich are likely to enhance
query dficiency. For example, at its simplest level, a QP notes whijhats have
actually been queried. This is valuable information; we rlaww what objects
should be targeted for optimization. Finding a QP is dislyndifferent from the
query driven rule discovery defined in Definition 2.3.4 (pagg We do not attempt
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to formulate semantic rules, only to identify suitable tay points for the discovery
of such rules.

Discovery of QP is analogous to the rule discovery plaselvocated by
(Shekhar et al. 1993) where it is envisaged that semantiwledlge is discovered
from the database and converted into semantic rules whighthen be utilised
by the semantic query optimizer. While other writers suggastvledge discovery
might be guided by what queries are actually made, we maksttbager claim
that discovery of the query profile ought to be a pre-reqaifsit rule discovery and
strongly influence its focus. This is because one may inféalske starting points
in the search forelevant(Definition 2.3.5, page 23) semantic information. This
is equivalent to an initial heavy pruning of the space of gmesules, making it
much more likely discovered rules are relevant. We notettieatapture of a query
profile is already a normal part of DBA activities and it is g&s capture a simple
QP using available software.

Example 4.3.1.In the Oracle RDBMS, several methods are available to access
details of queries actually made against the database agid tomputational cost.
We now briefly describe two of these.

1. The vieww$SQLSTATS contains resource usage information for all SQL state-
ments that have been recently executed. For example, ggecglumn
SQL_TEXT will yield the first 1000 characters of all recent SQL queri€su-
cially, these statements can be ordered by cost. For exarop&may order
by columnBUFFER_GETS to detect high CPU using statements JI§K_READS
to detect high disk/D or by SORTS to detect queries requiring sorting (Chan
2006).

2. The software tooTKPROF reports each SQL statement executed along with
the resources it has consumed, the number of times it waddcalte the
number of rows which it processed. This information may beraatizally
accumulated in an operating system file over an arbitraryigueof time and
may include the resources utilised by one or many simultasgessions ac-
cessing the target databaseKPROF is described in more detail in Chapter 5
and is the main method by which computational cost is measoredr own
empirical investigations (Chan 2006

4.3.2 Zero Queries, Positive Queries and Data Holes

We noted in Definition 2.2.6 (page 18) that unsatisfiable igseare logically ex-
cluded (for example, by the schema semantics) from retgrainy rows. Detection

12See Definition 2.3.4, page 22.
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of unsatisfiable queries is identified as pivotal by all reslears into SQO (Yoon
et al. 1999, Genet & Dobbie 1998, Zhang & Ozsoyoglu 1997, Hskinkblock
1996, Godfrey & Gryz 1996, lllarramendi et al. 1994) becasissh queries, if they
can be detected, need not be submitted to the database dtak. the potential
exists for considerable savings in query cost, providedtst of detecting the un-
satisfiability is small in comparison to the cost of retrigyithe empty answer set
from the database. In practice, as our empirical results ap€in 6 confirm, the ma-
jor efficiency gain in this situation is, unsurprisingly, the siggsion of unnecessary
disk activity (Siegel et al. 1992).

In addition to queries which are unsatisfiable because afthema semantics,
there may also be queries which return zero rows simply [secthere is no data
currently residing in the database which satisfy the quesyrictions.

Definition 4.3.2. Zero Query A zero query is one which is unsatisfiable because
the query restrictions cannot be satisfied by data curremretyding in the database
in its current state.

A zero query returns no rows, not because these are logieatlipyded by the
schema semantics, but because the query restrictions tchargatisfied by data
currently residing in the database. It is helpful to thinkledse queries as targeting
gaps or holes in the data. In (Rishe, Sun & Barton 2003), theoasitthescribe a
data mining algorithm which aims to discover empty rectaagh two dimensional
data and suggest that this “empty space knowledge” mightxpmieed by a se-
mantic query optimizer. We describe the exploitation ofozgueries for exactly
this purpose in Section 4.4.2 (page 109). This idea lead=etitlowing definition.

Definition 4.3.3. Data Holes A data hole is an interval for which no data currently
exists in the database.

We use the term “interval” in the above definition exactly hie sense that we
have defined the term in Definition 3.5.1 (page 59). Our pwep®to identify value
ranges for which we can be sure a zero query will result. Thikescribed in detail
below in Section 4.4.2 (page 109).

For completeness, we also define the new tgrasitive query

Definition 4.3.4. Positive Query A positive query is one which returns at least one
row, for a given database state.

4.4 Semantic Query Optimizer As Preprocessor

In this section we sketch the design of a practical semangryqoptimizer. Our
optimizer sits in front of the normal SQL parser and optimiaad preprocesses
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the queries based on semantic rules stored in the databasstasiata. Figure 4.1
(page 105) illustrates this design. The semantic queryropdr itself is comprised

Operating System

Display Query
Result
RDBMS

; saL i
: Query i
! v
: Semantic SQL i
Query »  Parser & > Data
Optimizer Optimizer :
! 7 i
i Meta !
: Data |

Figure 4.1:Semantic query optimizer as preprocessorThe semantic optimizer sits in front of
the normal SQL parser and optimizer and preprocesses thiegbased on semantic rules stored in
the database as meta-data.

of the Reasoning Engine (RE) at its base combined with softiesers for the
collection and definition of meta-data plus a simple queppocessing interface.
This is illustrated in Figure 4.2 (page 106). The functioesfgrmed by the meta-
data and preprocessing layers are illustrated in the usediagram of Figure 4.3
(page 107). Through this interface, users may define metafdathe target table
objects. In addition, various types of semantic query ogttion may be switched
in and out.

4.4.1 Defining Meta-data

In this section we describe the process of collecting theardata which eventually
will be utilised by the RE to semantically preprocess SQL mseWe present this
as a typical series of steps which we carry out as a prelimiteathe invocation of
the optimizer itself.

1. Collect Query Profile: We argue that the first step in anffextive imple-
mentation of SQO should be an examination of the table abj@bich are
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Semantic Query Optimizer

Define PreProcess
MetaData Queries

Raw SQL Semantically
query [ optimized

Reasoning Engine (RE) SOL auery

Figure 4.2:Semantic query optimizer. The semantic optimizer consists of the Reasoning Engine
at its base plus software layers for the definition of met@-dad the preprocessing of queries.

actually being queried. Anecdotal evidence strongly saggthat it is fre-
guently the case that a small subset of the tables making upers are
actually the query targets. A basic query profiler might nbe following

information:

¢ which tables are actually queried;
e which table pairs are joined and the join columns;

e the restrictions applied to both queries and joins. In paldr, the
columns that appear in the restriction clauses are noted.

Example 4.4.1.Consider Figure 4.4 (page 108), which depicts part of a data
warehouse. The warehouse includes a summary table csfie#s which
summarises all sales made by customer, date, product catlemanice num-
ber. The configuration illustrated in Figure 4.4 is often déised as astar
schema In the context of data warehouse design, tafdeES is called the
fact tablewhile tablesPRODUCT, CUSTOMER, SALES DATE and INVOICE are
calleddimension tabledn this configuration, the primary key of tat$dLES

is formed by concatenating the foreign keys pointing to elctension table.

A query profile discovers that a large number of queries arderagainst the
SALES table, with the foreign key columns PRODUCT KEY,
CUSTOMER KEY, DATE KEY, INVOICE_NO) most often appearing in the query
restrictions. The foreign key columns are therefore irdireilly indexed and
targeted for further analysis.

In commercial RDBMS, this information is relatively easy tdaih without
special software. For example, in the case of the Oracle RDBMSinfor-
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Figure 4.3:Main functions of semantic query optimizer. Through this interface, users may de-
fine meta-data for the target table objects. In additionipuartypes of semantic query optimization
may be switched in and out.
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Queries

mation can be collected with great accuracy over arbitranjops of time and
then analyzed with a standard software tool SuCHK2ROF*3,

2. Harvest Schema Constraints Our next step is to harvest the various con-
straints defined and stored as part of the normal RDBMS meta-dhtbe
default setting makes the assumption that if the varioustcaimts already
exist as part of the target schema, they are also worthwhileatvest for
the purposes of our semantic optimizer. However, the héngesf schema
constraints can also be restricted to a subset of tablesfiddrby the query
profile collected in Step 1 above. We describe the harvesfisghema con-
straints in more detail below in Section 4.4.3 (page 113).

3. Analyze Data After collecting a query profile and harvesting the exigtin
schema semantics, we then target the table objects ideniifiehe query

13See Chapter 5 for a more complete description of OratkPROF.
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PRODUCT CUSTOMER
key key
name name
description SALES address
product_key phone
customer_key
invoice_no
date_key
SALES DATE quantity INVOICE
unit_price
key invoice_no
timestamp store_id
day employee_id
month total_price
year

Figure 4.4:A star schema modeling sales informationThe primary key of the fact tabRALES

is formed by concatenating the foreign keys which point ® dimension tables. A query profile
notesSALES is the target of many queries with restrictions that citeftreign key columns. These
columns are therefore indexed and targeted for furtheyaizalRefer tdExample 4.4.1

profile for more analysis. This is our rule discovery phaserré&hly, this

phase is highly restricted and is not subject to the probléfexponential

explosion” described by, for example, (Sun & Yu 1994, Sc&i®iegel 1990,

Shenoy & Ozsoyoglu 1989, King 1981). We perform two simpfeetyof rule

discovery on table columns identified as being restricteginmple queries or
joins, or that form the join columns in equi-joins:

e For continuous data, we collect minimum and maximum valeeas (if
the target column stores real numbers). For discrete datagolect
the distinct values (e.g. if the target column stores thedivieg values
AB,CD.E).

¢ We perform a limited search for data holes on a subset of aadumhich
are judged (from the query profile) as being “important” imttlhey
frequently appear in query restrictions or as join coluthn8ach target
column is analyzed to find the largest gaps in the data, wheke =
1,2, 3,... and is typically less than 10. This is restricted to columhs o
type numeric or date. We describe the search for data holewne
detail below in Section 4.4.2.

14We reiterate that this type of judgment is already commordglenas part of normal DBA duties.
Columns which are frequently cited in query restrictionai@ join columns are typically candidates
for indexing. This was described in Section 2.3.3, page 28.
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The motivation for both these data analysis activities ismtoease the prob-
ability of detecting unsatisfiable queries (Definition B,2age 18) and zero
gueries (Definition 4.3.2, page 104). We emphasize the ligtodery phase
need not be restricted to the two simple procedures descabeve. Other
types of analysis may be applied such as clustering (see [Hga#n4.5,
page 114 below). The search for useful semantic rules ig guittpendent
of other functions performed by the semantic optimizer aedeport the two
strategies above because they diieative but extremely simple to implement.

4. Monitor Queries: We perform a limited type of query driven rule discov-
ery’®. Currently this is restricted to monitoring zero queries.ees which
return no rows are flagged and their restrictions noted. iFfficgmation is
accumulated and used to enhance the semantic informatidhefaited col-
umn. This is explained in detail below in Section 4.4.2.

4.4.2 Utilising Data Holes

COL1 constrained by interval list: L = {1} = {(a;, a]}  #

4— data hole —»

G

. L i .

a £1 22 a

Gap G = [g1, 22)
COL1 now constrained by interval list: L' = {I; , I,} = {(a;, g1) , [22, a2]}

Figure 4.5:Finding data holes This figure depicts the legal range of values a column vigiab
COL1 may assume. In this example the legal range of values isitdedcby an interval list_
consisting of a single intervdl Suppose it is subsequently discovered that a gap in thecseis
within this range, described by the inten@l= [gi1,0,). Then removing this gap from intervél
results in a new interval lidt’ consisting of two interval; andl,. Refer toExample 4.4.2

We now explain why collecting information about data holesaitarget col-
umn allows us to refine the semantic information we have ath@mitcolumn. In
Section 4.4.1 above, we described two techniques to catleazimation about data
holes, one data driven and the other query driven. In bothscid® motivation is to
increase the probability of detecting zero queries. Thiiin is motivated by the

15See Section 2.3.1 (page 21) for a detailed description afyqiréven rule discovery.
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observation that exactly the same advantage can be gairfed the detection of
unsatisfiable queries; i.e., such queries need not be delinitthe database at all.

However information about data holes is collected, thisseduto modify the
meta-data held for the target column. We emphasize thaithe semantic knowl-
edge we hold about a column (additional to the meta-datadrstored and main-
tained by RDBMS) is captured in just one form, the interval [igfpically we begin
by recording only the minimum and maximum values for thatiomt. Then this
information is progressively enhanced as further inforamatbout data holes is
discovered.

Example 4.4.2.Consider Figure 4.5, which depicts the legal range of values th
column variableCOL1 may assume. This information was discovered by noting the
minimum and maximum values for the column. This range isitbescby interval

list L consisting of a single interval I. It is subsequentigabvered that a gap

G exists betweefg;, g2). Removing this gap from interval list L results in a new
interval list ' = {(a1, 1), [92, @]}. We arrive at the new interval list’lby noting
that, logically, the gap G must be removed from the originéival list L. That is,

we find the conjunction of L with the negation of G:

L'=L--G

In practice then, the progressive enhancement of semarfitiomation about
a target column proceeds by successive application of tatio& algorithm for
intervals (Algorithm 3.9.1, page 74) and the conjunctiayoathm for interval lists
(Algorithm 3.13.2, page 84).

We now consider in more detail the data driven and query disearch for data
holes.

4.42.1 Datadriven search for data holes

In our data driven search for data holes, each target colsnamalyzed to find
the N largest gaps in the data, whelke = 1,2,3,... and is typically less than
10. This is currently restricted to columns of type numericate and to a small
subset of columns deemed to be of particular interest. Weertta assumption
this analysis may be performedftiine” so it does not negatively impact query
evaluation. Although this activity is currently not autaied and individual target
columns are chosen manually, we argue this technique shmvesderable promise,
for the following reasons.

e Itis simple. In the case of numeric and date data, we may leaécthe gap
directly by considering the distance between successieei@ms in a sorted
list of data.
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e Itis naturally limited by the application of the simple histic to search only
for the first few maximal gaps. Ultimately, the decision abdw many gaps
to utilise is a trade-b between refining the semantic information held about
a target column and the increasing complexity of the intdisthat results
from the progressive application of that knowledge.

¢ Itisindependent of any dimensional knowledge. We targhtsingle columns
and retrieve information about gaps in that column alonepmtrast to (Rishe
et al. 2003) who search specifically for empty rectanglesvmmdimensional
data. We argue our approach provides maximum flexibilitgesithe seman-
tic information we accumulate is independent of any paldicguery form or
syntax.

e Partial knowledge is useful. Suppose the table contaimiegarget column is
so large that sorting the entire column is impractical. is tase, a statistical
sample of the table data can be taken, data holes detectédeanchecked to
ensure the ranges really are empty.

4.4.2.2 Query driven search for data holes

Queries which return no rows are flagged and their restnstimoted. This infor-
mation is accumulated and used to enhance the semantioniation for the cited
columns.

Example 4.4.3.Consider a tableTAB which includes columng§0OL1 and COL2.

For columnCOL1, a numeric column containing continuous data, we begin with
knowledge only of the minimum and and maximum values andstlapitured by
interval list Ly:

Ly = {[05 50q}

For COL2, a string column containing discrete data, we begin with a keodgé of
the distinct values and this is captured by interval ligt L

Lo = {[A7 A] P [B’ B] > [C7 C] > [D7 D] s [E? E] s [F’ F] s [GaG]}

We pose the following two queries, both of which are satisfiabtenbvertheless
return no rows; i.e., they are zero queries.

1. select *
from TAB
where COL1 >= 100 and COL1 < 400;

2. select *
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from TAB
where (COL1 > 350 and COL1 <= 500)
or COL2 in (C’A’,’G’);

From queryl we may conclude the intervfl0Q, 400 represents a hole fo€OL 1.
From query2 we may conclude the intervé350 500 represents a hole fo€0L 1
and also that the intervals[A,A] and [G,G] are holes for COL2.

After the first query, L may be modified to become:
L1 ={[0,100,[400Q 500}
After the second query;lmay be modified to become:
L1 = {[0, 100)}
while L, may be modified to become:
L2 ={[B.B].[C.C].[D.D].[E E].[FF]}

It is possible that the accumulation, in this query drivemmex, of knowledge
about data holes might result in an interval list consisthmany narrow intervals.
This can be controlled by the application of a simple hewrsich as:

e Limit the number of intervals comprising the interval listdome small num-
ber (say 10).

e Accumulate “gap knowledge” only in the case where the widthroexisting
gap is increased.

Currently, our query driven search for data holes proceefiisi®’ and is some-
what contrived in that we are not limited by processing tiraed we have prior
knowledge of both our data distribution and range of quesyrietions. However,
as our empirical results in Chapter 6 confirm, our current enp@ntation is well
able to cope with ten or more intervals in a single intenstl demantic description
of a target column.

Although it is beyond the scope of this thesis, we predict tihe accumulation
of knowledge about data holes in the manner we set out aballehenparticu-
larly effective for sparse data where satisfiable queries are posiedoughly equal
probability across the entire range of data.



4.4. Semantic Query Optimizer As Preprocessor 113

4.4.3 Harvesting Schema Constraints

We now describe in detail how we use the existing schema d&san derive rules
which can be utilised by our semantic query optimizer. Thieettk” constraint
type is the most useful to our semantic optimizer, but we afeploy some other
constraint types to produce simple biieetive query rewrite.

4.4.3.1 Check constraints

ALL_INTERVAL_LISTS

ID] OWNER [ TABLE_NAME | COLUMN_NAME [ DATATYPE ILIST
17 | APP_OWNER SALES UNIT_PRICE NUMBER {(0,5000]}
28 | APP_OWNER |  CUSTOMER CUST_CODE VARCHAR2 | {[AA],[B,B],[C,C]}

Check constraint on SALES.UNIT PRICE :
check (UNIT_PRICE > 0 and UNIT_PRICE <=5000);

Check constraint on CUSTOMER.CUST _CODE :
check CUST_CODE in ('A','B','CY);

Figure 4.6:Harvesting check constraints Check constraints may be converted into an interval
list form. This meta-data is stored in taltNeL._INTERVAL _LISTS which is accessed by the semantic
query optimizer. Refer texample 4.4.4

Commercial RDBMS allow check constraints to be associated patticular
columns of a target table. Their purpose is to check that rega ithserted into the
target column conforms to a rule (the constraint) which nvesh boolean sentence
that evaluates t@RUE, FALSE or nul1®, We restrict slightly the type of boolean
sentence that can be utilised by our optimizer.

e The sentence may only contain references to the target cokamable it-
self'’.

e The check constraint must be able to be expressed as arainistv

With regard to the first point above, there is one importanegkion. Our optimizer

16All commercial RDBMS implement a three value boolean logistem using the two boolean
truth valuesTRUE andFALSE with the addition of the valuaull. This subject is beyond the scope
of this thesis but does not compromise the points made above.

In the Oracle RDBMS, check constraints may also referene@ther column variables in the
same row.
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is able to utilisemplications i.e., check constraints of the form:
_|Pci Or QCJ

whereP,, is some boolean sentence concerning colgnandQ, is some boolean
sentence concerning colunepand both columns; andc; belong to the same ta-
ble. With regard to the second point above, this doetsconstitute an additional
limitation because the interval list isfectively a disjunctive normal form (Pohl &
Shaw 1986); i.e.anyboolean check constraint with one variable can ultimately b
converted into the interval list form.

Example 4.4.4.Reconsider the check constraint of Example 4.2.2 (page 9@hwh
(at data insert time) restricts to a sensible range the vabfethe column
UNIT PRICE in table SALES. Similarly, consider a check constraint which restricts
the value of columrCUST_CODE in table CUSTOMER to the valuesA, B or C. Fig-
ure 4.6 illustrates how we convert the check constraints amequivalent interval
list. This meta-data is stored in tabkd.L_INTERVAL_LISTS which is accessed by
the semantic optimizer.

Recall that check constraints are applied only at data irssettupdate time.
Our optimizer &ectively applies the constraint at query time. This is a ieluc
difference. Since the constraint represents a statement disotérget column
which is always true the semantic optimizer may apply the conjunction ¥ute
the constraint interval list and whatever constraint ontéiiget column appears in
the query. This is how the semantic optimizer detects, fangde, unsatisfiable
queries. The following example shows how we combine theltsesd different
phases of the harvesting of schema semantics.

Example 4.4.5. Reconsider Example 4.2.2 (page 99). Consider column
UNIT PRICE. Suppose that in addition to the check constraint, a simplyesis
reveals that the minimum price stored is in f&&99 while the maximum price is
$175000. Furthermore, the application of a simple clustering aligom has re-
vealed the prices fall naturally into three main grougs99-49.99, 75.00-399.99
and65000-175000. We therefore have three sources of semantic information co
cerning columrSALES. UNIT PRICE, each of which converts readily to an interval
list. Since all three statements must be true, we combine biyeapplying the con-
junction rule. We proceed in three steps:

1. Harvest the check constraint on colu@IT_PRICE to produce interval list

185ee Section 3.13 (page 82) for a precise description of thignection rule.
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Li:
L1 = {(0,5000}

2. Find the minimum and maximum values for coluWWaT_PRICE to form in-
terval | = [2.99,175Q00]. Apply the conjunction rule withiLto form new
interval list Ly:

Lo = con(Ly, 1)
= con({(0,500Q},[2.99, 1750Q00])
= {[2.99,175Q00]}

3. Form the results of the clustering into an interval list&pply the conjunction
rule with L, to form new interval list k:

C = {[2.99,49.99 , [75.00,39999] , [65000, 175000]}

L, = {[2.99,175000]}

L3 = con(L,, C)
= con({[2.99,175Q00]}, {[2.99, 49.99] , [75.00,399.99] , [65000, 175Q00]})
= {[2.99,49.99], [75.00,39999] , [65000, 175000}

As each stage of the analysis proceeds, the resulting @itést is stored as meta-
data in tableALL_INTERVAL _LISTS. Each of the steps described above resulted in
further refinement of the semantic information obtained.eNbat we may stop the
analysis of the target column at any time if, for example,ahalysis is judged to
be too computationally intensive.

In the next example we illustrate how meta-data stored inletab
ALL_INTERVAL LISTS is utilised by the semantic optimizer to recast the original
SQL query into a moref@cient query.

Example 4.4.6.Reconsider Example 4.4.5 above. Suppose we wish to know how
many sales there are for products whose price is betv#&&00 and $6000. The
following SQL query is posed:

select count(1)

from SALES s
where s.UNIT_PRICE between 50.00 and 60.00;

Under normal circumstances this query will be sent to the loase and, because
of the large size of the target tabBRALES, require substantial resources to answer.
However, the semantic optimizer preprocesses this querfgrpgeng the following
steps:
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1. Retrieve meta-data froALL_INTERVAL_LISTS pertaining to the column re-
strictions, if it exists. In this case, the interval list is retrieved:

Ly = {[2.99,49.99], [75.00,39999] , [65000, 175000]}

2. If an interval list was retrieved, rewrite the column restion as an interval
list. In this case, the interval listJis the result:

L, = {[50.00, 60.00]}

3. Find the conjunction of the two interval listg &nd Ly:

con(Ly, L) = con({[2.99,49.99] , [75.00,399.99] , [650.00, 175Q00]}, {[50.00, 60.00]})
={}

The conjunction of the two interval lists yields null. Thisrsunsatisfiable query
which will return no rows. This query need not be submitted taittabase.

We complete the description of how we utilise check constsddy summarising
in Figure 4.7 the steps taken by the semantic optimizer torpoess SQL queries.

4.4.3.2 Cost of Semantic Preprocessing

We now describe how the costs incurred in semantically pegssing queries arise.
We first consider the cost of preprocessing queries thenidemthe extra cost of
processing joins in an analogous manner.

1. Query preprocessing cos€onsideration of Figure 4.7 above reveals why
semantically preprocessing queries is not costless. febreaery restriction,
we must

e search for the relevant interval lig
e convert the restriction into an interval liBt
e find the conjunction of. andR;

e convert the conjunction back to an SQL restriction

2. Join preprocessing castVhen joins are preprocessed in an analogous man-
ner, the followingextracosts arise.

e Suppose the join clause isifere t1.COL1 = t2.COL3". This im-
plies that whatever restrictions apply tol‘. COL1", we can also apply
these to t2.COL3” and vice versa So before any join restrictions are
considered, we already must search for two interval listsfard one
conjunction.
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Query Q:
select * from T where Rc

Y,

Semantic
rule for column C
exists?

Pass query to
SQL optimizer

Lc

yes

Convert Rc
to interval list

Apply conjunction rule
R'c = con(Lc,Rc)

Substitute R'c for Re
Query Q"
select * from T where R'c

Figure 4.7: Utilising check constraints The semantic query optimizer can preprocess SQL
queries where a semantic rule exists for the colu@ndfted in the query restriction. Such a rule
is always true, so we may find the conjunction of the intenglrepresenting the check constraint
(L¢) and the query restrictiorR(). The result of the conjunctiorRf) is substituted for the original
restriction. This is how, for example, we detect unsatiséigieries.

e For each join restriction, we carry out the same steps sedlomte for
queries.

¢ We must consider the special case when one of the join resiréccites
one of the join columns. Suppose the join clausewisee t1.COL1
= t2.COL3” and one of the restrictions ishd t1.COL1 < 10". But
this restriction must logically also apply ta2.COL3". Therefore an
extra conjunction is required.

In general, semantically preprocessing equi-joins ineymgroximately four
times the cost of semantically preprocessing queries.

4.4.3.3 Primary key and unique key constraints

When primary key and unique key columns appear insiectclause of the SQL
guery, we make the disarmingly simple change of removingdetlandant key word
“distinct”, if it exists. This small change increases tligaency of the query be-
cause it removes the necessity to sort the query resultseamoe duplicates when
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in fact we knowa priori that no duplicates can extét In the following examples,
we show how the Oracle RDBMS itself judges the cost of the gadéyaequesting
the actual execution plan the SQL optimizer chooses to andwequeries. The
target tables, the queries and the execution plans in alleoeékamples for the re-
mainder of this Section are all real and were carried out ersdime database and
under the same conditions as for the empirical results wertapChapter &°.

Example 4.4.7.We pose two simple SQL queries, one with the (redundant) keyword
“distinct” and one without. The target table in this exampleB5, contains

1 x 1P rows and occupie8.8Gb of disk storage. ColumiD is the primary key of
TAB5, guaranteeing the uniqueness of each value retrieved.

select distinct t5.ID
from  TAB5 t5
where t5.COL1 > t5.COL2;
This query returned641rows and the SQL optimizer chose the following execution

plan. We are concerned primarily with the total cost and tatale which are the
top figures in theCost and Time columns respectively.

| SELECT STATEMENT | | 1] | 12578 | 03:21]
| SORT AGGREGATE | | 1| | I

|  VIEW | | 55369 | | 12578 | 03:21]
| VIEW | | 55369 | 973K| 12578 | 03:21]
| HASH JOIN | | | | | |
| HASH JOIN | | | | I |
| INDEX FAST FULL SCAN| PK_TABS5 | 55369 | 973K| 2524 | 00:41]
| INDEX FAST FULL SCAN| NX_TAB5_COL1 | 55369 | 973K| 2979 | 00:48|
| INDEX FAST FULL SCAN | NX_TAB5_COL2 | 55369 | 973K| 2979 | 00:48]

We pose the same query without thii$tinct” keyword:

select t5.ID
from TABS5 t5
where t5.COL1 > t5.COL2;

for which the SQL optimizer produces the following executian:p

For simplicity, currently we do not allow the occurrencerafll values in the unique key
columns.

20The Oracle SQL optimizer, for all results reported this thes set to “cost based”. Cost
based optimization does not function correctly unlessadgdte statistics exist pertaining to data
distribution in the target tables (Chan 2@)5It may be assumed that up-to-date statistics exist for
all the following examples.

21The execution plan printout has been edited for presentgisposes. A more detailed dis-
cussion of the format of the SQL optimizer's execution plad &s precise meaning is beyond the
scope of this thesis. We utilise this facility here becatisiearly indicates thefect of the keyword
“distinct” on relative query cost.
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| SELECT STATEMENT | | 1] 12 | 6650 | 01:46 |
| SORT AGGREGATE | | 1| 12 | |

|  VIEW | | 55369 | 648K| 6650 | 01:46 |
| HASH JOIN | | | I | I
| INDEX FAST FULL SCAN| NX_TAB5_COL1 | 55369 | 648K| 2979 | 00:48 |
| INDEX FAST FULL SCAN| NX_TAB5_COL2 | 55369 | 648K| 2979 | 00:48 |

Comparing the total costi2578versus6650and total time:03: 21versus0l1:46
we see removal of thedistinct” keyword halves the cost of the query.

We now give a similar example, but this time we look at an gqui-between
two large tables where the join column is in fact the primagy for both tables.

Example 4.4.8. The target tables in this exampl&4AB5 and TAB6, both contain
1 x 1P rows and occupy.8Gb of disk storage each. Coluniid is the primary
key for both tables. The simplicity of the following query @melfact that it returns
no rows do nothing to mitigate the negativgeet of the redundantdistinct”
keyword.

select distinct t5.ID
from TAB5 t5, TAB6 t6
where t5.ID = t6.1ID;

for which the SQL optimizer produces the following executian:p

| Operation | Name | Rows | Bytes |TempSpc| Cost | Time |

| SELECT STATEMENT | | 1000K]| 11M| | 4626 | 01:14|
| HASH UNIQUE | |  1000K] 11M| 38M| 4626 | 01:14]
[ HASH JOIN | | 1000K] 11M| 17M| 791 | 00:13]
[ INDEX FAST FULL SCAN| PK_TAB5 | 1000K| 5859K| | 168 | 00:03]
[ INDEX FAST FULL SCAN| PK_TAB6 | 1000K| 5859K| | 168 | 00:03]

We pose the same query without thii $tinct” keyword:

select t5.ID
from TABS5 t5, TAB6 t6
where t5.ID = t6.1ID;

for which the SQL optimizer produces the following executian:p
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| Operation | Name | Rows | Bytes |TempSpc| Cost | Time |
| SELECT STATEMENT | |  1000K| 11M| | 791 | 00:13 |
| HASH JOIN | |  1000K]| 11M| 17M| 791 | 00:13 |
| INDEX FAST FULL SCAN| PK_TAB5 | 1000K| 5859K]| | 168 | 00:03 |
| INDEX FAST FULL SCAN| PK_TAB6 | 1000K| 5859K]| | 168 | 00:03 |

Comparing the total cost4626versus791 and total time:01 : 14versus00 : 13
we see removal of thedistinct” keyword reduces the cost by ov80% We
include an extra column TempSpc” in the execution plans above which indicates
the temporary space the SQL optimizer needs to utilise tawanthe query. The
redundant ‘distinct” keyword triggers the appropriation of an extra8Mb of
temporary space.

The objective of presenting Examples 4.4.7 and 4.4.8 alste highlight the
beneficial &ect of a seemingly trivial syntactic change to the SQL qu&¥ ar-
gue that such a simple rewrite procedure should be implesdantany practical
semantic query optimizer.

4.4.3.4 Not null constraints

The purpose of the “not null” constraint on a column is to eaghat only non-
null values are ever inserted into that column. This suggasbther simple rewrite
rule, analogous to the removal of théi'stinct” keyword described above in Sec-
tion 4.4.3.3. We propose to remove redundaird ‘hot null” restrictions where
the cited column already has the “not null” constraint. Againe proposed rewrite
seems disarmingly simple, so perhaps the extra processimgf worthwhile. The
following example examines this issue.

Example 4.4.9.The target table in this exampl&4AB1, contains2 x 10° rows and
occupiess39Mb of disk storage. Column&L1, COL2, COL3, COL4, COL5 are all

constrained to be non-null, as is the primary key colufn The following shows
the relevant fragment of the table’s definition held by theBRIS:

Name Null? Type

ID NOT NULL NUMBER
COL1 NOT NULL NUMBER
COL2 NOT NULL NUMBER
COL3 NOT NULL NUMBER
COL4 NOT NULL NUMBER

COL5 NOT NULL NUMBER
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Furthermore, highly selective indexes exist on all six oois. The following shows
index information held by the RDBMS for tatitéB1:

Index STATUS TABLE_NAME Columns distinct sel%
PK_TAB1 VALID TAB1 ID 200,000 100.0
NX_TAB1_COL1 VALID TAB1 COL1 142,172 71.1
NX_TAB1_COL2 VALID TAB1 COL2 142,162 71.1
NX_TAB1_COL3 VALID TAB1 COL3 142,008 71.0
NX_TAB1_COL4 VALID TAB1 COL4 141,933 71.0
NX_TAB1_COL5 VALID TAB1 COL5 142,161 71.1

Now consider the following SQL query agaimdiB1 which returns jusB818rows:

select ID

from  TAB1

where COL2 < COL1

and COL3 is not null
and COL4 is not null

for which the SQL optimizer produces the following executian:p

| Operation | Name | Rows | Bytes | Cost | Time |
| SELECT STATEMENT | | 11108 | 325K| 5251 | 01:24 |
| TABLE ACCESS FULL| TAB1 | 11108 | 325K| 5251 | 01:24 |

We see the SQL optimizer has opted for a full table scan detbigitsmall cardinality
of the answer set and the existence of selective indexes, wothlacost 0f5251
We now pose the same query with the redundant restrictionl“COL4 is not
null” removed:

select ID

from  TAB1

where COL2 < COL1

and COL3 is not null;

for which the SQL optimizer produces the following executian:p

| SELECT STATEMENT | | 11168 | 260K| 4019 | 01:04 |
|  VIEW | idx$_jn$_001 | 11108 | 260K| 4019 | 01:04 |
|  HASH JOIN | | | I | |
| HASH JOIN | I I

I I I

I I I
HASH JOIN | I I I
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[ INDEX FAST FULL SCAN| NX_TAB1_COL1 | 11108 | 260K]| 597 | 00:10 |
[ INDEX FAST FULL SCAN| NX_TAB1_COL2 | 11108 | 260K ]| 597 | 00:10 |
[ INDEX FAST FULL SCAN | NX_TAB1_COL3 | 11108 | 260K ]| 597 | 00:10 |
| INDEX FAST FULL SCAN | PK_TAB1 | 11108 | 260K ]| 505 | 00:09 |

This time the optimizer opts to use various relevant indexesthe cost reduces
to 4019 Finally, we remove the last redundant restrictioarid COL3 is not
null™

select ID
from TAB1
where COL2 < COL1;

for which the SQL optimizer produces the following executian:p

| SELECT STATEMENT | | 11108 |  195K| 2612 | 00:42 |
| VIEW | idx$_jn$_001 | 11108 | 195K| 2612 | 00:42 |
|  HASH JOIN | | | | | I
| HASH JOIN | | | | | |
| INDEX FAST FULL SCAN| NX_TAB1_COL1 | 11108 | 195K| 597 | 00:10 |
| INDEX FAST FULL SCAN| NX_TAB1_COL2 | 11108 | 195K| 597 | 00:10 |
| INDEX FAST FULL SCAN | PK_TAB1 | 11108 | 195K| 505 | 60:09 |

Comparing the total costs for the three execution plans, waesaeval of the re-
dundant “is not null” restrictions reduces the cost fro®251to 4019to 2612
while the total time reduces frofil : 24to 01 : 04to 00 : 42 Removal of the
redundant restrictions has halved the query cost.

The point of the above example is not the details of exactlgtvelecution path
is chosen by the optimizer, but the fact that the redundasittiot null” clauses
have not only provoked the unnecessary checking of datasthfieady declared to
be “not null” in the database’s own meta-data but ultimateti/to a full table scan
despite the presence of relevant selective indexes. We amgypractical semantic
optimizer ought to perform this simple query rewrite.

4.4.3.5 Foreign key constraints

The purpose of a foreign key constraint is to maintain refeaéintegrity between
parent and child columns. As is the case with all the databasstraints we exam-
ine in this chapter, the constraint operates only at datxtims update time (if it is
enabled) and has ndfect whatsoever on queries that cite the foreign key column.
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But if all data has been inserted with the foreign key constranabled, then
every unique value found in the foreign key column is guaadtto exist in the
corresponding primary key column. So any semantic infolanaabout intervals
that exists for the parent column must also apply to the goréiey column that
points to if2.

We make use of this relationship by automatically copyingrde the foreign
key column the semantic information we have derived for thieept column. The
foreign key column must bat leastas restricted as the parent column it points to,
but it might well be more restricted. If the foreign key colais frequently cited in
query restrictions, this is strong motivation for a datalgsia on this column.

Example 4.4.10.Table CUSTOMER contains a foreign key colun@I TY_CODE which
points to parent columi@ODE, the primary key of reference tab& TY. Suppose
that tableCITY also has the following check constraint on coluGopE:

check CODE in (’Auckland’,’Wellington’,’Sydney’,’Melbourne’);

As we have explained above in Section 4.4.3, this semardreriation is harvested
and appears as meta-data (in the form of an interval list) iable
ALL _INTERVAL LISTS under the entry for CITY.CODE. Since column
CUSTOMER.CITY_CODE is a foreign key pointing teCITY.CODE, we are justified
in immediately copying over the same semantic informatioteu the entry for
CUSTOMER.CITY_CODE.

However, a subsequent data analysis of COlWGUSTOMER . CITY_CODE reveals
that all values are eitherWellington’ or ’Melbourne’. This result is more
restrictive than the original, so it replaces the intervadtlunder the entry for
CUSTOMER.CITY_CODE.

4.5 Conditional Semantic Rules

In this section we describe how thé&extiveness of the semantic query optimizer
can be enhanced by the addition of simpdaditionalrules. The semantic rules we
have described so far are assumed tallays true Therefore, we can utilise them
without any pre-conditions. For example, in the case of kleamstraints which
we have converted to a corresponding interval list, we syrapbly the conjunction
rule with the relevant query restrictions, since both mastrbe. This is described
in detail above in Section 4.4 (page 104).

We now show how the interval list form we use to store semautés allows us
to easily write conditional rules which asemetimes truand which may be used

22For simplicity, we do not consider the case where the fordigy column is allowed to be
null. When this is the case, we cannot strictly say the foreign kéynen inheritsall of the parent
constraints since one of the parent constraints must, byitiefi, be ‘hot null”.
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to rewrite the original SQL query. We begin with an examplechhllustrates how
the knowledge of a human domain expert may be captured amdiedadnto a rule
which is able to be utilised by the semantic optimizer.

Example 4.5.1.Consider the schema fragment of Figure 4.4 (page 108). Areenti
range of products has been retired and are no longer avadldbl sale as of 30
June 2006. A domain expert notes the obsolete products maglaqi codes which
fall into three ranges:1 to 100, 300 to 350 and 900 to 999. So it must be the case
that if a product falls into one of these three ranges, the s&s made on or before
30 June 2006. The company did not exist before 1 January 20068js must be the
earliest possible daté. This information can be encoded into a simple rule using
two interval lists. Let P stand for the product codes and D tilesdate. Then our
rule has the form #f P then D where:

P ={[1,10Q | [300Q 350 |[900, 999}
D = {[2000010120060630}

Now consider a query which asks for total sales of product “5&tidg the month
of August 2006:

select count(1)

from  SALES s

where PRODUCT_KEY = 55

and DATE_KEY between 20060801 and 20060831;

Writing both restrictions as interval lists we obtain:

P’ = {[55,55]}
D’ = {{200608012006083]}

Interval list P triggers the rule ‘if P then D because interval list Bsubsume$'.
Therefore the restriction captured by interval list D mulabe true and we may
apply the conjunction rule to D and’D

con(D, D’) = con({[2000010120060630}, {{2006080120060831})
={}

The conjunction of the two interval lists yields null. Thisisunsatisfiable query
which will return no rows. This query need not be submitted taittabase.

23For simplicity we assume the product codes are all numeddlaadate may be represented by
an integer of the form “YYYYMMDD".



4.5. Conditional Semantic Rules 125

4.5.1 Meaning of a Conditional Rule

We now clarify exactly what is meant by a conditional rule fué form:
if L then L,

wherelL. andL, are interval lists. These interval lists are statements&oring
the allowed values of particular columesand c; respectively, of some tabl€.
Recall from Chapter 3 that an interval list is simply a shorthamy of writing a
sentence in first order logic which constrains the values\arable to be within
certain ranges.

Therefore, when we writeif L., thenL.,” we mean precisely that if the values
of columng; fall within the ranges allowed bl it must also be the case that the
values of columre; fall within the ranges allowed bl .

4.5.2 Meeting the Condition: the Subsumption Rule

Example 4.5.1 above illustrates how we decide if the preditmm for a conditional
semantic rule is met by a query restriction. We simply notbéf query restriction
is subsumedy the rule pre-condition. If it is, we may add the right hamesof
the conditional rule to the query as an additional resticti This is ultimately a
consequence of Theorem 3.16.3 (page 92). We now state kai®nship precisely
as the Subsumption Rule.

Theorem 4.5.1.The Subsumption Rule

Let g and g be the ' and " columns respectively of table T.

Let L, be an interval list describing a range of allowed values for c

Let L, be an interval list describing a range of allowed values for ¢

Let C be a conditional rule of the forni:f L., thenL.,.

Now consider a query Q which includes a restrictiog & column ¢ Then the
Subsumption Rule is:

If L, subsumes Rthen replace Ei{by(Feci and LCJ.).

Proof: This follows directly from the fact that if J.subsumes Rthen R must
logically imply L, (Theorem 3.16.3). But.Lin turn logically implies L. Therefore,
by the extended syllogism rule of Boolean Algebra (ReBhaw 1986) Rlogically
implies L.
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4.5.3 Utility of Conditional Rules

We use conditional rules to implemesstriction introductior§Section 2.5.3 page 34)
andrestriction remova(Section 2.5.2, page 31). Currently no commercial RDBMS
allows such rules to be captured for the purposes of quemngattion and there is
no mechanism available in any commercial RDBMS to add preskctat queries.
We argue that such conditional rules are desirable to:

e capture the knowledge of domain experts which might notretise be utilised;

e capture the results of a mechanical analysis of data whetifsgally searches
for correlations between the data values dfedent columns in a table.

The second item is typically the scenario that researcme®Q0O have in mind
when restriction introduction and removal is discussedvd®n & Robinson 2002,
Cheng et al. 1999, Lee et al. 1999). This raises the questitm la®v adding an
additional predicate to an SQL query (as opposed to simpgfthe query) could
be advantageous. The answer is found in the presence orcabsendexeson the

target columns.

4.5.3.1 Implementing Restriction Introduction

To implement restriction introduction, we look for corretes between a column
which has no existing index and a columyrwhichis indexed, where the unindexed
column is the subject of the rule pre-condition. The hopa ikehat when queries
are restricted on columa we may add the correlated restrictions on coluepn
provoking the SQL optimizer to use the index on colueprThe following example
illustrates this methodology.

Example 4.5.2.Consider the schema fragment of Figure 4.4 (page 108). A nmecha
ical search for semantic rules on tabI&VOICE reveals that columiSTORE_ID is
highly correlated with the primary kegNVOICE NO. A domain expert notes this
IS not surprising since each firent store is issued with non-overlapping ranges
of invoice numbers. A simple rule set emerges which relatels £E0RE_ID to a
particular range of invoice number:

e if STORE_ID = ’Auckland’
then INVOICE_NO between 1 and 1000000;

e if STORE_ID = ’Wellington’
then INVOICE_NO between 1000001 and 2000000;

e if STORE_ID = ’Sydney’
then INVOICE_NO between 2000001 and 3000000;
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e if STORE_ID = ’Melbourne’
then INVOICE_NO between 3000001 and 4000000;

These rules are easily converted into interval lists aneestt as conditional rules
for the semantic optimizer to use. Now Wh&FORE_ID is cited in the query re-
strictions, the corresponding range of invoice numbersddeal as an additional
restriction. This increases queryfeiency becaus@NVOICE NO is indexed while
STORE_IDis not.

4.5.3.2 Implementing Restriction Removal

To implement restriction removal, we look for correlatidmstween a columi;
which has an existing index of high selectivity and a coluennvhich is not in-
dexed, where the indexed column is the subject of the rulepnelition. (This
Is the converse of the method for restriction introducti@saibed above in Sec-
tion 4.5.3.1). If the rule pre-condition is met (i.&¢, subsumes the query restriction
R:) then, logically, the rule consequeby, could be added to the query without
changing the query result. However, this additional restm itself is unlikely to
optimize the query since the coluronis unindexed. In this case our objective is to
eliminatea query restriction on colume), sayR;,. This is logically permitted iR
can be implied by the rule consequént (i.e., R, subsumed. ). The following
example illustrates this methodology.

Example 4.5.3.Reconsider the schema fragment of Figure 4.4 (page 108).-A me
chanical search for semantic rules on taldlBVOICE is carried out in the converse
sense to that described above in Example 4.5.2. This iNi&ICE_NO forms the
rule pre-condition and it is found to be highly correlated wtolumnSTORE_ID. A
simple rule emerges:

e if INVOICE_NO between 1 and 1000000
then STORE_ID = ’Auckland’;

The following query is posed:

select *

from  INVOICE

where INVOICE_NO between 500 and 600

and STORE_ID in (’Auckland’,’Melbourne’);

Semantic optimization proceeds in two steps:

1. The rule pre-condition ff INVOICE NO between 1 and 1000000 sub-
sumes the query restrictionfTNVOICE_NO between 500 and 600" so the
rule consequent STORE_ID = ’Auckland’ can logically be added to the

query.
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2. However, the query restrictiorSTORE_ID in (’Auckland’, ’Melbourne’)”
is implied by “STORE_ID = ’Auckland’”. Therefore it can be eliminated.

We complete the description of how we utilisenditionalrules by summarising
in Figure 4.8 the steps taken by the semantic query optim@ereprocess SQL
queries.

Query Q:
select * from T where Rc;

Conditional

rule .for Rc; Pass query to
exists? SQL optimizer
if Lc; then Lc;

Convert Rg;
to interval list

no

Lc; subsumes Rc;?

Add to query :
Query Q":

select * from T
where Rc;and Lg;

Figure 4.8: Utilising conditional rules: The semantic query optimizer can preprocess SQL
gueries where a conditional semantic rule exists for thernal cited in the query restriction. If
the rule pre-condition (left hand side) subsumes the questlyiction, the right hand side of the rule
may be added to the query as an additional restriction. &lgithe rule pre-condition restricts an
unindexed column while the rule right hand side restrict;dexed column.

4.6 Summary

In this Chapter we have described the design of a practicastcrguery optimizer.
We summarise in Figure 4.9 the rules we propose to use forragtipal semantic
query optimizer.

The main contributions of this Chapter include the following

¢ We highlight an intrinsic limitation of SQO in that it depesdn the detection
of queries which are anomalous. But if anomalous queries adyhever
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Rule Source

Preparation

Triggered By

Action

Rule Type

Check constraint
on column ¢;

Convert to
interval list Lc;
and store

Column ¢; cited in
query restriction
Rc¢;

Substitute Rc;
with con(Lc;,Rc;)

Always true

Primary key (PK)
or Unique key
(UK) constraint
on column ¢;

nil

PK or UK cited in
“select” clause
with keyword
“distinct”

Delete redundant
“distinct”
keyword

Always true

Foreign key (FK)
constraint on

Inherit all
constraints for

Column ¢; cited in
query restriction

Substitute Rc;
with con(Lc;,Rc;)

Always true

Convert to
interval list Lc;
and store

Rc;

column ¢; corresponding Re;

parent column
Not null nil Column ¢; cited in | Delete redundant Always true
constraint on query restriction restriction
column ¢; with “is not null” “c; is not null”
Data holes in Analyze column Column ¢; cited in | Substitute Rg; Sometimes true.
column ¢; c; to locate gaps. query restriction with con(Lc;,Rc;) Must be

revalidated on
data update.

Conditional rules

Analyze columns
¢; and c;. Make
rule of form

“if L¢; then Lc¢;”

Column c; cited in
query restriction
RC;

If Lc; subsumes
Rc; then add Lc;j as
an additional
restriction

Sometimes true.
Must be
revalidated on
data update.

Figure 4.9:Rules utilised by our semantic optimizer This table summarises the rules we pro-
pose to use for our practical semantic query optimizer. Wedsa schema constraints which are true
for the lifetime of the schema. We locate data holes so zeeniegican be detected. We analyze
data to detect correlations between columns in order toym@donditional rules. Rules that depend
on data are only sometimes true and must be revalidateddfislapdated.

submitted, perhaps the extri@t of semantically optimizing queries is not
worthwhile. To our knowledge, this is the first study to sfieally highlight
this property of SQO (Section 4.2).

¢ We then introduce four new termsguery profile zero query positive query
anddata holegSection 4.3). We argue that the first step in affg&ive im-
plementation of SQO should be the discovery of the querylprafinich can
then be used to initiate a highly focused rule discovery pl{8gection 4.4.1).

e \We propose a new type of semantic query optimization whielcsees for
“data holes” and utilises them to identify zero queries Wwhin an analogous
fashion to unsatisfiable queries, need not be submittedetaldtabase. We
describe two practical methods of discovering data holes data driven and
one query driven (Section 4.4.2).

e We describe how we harvest a subset of existing schema aoristwhich
are already stored as part of the RDBMS and how these are dtiig®ur
semantic optimizer as rules which are “always true” and Wicign therefore
be added at any time to queries without altering the quergamné (Sec-
tion 4.4.3). We show why the cost of semantically prepraogssqui-joins
is approximately four times the cost of semantically prepssing queries
(Section 4.4.3.2).
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e We explain how the optimizer may be extended with conditionles which
are derived from a data driven analysis and which typicadlytare correla-
tions between non-indexed and indexed columns (Section Flese rules
may be elegantly expressed as interval lists and are invbkegbplication
of the Subsumption Rule (Section 4.5.2). To our knowledgs,iththe first
study to utilise intervals or interval lists in this manner.



Chapter 5

Empirical Methodology

131



132 Chapter 5. Empirical Methodology

5.1 Introduction

In Chapter 2, we described how current SQL query optimizens@iautilise se-
mantic information to optimize queries. We concluded theg¢asoning engineias
required which takes semantic information as its input aedludes certain conclu-
sions which allow the original SQL query to be recast to aeo#quivalent query
which can be answered morfiieiently. Then in Chapter 3 we describediaterval
algebrawhich we use as the basis of a reasoning engine. In Chapter ésceiloed
a practical semantic query optimizer which utilises thesozgng engine and which
implements various types of semantic query optimization.

In this chapter we present the methodology we employ to cautya series
of empirical investigations whose overall aim is to demmatstthe icacy of our
semantic query optimizer. Our experiments simulate rdatiomal database en-
vironments. Thus we seek to not only demonstrate SQO inipteécout also to
demonstrate that a practical semantic optimizer can nebdibuilt utilising seman-
tic information already available within the relationakaldase environment.

We begin by describing our experimental methodology anda@xghe difi-
culty of obtaining consistent, repeatable results with RDBiH& have automatic
database maintenance processes and which have large qobpsavailable. We
explain why the experimenter must be careful about whattisadly being measured
in such circumstances. In particular, we explain why it caméve and misleading
to useelapsed timenly as the measure of querffieiency.

We precede our empirical results with the development ofrgpls cost model
pertaining to unsatisfiable queries. We explain how the custel can greatly as-
sist in predicting the circumstances under which SQO besonwthwhile. We
use the cost model to show that it is straightforward to mtegn upper bound to
the amount of optimization one can expect when queries a@mcessed by a
semantic optimizer.

The remainder of this chapter is organised as follows.

¢ We explain the diiculty of obtaining consistent, repeatable empirical ressul
with RDBMS where automatic maintenance processes may exatuie-
predictable times and where large memory caches are aeadald how we
remediate this problem (Section 5.2.2). We describe howinvalate a busy
database environment (Section 5.2.3). We explain how ngtiie cost of a
qguery by elapsed time alone can be misleading and the meteiesmploy to
judge theaverage query cog6ections 5.2.4 and 5.2.5).

e We describe a query normal form which reflects the intergaldata type we
defined in Chapter 3 (Section 5.3.1). We then describe a qtie¢itmethod
of classifyingquery dfficulty (Section 5.3.2).
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e We derive a cost model which predicts the relationship bebhneficiency
gain due to semantic optimization and the probability of asatisfiable
query being submitted (Section 5.4).

¢ We conclude by listing the main contributions of the ChapSaction 5.5).

5.2 Experimental Methodology

In this section we describe the methodology we employ thmoug our experi-
ments. We begin by explaining how we treat the Oracle RDBMS ddak box”
and the rationale behind this assumption. We then focuseprbblems that arise
when trying to obtain consistent, repeatable results wittBRIS that have many
automatic maintenance processes and which have large cpehgs available. We
explain why the experimenter must be careful about whattisadly being measured
in such circumstances.

5.2.1 The Oracle RDBMS as a “black box”

There are a very large number of parameters in the Oracle RDBidiScan be
altered by the user: for exampleize of SGA Java pool sizesort area sizedata
block checksun{Rich 2005). In practice, it is infeasible to try to control radhan
a small number of these and in fact Oracle provides defattihge which are rarely
altered. A key diference between th@racle 10server (which we use throughout
our experiments) and older incarnations of the Oracle RDBM8&as most of the
key parameters are determined automatically by the Oraleesusing built in
heuristics (Cyran, Lane & Polk 200k The most influential user-defined param-
eter is arguabl\8GA_TARGET (Cyran, Lane & Polk 200&). This can be (roughly)
thought of as the amount of RAM set aside for all Oracle praeess

Given the above, it makes sense to configure the Oracle sEs\ittle as possi-
ble and accept the defaults provided by Oracle. In this wagstablish a baseline
for all Oracle instances. Furthermore, this is both reconmded by Oracle them-
selves and is considered current “best practice” in thestrglu It also enables us
to treat the Oracle server primarily as a “black box” thusnatiating the need to
consider a large number of extra variables.

5.2.2 Obtaining consistent results

We now explain the diiculty of obtaining consistent, repeatable results with the
Oracle RDBMS, as it is typically configured. We explain why theerimenter
must be careful about what is actually being measured. lticpdar, we explain
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why it can be nave and misleading to uselapsed timeonly as the measure of
query dficiency.

Two factors present in the Oracle RDBMS have the potentiaftecathe con-
sistency of empirical measurements. These are:

¢ \arious automatic maintenance processes may executeradictable times,
utilising CPU and disk resources. This is increasingly tfee@s more routine
maintenance tasks, formally performed manually by the D&, replaced
by automatic tasks that may be scheduled or triggered wittendatabase
system.

e Large query caches mean that parsed SQL queries, along watty ¢esults,
can remain in memory for long periods of time. Thus the spei which
an SQL query is answered is deepfjeated by the queries which have gone
before.

With regard to the first item above, the Oracle RDBMS, in commdah wather
major commercial RDBMS, has moved in recent years to implerpartial au-
tomation of database administration. The commercial ratiow for this is clear but
there are also positivefects for the DBA in that some routine maintenance tasks
are now automatically scheduled or triggered and carri¢dvdbout human inter-
vention (Fogel & Lane 200§ Cyran, Lane & Polk 2008. Two key areas which
are now automatic arextent managememindsegment space managenieroth
of these reduce the amount of DBA intervention requiredti@aarly as database
objects grow large.

With regard to the second item above, the purpose of cachagesult of SQL
parsing and query results is to enhance the speed with whiehes are processed.
When an SQL query is made against the database, the databasgament system
first checks to see if the query is the same as one it has reqanted. If it is
judged to be the same (typically because the query is tdyidahtical to a previous
query), the existing parse tree is used because this isejuicin a re-parse (Chan
200%). The database management system then checks to see iftéheegaired
is still in the data cache; retrieval from memory is far qaickhan retrieval from
disk (Cyran, Lane & Polk 20G4. So the speed with which an individual SQL
guery is answered is deeplytected by the query context; i.e., what queries have
immediately preceded the current query and what tables bega the target of
these queries. It is important to note that when table roegetrieved from disk,

1A more complete discussion of these parameters and theinifisance is be-
yond the scope of this thesis. However, detailed infornmat@bout these and other
Oracle database parameters can be accessed via Oracleise omlocumentation:
http://www.oracle.com/pls/db102/db102.homepage
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it is not the case that only those rows which satisfy the qaegyretrieved. Rather,
data is retrieved from disk iblocks In the case of the Oracle RDBMS, data is
typically retrieved in 8K blocks. This data is then placednemory and remains
there until it is aged out by further queries (Chan 20T herefore, a subsequent
guery does not have to be identical to a previous query inraod@ke advantage of
cached data. It is gficient that subsequent queries address data which is prxima
to previously queried data

The objective of describing these aspects of commercial RDBNtEthe Ora-
cle RDBMS in particular, is to explain why usirgapsed timenly as the measure
of query dficiency can be seriously misleading. In reality, the expentar can-
not know beforehand when automatic maintenance proceséeamand it is ex-
tremely dfficult to run identical query batches in such a way that previmatches
do not influence the results of subsequent batches. The eetkbdis describes our
solution to this problem.

5.2.3 Experimental Setup

Q queries

Cost: Chorm

ool TN

SQL > \/
Q queri Optimizer
° .o.o?clifiloe.i.c Database
e Semantic m—

Optimizer === v

Cost: Copt

Figure 5.1:Experimental setup Two identically configured query batches are used. Onehbatc
runs only semantically optimized queries while the othesronly the identical unoptimized queries.
The batches never run together so they never compete forutemmsources. We use the Oracle
supplied tookkprof to measure the average query cost.

We now describe the experimental setup we use to minimisengistency in
our empirical results. Refer to Figure 5.1. The main objecti’our experiments

2This is in fact the motivation for the co-location of tabletalénto clusters In the context of
RDBMS, clustering means that tables which are frequentbrigd together are co-located in the
same physical location on disk. This maximises the proltglihat queried data will already be
present in memory, thereby minimising disk activity.
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is to demonstrate theffecacy of SQO in certain circumstances. Accordingly, our
fundamental experimental activity is to compare the cosuahing a large batch
of semantically optimized queries against the cost of nugrthose same queries
without any semantic optimization. Each of the followindseactions focuses on
a different aspect of our experimental setup and we explain theriance of each
and why we have chosen these particular experimental ¢conslit

5.2.3.1 Accurately measuring query costtkprof

We do not simply measure elapsed time in order to judge thieof@squery batch.
Rather, we use the Oracle system itself to take its own measmts, which are
very precise. We use a software todtprof,® to take these measurements and this
enables us to look at the query cost in a number fietBnt ways. For example,
we may look at the CPU time separately from the number of dis&ks physically
fetched from disk, or the number of query rows fetched. A itedadescription of
the measurements we use follows in Section 5.2.4 (page E3@) b

5.2.3.2 Simulating a busy database environment

All our experiments are carried out usisgxtarget tables, rather than a single table.
Each of the six tables has an identical definition and hasaheesstatistical distri-
bution of values in its columns and is the same size (i.e. ttsame number of
rows) but the table rows are non-identical. Each table hadentical probability

of being queriedg) during the running of any batch and tables are queried in ran
dom order. The primary objective of this arrangement is nousate more closely

a busy database environment where a number of tables arg tpeanied, rather
than just a single table, as is reported by most experimemehis area (Lowden
& Robinson 2002, Gryz et al. 2001, Gryz, Liu & Qian 1999, Chengle1999). A
secondary objective is to avoid the situation where anetdinle is cached at some
point in the batch run, thereby systematically distortimg tost measurements.

5.2.3.3 Measuring average query cost

We do not measure the cost of individual SQL queries in thenaameported
by (Gryz et al. 2001, Cheng et al. 1999). Rather, we measure#i@tsubmitting
batchesof many similar* queries. Thus our results represent a statistical average

3Thetkprof software tool is well known and heavily employed by Oracleabase practitioners
to determine, for example, the most costly SQL queries irntehtbdt operates by precisely recording
the cost of each separate database operation. A more thodisgussion of this tool is beyond the
scope of this thesis.

“We define precisely what we mean by “similar” queries in Sech.4 (page 144) below.
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which we argue is a better measure of true query cost in thadwides a metric for
a whole class of queries, rather than one representatiypioat query.

5.2.3.4 Distribution of experimental data

Data Distribution: TAB1

CoL3

5.1e+07
5.05e+07
5e+07
4.95e+07
4.9e+07

4.65e+07

4.7e+07
4.75e+07

coL1
4.8e+07

Figure 5.2:Data distribution : The above scatter plot depicts data distribution acgosd, COL2
andCOL3 of tableTAB1. The distribution of each column is a truncated normal iistion where
values outside plus or minus three standard deviationsiscarded. A similar plot is obtained by
plotting any three of column®0L1 to COL5 of any of the six tableSAB1 to TAB6.

Although our target tables consist of columns whose data i@ mixture of
numeric, string and date (as might be expected in a real wabl@), for the pur-
poses of measurement we resfrianly the first five columnsQoL1 to COL5) which
are all numerig. The distribution of data values in these columns isumcated
normal distribution That is, values are randomly generated to conform to a Horma
distribution of given mean and standard deviation, but veeatid values beyond
plus or minus three standard deviations. We choose thisldison:

¢ to more realistically simulate real world data. A normakdsition arguably

SPrecisely, we mean that only colum@8L1 to COL5 are cited in the SQL query restriction
clauses.

5There is no loss of generalisation in imposing this restiicsince our interval algebra, de-
scribed in detail in Chpater 3, requires only that the dape tyas a determinsitic total ordering. Our
practical semantic optimizer, described in Chapter 4, iseciily able to reason withumerig string
anddatedata types. However, restricting to numeric data for thgppses of our experiments eases
the generation of queries and facilitates comparison wileroempirical studies that typically also
work with numeric data.
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simulates a wider range of actual data distributions thaw, & uniform dis-
tribution (Larsen & Marx 1981).

¢ to facilitate the generation of queries. We use our knowdedfythe actual
distribution of data to construct fierent types of queries. This is described
below in Section 5.4.1 (page 145).

Data distribution across three columns is pictured in FeguR. Each of the columns
COL1 to COL5 has a distribution with a eierent mean but same standard deviation.
None of the tableSAB1 to TAB6 contains duplicated data; only the statistical distri-
bution is the same.

5.2.3.5 Standardising batch conditions

Before any batch run, the target database instance is clased and re-started.
Furthermore, we specifically empty the cached shared memesigurces of the
database instance. We then precede the actual query batithesdummy batch
(identical for both normal and optimized batches) whoselteare discarded. These
actions ensure the query cache is empty at the beginningbfraa and then in the
same state for both normal and optimized batches beforecthalaneasured batch
proceeds. Repeated measurements have shown these prglimioeedures are
vital to minimise systematic error accumulating in the tssu

5.2.3.6 Indexing restricted columns

Each of the restricted column@)L1 to COL5, is indexed separately with a standard
B-tree index. The primary motivation for indexing in this way is that it tise
most likely strategy to be followed in real world databaseiemments for table
objects with the characteristics that our six tables shémeeed, it would be an
extraordinary situation in practice (and probably an agét3 that these columns
would not be indexed. The selectivity of the queried columns is nellewad to
fall below the level at which the Oracle SQL optimizer migktdie not to consult
the appropriate index.

Furthermore, each of the queried colun@@i.1 to COL5 is indexed separately,
as opposed to indexing multiple columns in a single indexs €nsures that each
of the columns is théeading columfin an existing index. This provides the best

"Indexing is a well researched topic and beyond the scopeasfttasis. We simply employ the
standard Oracle indexing strategy appropriate to the diteeaqueried tables and the selectivity of
the restricted columns.

80nly leading columns in an index can be utilised to improvergyperformance. For example,
suppose an index is created @} 1,COL2,COL3), in that order. Then queries restricted @oI(1),
(COL1 andCOL2), (COL1 andCOL2 andCOL3) may all utilise this index. However, queries restricted
on, for example,QOL2) or (COL3) cannot utilise this index.
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compromise and the greatest flexibility since the Oracle $@Qimizer is capable

of deciding the #icacy ofcombiningany of these indexes. For example, suppose
a query is restricted on colum@®L1 andCOL4. The Oracle optimizer is capable
of deducing the advantage of combining these indexes, & iEdmpound index
(CoL1,coL4) existed (Chan 2003).

5.2.4 Measuring query cost

In this section we describe three query metrics which we asedasure the true
query cost. The metrics we use are all statistics output &yitacle database tool
tkprof which we described briefly above in Section 5.2.3. We set ndtexplain
each of these three metrics in Table %.For each of the metrics described in

COSTopt

Metric Meaning Reost = costor

CPU Total CPU time in seconds for all Repu
parse, execute, or fetch calls for
the statement.

ELAPSED Total elapsed time in seconds for all Relpsd
parse, execute, or fetch calls for
the statement.

DISK Total number of data blocks physically | Rysk
read from the datafiles on disk for all
parse, execute, or fetch calls.

COMBINED | The average of the other three metrics. | Reom
This metric is only ever reported asatio.

Table 5.1:Query cost metrics and their meaning

Table 5.1, Oracle further distinguishes between threegshascalls when an SQL
statement is processeRARSE, EXECUTE andFETCH. These are set out in Table 5.2.
We typically report the sum of these three calls as a singkeicnanless we wish to
distinguish between the three phases.

We wish to minimise random uncertainties that might inflieetiee outcome of
our experiments, such as changing machine load, and to msmitne number of
variables we need to consider. To this end, we do not repsdlate cost metrics.
Instead, we report theatio of the two batch results. For example, when we use

9This information is primarily sourced from the Oracle oerlidocumentation: httfjdownload-
west.oracle.copdocgcd/B141170Y/server.10b10752sqltrace.htm#1018



140 Chapter 5. Empirical Methodology

Call Meaning

PARSE Translates the SQL statement into an execution plan,
including checks for proper security authorization and checks
for the existence of tables, columns and other referenced objects.

EXECUTE | Actual execution of the statement by Oracle.
For INSERT, UPDATE, and DELETE statements, this modifies|
the data. For SELECT statements, this identifies the selected rows.

FETCH Retrieves rows returned by a query. Fetches are only
performed for SELECT statements.

Table 5.2:The three SQL statement calls distinguished by analysis téakprof.

the metricDISK, we employ the ratio of the optimizeRIISK versus the normal
DISK values, rather than the absolute values themselves. Tibs ved report are
always of the formR.,st = % where the numerat@OS T, is always the cost
measured from the optimized query batch and the denomiG&& T,,m is always

the cost measured from the corresponding unoptimized (@@tmatch.

5.2.5 Overall Query Cost

Each of the three metrics focuses on fatent aspect of computational cost. In
order to judgeoverall query costve combine the three cost metric ratios into one by
taking the arithmetic average of the three ratios at eachpt@int. This is reported
as thecombinedCOM) metric ratio.

Definition 5.2.1. Combined Cost Metric RatioR.om

COST,,

Reom = 32003'[2(””] (5.1)

where COS Trepresents each of the three cost metrics described abdabie 5.1.

For simplicity, we do not attempt to weight the individual tme ratios, but
judge each individual cost measure as being of equal impoetaThe combined
metric ratio has shown itself to be a remarkably stable nreastioverall query
cost, across a wide range of experimental conditions. Oneahserve from the
experimental results that while individual cost metrigoai(for exampledISK: the
total number of disk blocks physically read) display coesable variation from the
predicted value, it is frequently the case that the combraéd averages out these
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individual differences. The metrics that display the most variatio®ag& (the to-
tal number of data blocks physically read from disk) @hdPSED (the total elapsed
time). This is to be expected and is discussed above in $e&ih2 (page 133).

Cost Metric Ratio | Definition
Repy P
Relpsd %Sém
I:\)dsk [IiISSK:?:;

Reom % Ziszl %;E—?:n

Table 5.3: Cost metric ratio definitions: We do not report absolute cost metrics. Instead we
report theratio of the optimized cost metric to the unoptimized cost meffioe above definitions
show how each ratio is defined. Thembinedatio R.om is the average of the other three ratios.

We summarise the ratios we report and their definitions inerat3.

5.3 Query Normal Form and Difficulty

We now describe the form of the queries that make up our téshés and the
limitations we place on those queries. Our objective is &triet the dificulty or
complexity of queries we use in our experiments by, for exengtisallowing sub-
queries within the SQL text, but at the same time allowingrigsea reasonable
expressive power. We study either simple queries withiotgins against a single
target table or equi-joins with restrictions against a phitarget tables. All query
and equi-join restrictions address numeric columns onlyweéler, we classify the
restriction clauses in a novel way. All our restriction das may be described by
aninterval listwhich we introduced in Section 3.8 (page 69). This sectiqgianrs
how the restriction clauses arise naturally from our definiof the interval list.

5.3.1 Query Normal Form

Consider Figure 5.3 which illustrates three query restmgiof increasing complex-
ity. In Figure 5.3(a) we picture an interval list consistioiga single interval. This
translates into a simple SQL restriction on coluG@i.1 consisting oftwo boolean
statements representing respectively the left and righthtse of the interval. In
Figure 5.3(b) the interval list comprises two intervalsuléing in a more complex
restriction onCOL1 consisting oftwo pairsof boolean statements representing re-
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| I |
(I

a a, COLA1

COL1 constrained by interval list:

L= {I} = {(alvaZ]}

Restriction as SQL:

where (COL1 > a; and COL1 <= ay)

(a)
f I, ' | IZ ]
a a as a coL1
COL1 constrained by interval list:
L={1,, L} = {(aa], (as,a4) }
Restriction as SQL:
where ((COL1 > a; and COL1 <= a,) or (COL1 > az and COL1 < a,))
(b)
' L ' ' L '
a az a3 ay CcOoL1
] J1 ' ] Jz ] [l J} [l
B o> Bs bs bs bs coL2
COL1 constrained by interval list:
Li={L, L} = {(a.al, (23,2}
COL2 constrained by interval list:
Ly={J1. 1,33} = {[bi.by) . (bs.bs) , [bs,be] }
Restriction as SQL:
where ((COL1 > a; and COL1 <= a) or (COL1 > az and COL1 < as))
and ((COL2 >= by and COL2 < by) or (COL2 > bz and COL2 < b4) or (COL2 >= bs and COL2 <= bg))
(©)

Figure 5.3: Depicting interval lists as query restrictions Figures 5.3(a) to 5.3(c) illustrate
how we map from an interval list into a normal SQL restrictdause. In each case we begin by
sketching the interval list which captures the range of eslthe column may assume. We then
rewrite the interval list as a normal SQL restriction clause

spectively the first and second intervals. In Figure 5.3(e)picture both column
COL1 and columnCOL2 being restricted.

All queries made against our test tables strictly conforthéopattern illustrated
in Figure 5.3. We refer to this as oguery normal form That is, for both simple
gueries with restrictions and equi-joins with restricBpim each case the restriction
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clauses may be represented by one or more interval listsfolloeving makes this
explicit.

Definition 5.3.1. Interval List Restriction (ILR): An interval list restriction is an
SQL query restriction that is derived from and may be repnese: by a single in-
terval list.

We use the acronym ILR to refer to this type of restriction distinguish it
from the general sense of the term “restriction” in the crinté SQL. The simplest
ILR is a null restriction, represented by an empty intenigtl IThe simplest non-
null ILR is represented by an interval list comprising a $nigterval and therefore
corresponds tdwo boolean statements representing respectively the leftighd
bounds of the interval. Using the above definition, we novklabthe appearance
of the SQL queries used in our experiments.

e Simple queries with restrictions against a single tardadetaAll SQL queries
of this form have the following pattern.

Pattern Example

<display clause> SELECT t.COL1, t.COL2, t.COL3

<source clause> FROM TAB t

<ILR 1> WHERE ((t.COL1 >= 1 and t.COL1 < 25) or
(t.COL1 > 50 and t.COL1 < 55) or
(t.COL1 >= 100 and t.COL1 <= 200))

<ILR 2> AND (t.COL3 > 500 and t.COL3 <= 505);

e Equi-joins with restrictions against a pair of target tablall SQL queries of
this form have the following pattern.

Pattern Example

<display clause> SELECT t1.COL1, t1.COL5, t2.COL7

<source clause> FROM TAB1 tl1, TAB2 t2

<join clause> WHERE t1.COL1 = t2.COL7

<ILR 1> AND ((tl1.COL5 > 2 and t1.COL5 < 4) or
(tl.COL1 >= 10 and t1.COL1 < 50))

<ILR 2> AND ((t2.COL8 >= 1 and t2.COL8 < 17) or

(t2.COL8 > 25 and t2.COL8 <= 50));

In accordance with the definition of an interval list (see Di&bn 3.8.3, page 71),
we insist all intervals comprising an interval list are digf; i.e., no intervabver-
laps (Definition 3.7.1, page 65) aiouches(Definition 3.7.2, page 65) any other.
This is illustrated in Figure 5.3 and is reflected in the egl@at SQL restriction
clauses. For simplicity, a column variable is referencedusy one ILR; i.e., for
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any SQL query, each column variable may appear in at mostldR¥.1In this the-
sis, we study only cases where the ILRs are joined by the boalkoperatot™.

5.3.2 Query Dfficulty

We now describe our method of qualitatively classifyingmpaifficulty. The query
normal form described above in Section 5.3.1 suggests tws whdescribing the
relative dificulty'? of a query. We consider both the number of ILRs joined by
boolean operatakND and the number of intervals within each ILR:

e \ertical difficulty. The number of ILRs contained in the SQL query. In this
thesis, we consider only queries where each interval Iggtiction is joined
by boolean operat®ND. Thus an SQL query with one ILR is said to have a
vertical dfficulty of 1 while an SQL query with three ILRs is said to have a
vertical dificulty of 3.

e Horizontal diticulty: The average number of intervals comprising each ILR.
Thus an SQL query with an average of two intervals per ILR id gahave a
horizontal dificulty of 2 while an SQL query with an average of five intervals
per ILR is said to have a horizontalfficulty of 5.

In our experiments, we vary the relativeidiulty of the SQL queries by separately
varying both the vertical and horizontalfidculty. Ultimately, we are led to this
classification because extending the horizont&lalilty increases the number of
intervals comprising an interval list, thereby increasing number of iterations of
the conjunction and disjunction algorithms that are rezpli Similarly, extending
the vertical dificulty increases the number of times the algorithms must bedca
In this way, we expect our empirical results to directly reffldhe performance of
these algorithms.

5.4 Cost Models

In this section we develop several cost models with the dlbgof quantitatively
predicting the amount of optimization we can expect fromraadic query opti-
mizer. We first reiterate definitions for several types of Sfpkry which we classify

OHowever, in practice, the software used in our experimeifitgprocess normally multiple ILRs
referencing the same column variable.

HHowever, in practice, the software used in our experimeritsovocess ILRs joined by either
AND or OR.

2We use the term “diiculty”, rather than “complexity” to avoid ambiguity with ftp O”, the
computational complexity.

13See Section 3.13.3 (page 84) and Section 3.12.3 (page 82)dketailed discussion of the “big
O” computational complexity of these algorithms.
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in order to understand what query environments are reqtoreskmantic optimiza-
tion to be éfective. We then show how our cost models can be used to padict
upper bound for the amount of optimization we can expectdotain types of query
environment.

5.4.1 Classifying Queries

We now reiterate definitions for the three types of SQL quehnychvwe distinguish
by the type of result they produce when submitted to the dabTable 5.4 gives
definitions forpositive unsatisfiableandzeroqueries.

Query Type | Meaning

positive The query returns one or more rows.

unsatisfiable | The query idogically excluded from returning any rows
because of schema semantics.

zero The query is unsatisfiable because there is currently no data residing
in the database which satisfies the query restrictions (data “holes”).

Table 5.4: Three query types The three query types are distinguished by the type of resul
returned when submitted to the database. We use these #fieitiahs to facilitate the development
of our cost models.

5.4.2 Cost Model: Unsatisfiable Queries

We now develop a cost model for SQO in the presence of unsdisfqueries. We
refer to Figure 5.1 (page 135) which depicts our experimiaetaip and to Table 5.2
(page 140) which describes the three phases of query espalgiineated by the
analysis tooltkprof.

Consider a batch o queries,q, of which are unsatisfiable, which we submit
once to the database instance where they will be processedhiy (a normal
batch) and once to the same database instance where thée\pile-processed by
our semantic optimizer (aoptimizedbatch).

o Let tys be the average time required by the SQL optimizer to parsh eac
guery. This corresponds to tRARSE phase described in Table 5.2.

e Lettsembe the average time required by the semantic preprocesseadh
qguery. This applies only to the query batch that is to be séigaly opti-
mized.
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Ratio COST(opt)/COST(norm) vs Probability of Unsatisfiable Query
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Figure 5.4:Cost model for unsatisfiable queries Our cost model above predicts a straightfor-
ward relationship betwed,, the probability of an unsatisfiable query and the ratio efdptimized
batch cosCOS Ty to the normal batch tim€ OS Toorm. Even whertser, the average time to seman-
tically optimize each query is negligible compared wiigh, the normal time taken to parse, execute
and fetch the query, we cannot expect better optimizatian thdicated by this line.

o Let ty be the average time required to execute and fetch each quibiy.
corresponds to thEXECUTE andFETCH phases described in Table 5.2.

For the normal batch, the total time required to run the haichs given by:

T, = Q (tprs + tget) (5-2)

For an optimized batchg, are unsatisfiable and so need never be submitted to the
database. So the total time required to run the baigls given by:

T (Q-qu) (tsem+ tprs + tget) + Qutsem
= Q tsem"' Q tprs + Q tget - qutsem_ QUtprs - c1utget + QUtsem

Q (tsem+ th‘S + tget) - qu (tprs + tget)

Now settyra = tyrs+ lger. The timety; cOrresponds to the three query phaReRSE,
EXECUTE andFETCH set out in Table 5.2. We may write:

T, = Q(tsem+ tora) — Qulora (5.3)
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The result for the total batch timE given in Equation 5.3 for a semantically opti-
mized batch is completely intuitive: we pay the penalty @ éxtra processing time
tsemin the first term and make the saving from not submittingdhgueries to the
database in the second term.

5.4.2.1 Dfference between processing times

Consider thalifferencebetween the two processing timds,— T;:

T2 - Tl Q (tsem+ tora) - QUtora - Q (tprs + tget)
Q tsem+ Q tora - QUtora - Q tora

Q tsem_ qutora (5.4)

So, to minimizeT, — T, (and preferably make it negative; i.e., a tis&ving we
could minimise the first term on the right by minimisihg,, the average time re-
quired to semantically preprocess each query. Simildrijpe second term on the
right is large, we might also achieve a time saving. This corfithe intuition
that the higher the cost of processing the queries nornthliyhigher the potential
saving. Or, if the proportion of unsatisfiable queries ishhigge achieve the same
effect.

5.4.2.2 Ratio of processing times

Theratio of the two processing time3,/T; is given by:

E — Q (tsem+ tora) - C|utora
Tl Q 1:ora

To make a timesaving(positive optimization), this ratio must be less than 1:

(5.5)

Q (tsem+ tora) - qutora

1
Q fora
Q (tsem"' tora) - qutora < Q tOI‘:':l

Q(tsem+ tora) < Q tora + Qutora
Qtsem+ Qlora < Qtora + Qutora

Qtsem < Oulora
Qu

atora

The ratioq,/Q in Equation 5.6 may be interpreted as gr@bability of an unsatis-
fiable queryP,. So, for positive optimization we must have:

tsem < (5.6)

tsem < Pulora (57)
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Suppose the probability of an unsatisfiable query occuigrig®%. Then, on aver-
age tsemmust be a factor of ten less thip, to break even. That is, the average time
required to semantically optimize a query cannot exceedtemi of the normal
time required to parse, execute and fetch the query. Theeplan upper bound on
the amount of semantic optimization we can expect in thegmess of unsatisfiable
queries.

5.4.2.3 Linear relationship
Consider Equation 5.5. We may write:

T, Q (tsem tora) — Outora

Tl Q 1'ora
_ Q(tsem+ tora) _ Qutora
Qo Q tora
— _% 4 (tsem"' tora)
Q tora
E - P, + (tsem+ tora) (5.8)
Tl 1:ora

If we assume the timdge,andt,, are constant, then Equation 5.8 predicts a linear
relationship between the batch time rafig/ T, and the probability of an unsatisfi-
able queryP,. Furthermore, Equation 5.8 predicts a line gradient bf Consider
the case whe®?, = 0; i.e., all queries arpositive Then iftsem << tora WE €X-
pect the intercept on the y-axis to be 1. Equivalently, we rearer do better than
tsem = 0; i.e., we take a negligible time to semantically optimiaete query. Fig-
ure 5.4 graphs the relationship between the batch time aatiicthe probability of
an unsatisfiable query predicted by this cost modetdgr<< tora.

Our cost model above predicts a straightforward relatignbbtweenP,, the
probability of an unsatisfiable query, and the ratio of theérojzed batch time to the
normal batch time. These predictions are one of the majoivatots for the formal
hypotheses and experiments which are described in det@hapter 6 “Empirical
Results”.

5.4.2.4 Cost metrics

In this Section we have developed our cost model by suppasiisgthe query
execution timene are measuring. But we could equally well have meastotd
CPU timeused to process the query or t@ount of disk/o required to process the
guery. In each case, an analogous argument to the abovetauddeen developed
and in each case it is thatio of the optimized to unoptimized metric that we wish
to measure. We therefore expect the cost model to applytioral of these metrics.
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In fact, we argue in Section 5.2.4 above that it is more meguirio consider the
averageof the three metric ratios , which we denote Ry

5.4.3 Cost Model: Zero Queries

In Section 4.4.2 (page 109) we showed how the detection aflizes can be used
to enhance theficiency of SQO. The critical point of this section is that odega
holes have been discovered in a colu@this information can be added to existing
constraints on the allowable range of values for col@prffectively increasing the
probability of detecting unsatisfiable queries aga@stThe cost model developed
above in Section 5.4.2 is therefore applicable also to zeevigs.

5.4.4 Cost Model: Unsatisfiable Joins

The cost model developed above in Section 5.4.2 could haee developed by
considering unsatisfiabjeins, as opposed to unsatisfiable queries. This is because
the semantic optimizer is configured as a preprocessor amdake the assumption
that the cost of preprocessing a qu@in is approximately constant. In the case
of joins however, we expect this preprocessing cost to beraignificant. This is
described in detail in Section 4.4.3.2 (page 116). The castaindeveloped above

in Section 5.4.2 is therefore applicable also to zero gaerie

545 CostModel: ‘distinct” and “ is not null” removal

We now develop a cost model to predict thfeet of removing the phrases
“distinct” and “is not null” in situations where they are redundant. Both
of these are examples of restriction removal, which wasrdest in Section 2.5.2
(page 31). In the case oflistinct” removal, the advantage is gained by remov-
ing the necessity to sort the result set. In the case sffiot null” removal, the
advantage is gained by removing the necessity to check eantbar of the result
set is non-null. We make the following simplifying assurops:

1. The cost of sorting the result set is directly proportidnahe cardinality of
the result set;

2. The cost of checking each member of the result set is ndrisndirectly
proportional to the cardinality of the result set.

We write the time for a normal unoptimized query batciTasnd the time for the
equivalent optimized batch 8. Ty is the total time taken to sort all result sets
in the batch. T, is the total time taken to check each member of the resulsset |
non-null.
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5.45.1 ‘distinct” removal

Suppose these two batches are identical except the optirbeteh does not need
to be sorted. Therefore:

T2 = Tl - Tsort

whereTg: IS the total time taken to sort all result sets in the batchtheaatio of
the optimized to the unoptimized batch time is just:

T2 Tl - Tsort
- = 5.9
T, Ty (5.9)
If the cardinality of the result set is smallg,; Will be negligible and the rati%
will approach 1. The cost model also dictal{éﬂo be constant across all result set

cardinalities (because of assumption 1 above in Sectiab)5.4

5.45.2 ‘is not null” removal

Exactly the same argument can be applied, by substitutmgethundant sort time,
tsort, With the redundant check time (that each member of thetrssuis non-null),
tchk- IN this case, the ratio of the optimized to the unoptimizattb time is:

To  Ti—Tenk
— 5.10
T, T (5.10)
If the cardinality of the result set is small, will be negligible and the rati%
will approach 1. The cost model also dicta%sto be constant across all result set

cardinalities (because of assumption 2 above in Sectiab)s.4

5.5 Summary

In this Chapter we present the methodology we employ to carrpaceries of em-
pirical investigations whose overall aim is to demonstthagedficacy of our seman-
tic query optimizer. The main contributions of this Chapterlude the following.

e We explain the dficulty of obtaining consistent, repeatable empirical ressul
with RDBMS where automatic maintenance processes may exatute-
predictable times and where large memory caches are aleadald how we
remediate this problem (Section 5.2.2).

e We describe how we simulate a busy database environmentdyyigg six
non-identical tables of the same relative size, sharingémee data distribu-
tion (Section 5.2.3).
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e We describe how to get the Oracle RDBMS itself to measure wiglatgac-
curacy the true cost of query execution and how we useate of the opti-
mized over the unoptimized cost to minimize systematicréBection 5.2.4).

e We explain why judging query cost by elapsed time alone mayiséeading
and why we use the average of three metric ratios to conveyra meaning-
ful measure of query cost (Section 5.2.5).

e We describe how a query normal form arises naturally fromeautier defi-
nition of theinterval list data type (Section 5.3.1).

e We describe a qualitative method for judging queridulty which we sub-
sequently use in our experiments (Section 5.3.2).

e We derive a cost model which predicts the relationship betwetficiency
gain due to semantic optimizaticend theprobability of an unsatisfiable
guerybeing submitted (Section 5.4).

¢ We derive a cost model which predicts #&ciency gain due to the removal
of redundantdistinct” and “is not null” phraseqSection 5.4.5).
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6.1 Introduction

In this chapter, we follow the description of our experina@methodology in Chap-
ter 5 with a full review of our experimental results. We derstoate the fectiveness
of the diterent types of SQO we described first in Chapter 2 and exparutedin
Chapter 4.

A critical feature of our experiments is that the databa$eisa we employ is
representative of of schemas found in a wide range of reabdat applications. We
make a minimum of assumptions as to the actual schema déatatisad giving av-
eraged results for query batches against fargieles with columns that aiedexed
To our knowledge, these are the first comprehensive empiesalts which demon-
strate SQO for queries with restrictions and equi-joinghmpresence of standard
B-tree indexes. This is important because it is most unlikelyractice that tables
with similar characteristics to the ones we query in our expents wouldnot be
indexed. Other writers have demonstrated tfieativeness of SQO only in limited
circumstances where typically only a small number of quehni@ve been optimized
(sometimes manually), table sizes are relatively smalltanget columns are not
indexed (Gryz et al. 1999, Cheng et al. 1999).

All results reported are derived frofmatchesof similar queries. Each batch
comprised between 100 and 1000 queries depending on tHditoga(typically
between 1 and 4 hours) required for the batch to complete example, batches
of simple queries against a single target table consistd®@® individual queries
whereas batches of equi-joins between two target tablessted of 100 individual
gueries. We do not attempt to predict outcomes for indiMiduries. Our results
are a statistical average and our objective is to identiéypitecise circumstances for
which semantic query optimization is likely to be worthvehil

We refer in the following sections to the number of “restant per query”
(R/Q) and to the number of “intervals per restrictior’/R). We use these terms
in the specific sense ajuery difficulty as we define it in Section 5.3 (page 141)
where we described our qualitative classification of queffyadilty. We evaluate
the relative dificulty of a query by noting the number of restriction clauses (-
cal difficulty) and the number of intervals described by each restrictionifontal
difficulty). Our motivation is the notion that more complex querieslitedy to re-
guire more resources to answer and indeed this is precidey our experimental
results below confirm.

The experiments we report below are divided into the follaywihree groups:

we will quantify what we mean by “large” in due course but ie tmeantime we mean tables
that are large enough to provoke significant disk activitgt provoke the SQL optimizer to consult
relevant indexes.
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1.

Unsatisfiable queries and join¥he objective of these experiments is to re-

veal the relationship between thain in query €iciencyand theprobability

of an unsatisfiable query or joim the presence of a semantic query pre-
processor (Sections 6.3 to 6.9).

. Removal of redundant SQL phrasd@$e objective of these experiments is to
confirm or otherwise thefiecacy of simplifying the SQL query text by remov-

ing certain phrases which a semantic query optimizer dedaceredundant
(Sections 6.10 to 6.13).

Restriction introduction and removal he objective of these experiments is

to investigate theféect of introducing or removing restrictions into the SQL

guery text which a semantic query optimizer deduces willoedthe cardi-
nality of the result set (Sections 6.14 to 6.15).

We begin each experiment by stating formal hypotheses. iSHlowed by
a description of each experiment, a graphical summary afit,eand comments
concerning the significance of these results. For clarigypnesent only summary
graphs for each experiment, which display results fordbmbinedmetric ratio
(Definition 5.2.1, page 140) which we derived in Chapter 5. Adeat of results
corresponding to each experiment from the first group mapbed in Appendix A.
The remainder of this chapter is organised as follows.

In Section 6.2 we describe the format of our experimentalltes

In Section 6.3 we report baseline results for experimenth wnsatisfiable
gueries on tables that an®t indexed. We investigate the dependence of the
gain in query ficiencyon theprobability of an unsatisfiable queandrela-

tive table size

In Section 6.4 we report results for experiments with us§atle queries
on tables thatre realistically indexed. We investigate the dependence of
the gain in query @éiciencyon theprobability of an unsatisfiable quegnd
relative table size

In Section 6.5 we report results for experiments with us§atile queries on
indexed tables where we investigate the dependence giinan query éi-
ciencyon theprobability of an unsatisfiable quegndnumber of restrictions

per query

In Section 6.6 we report results for experiments with us§atile queries
on indexed tables where we investigate the dependence gi&than query
efficiencyon theprobability of an unsatisfiable queaphndnumber of intervals
per restriction
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In Section 6.7 we report results for experiments with us§atile joins on
indexed tables where we investigate the dependence d@faimein join efi-
ciencyon theprobability of an unsatisfiable joiandrelative table size

In Section 6.8 we report results for experiments with us§atile joins on
indexed tables where we investigate the dependence afaimein join dfi-
ciencyon theprobability of an unsatisfiable joiand number of restrictions
per join

In Section 6.9 we report results for experiments with ug§atile joins on
indexed tables where we investigate the dependence afaimein join efi-
ciencyon theprobability of an unsatisfiable joiandnumber of intervals per
restriction

In Section 6.10 we investigate thdfieacy of eliminating the key word
“distinct” in queries in which it is redundant in the context of the sele
clause select distinct”.

In Section 6.11 we investigate thdfieacy of eliminating the key word
“distinct”injoins in which itis redundantin the context of the seleletuse

“select distinct”.

In Section 6.12 we investigate thé&ieacy of eliminating the key phrasé s
not null” in queries in which it is redundant in the context of there
clause fthere COL is not null”.

In Section 6.13 we investigate théieacy of eliminating the key phrasés
not null”injoinsin whichitis redundantin the context of thehereclause
“where COL is not null”.

In Section 6.14 we investigate théfieacy ofrrestriction introduction and re-
moval with queries.

In Section 6.15 we investigate théfieacy ofrrestriction introduction and re-
moval with joins.

Finally in Section 6.16 we summarise the main contributiointhis chapter.

6.2 Format of Experimental Results

We use a three dimensional graphical projection to presepoitant result sum-
maries. In each case:
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¢ the X-axis is the independent varialgeobability of an unsatisfiable queny
a given batch of queries;

¢ the Y-axis is another independent variable, onewhber of table rowsium-
ber of restrictions per queryr number of intervals per restriction

¢ the Z-axis is the dependent varialolest metric ratio

The “ruggedness” of this surface corresponds to the vanair uncertainty in the
actual recorded data. An example is displayed in Figure®hik is plotted as ed
surface. This category of graph may include the followirgfdiees.

Results —+—

P(Unsatisfiable Query) ’ 10

Figure 6.1: Example 3D projection of experimental results The X-axis is the independent
variable probability of an unsatisfiable queryrhe Y-axis is another independent variable such as
number of table rowsThe Z-axis is the dependent variable and depictscthet metric ratipfor
example,R.om The “ruggedness” of this surface corresponds to the vamiar uncertainty in the
actual recorded data. Experimental results are alwayteplaired.

e Cost Model SurfaceThis is the plot off (x) = 1—x and represents the surface
predicted by the cost model developed in Section 5.4 (padé¢ where the
time taken by the extra semantic optimizing step is negkgibherefore, in
the absence of any other optimization, we cannot reasomipigct the cost
metric ratio to be below this surface. This is plotted dslwee surface. See
Figure 6.2.

e Break Even SurfaceThis surface marks the cost metric ratio of 1, repre-
senting equal costs for both optimized and normal batchégrefore, any



158 Chapter 6. Empirical Results and Analysis

Cost model --------
Break even surface

7 1000000
7800000
T, 600000

f 400000 Rows

0.4 ~ . 200000

0.6
P(Unsatisfiable Query)

Figure 6.2:Cost Model Surface and Break Even SurfaceResults that conform closely to the
idealised cost model will appear near to and parallel to ttuest' model” surface. Result surfaces
that appear below the “break even” surface indicate a pesiptimization. The cost model surface
is always plotted iblue The break even surface is always plottegbiimk.

results below this surface represenpasitiveoptimization; i.e., the seman-
tically optimized cost is less than the normal cost. Conversay results
above this surface represennagativeoptimization; i.e., the semantically
optimized cost is actually more than the normal cost. Thdoted as gink
surface. See Figure 6.2.

e Regression surfaceWe calculate aregression surfacéor each result set
using an implementation of the nonlinear least-squared 8 IMarquardt-
Levenberg algorithn{Press, Flannery, Teukolsky & Vetterling 1992) as im-
plemented byGnuplot (Broeker, Campbell, Cunningham & Denholm 2006,
Drakos & Moore 2006) The form of the regression surface is given by the
following:

f(xy) = A+ Bx+CxX + Dy + Ey

where f (x,y) is the dependent variablg, andy are the independent vari-
ables A,B,C,D,E are constants determined by the regression analysis.Shis i
plotted as ayreensurface. See Figure 6.3.

2Gnuplotis a portable command-line driven interactive data andtfanglotting utility. See
http://www.gnuplot.info.
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Regression

06 [

R 1000000
04 = 7

. 800000
02 F
600000

400000 Rows

0.4 i
06 200000

P(Unsatisfiable Query) ’ 70

Figure 6.3:Example regression surface The regression surface is calculated using an imple-
mentation of the nonlinear least-squares (NLIM3rquardt-Levenberg algorithmnd displays the
relationship between the the dependent variable (cosiamatio on the Z-axis) and the two inde-
pendent variables. The regression surface is always glotigreen

6.3 Unsatisfiable Queries — No Indexing

The objective of these experiments is to establish a baselith regard to the de-
pendence of thgain in query &iciencyon theprobability of an unsatisfiable query
and relative table size It is most unlikely in practice that tables of the size and
makeup we query in our experiments woulot be indexed. However, we are mo-
tivated to query a set of unindexed tables:

e to set a baseline against which our other experiments wiitesathatare
realistically indexed may be compared,;

¢ to relate our work with other published research that tylpicate results for
unindexed tables (Gryz et al. 1999, Cheng et al. 1999).

6.3.1 Hypotheses

1. The gain in query feiciency increases linearly with increasing probability
of an unsatisfiable query and will be close to the idealisest cwodel of
Section 5.4.2.3 (page 148).

2. The gain in queryféiciency is independent of table size.
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6.3.2 Method

In this series of experiments, we have two independentbiasa
¢ Probability of an unsatisfiable queBR
¢ Relative table size, denoted by the number of table rRow's

The dependent variable is the combined cost metric Ratipas defined in Table 5.1
(page 139). Each query consists of a single restriction éefry one interval. None
of the columns cited in query restrictions is indexed.

Example 6.3.1.The following is a typical query drawn from the batch used irs¢he
experiments:

select t.COL3, t.COL7, t.COL9, t.COL5, t.COL2
from TAB3 t

where t.COL1 >= 47682608

and t.COL1 < 47682656;

6.3.3 Results and Analysis

We present summary results which show the relationshipdesti®, RowsandR.onm
in Figure 6.4. The four sub-figures depict:

e The cost metric ratio surfadg,,, plotted against the two independent vari-
ablesP andRows(Figure 6.4(a))

e The cost metric ratio surfad&.,, with the regression surface superimposed
(Figure 6.4(b))

e The regression surface with “cost model” and “break evenfases (Fig-
ure 6.4(c))

e The cost metric ratio surfad®,, regression surface, “cost model” and “break
even” surfaces viewed by looking directly into the XZ planels that the Y
axis (relative table sizRows disappears (Figure 6.4(d))

Figures 6.4(b) and 6.4(c) shdw,, surface sits just above the “cost model surface”,
indicating results deviate very little from the predict&de have positive optimiza-
tion across four orders of magnitude of table size, with ghignaization cost rising
slightly as table size becomes very larggo{vs> 400 000).
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Results —+— Results ——
Regression

(8) Reomsurface for100 to 560, 000 rows (b) Reomsurface with regression surface.

Regression Results ——
Cost model ---- Regression
Break even surface Cost model
Break even surface

7 500000

400000

300000 0

, 00 02 04 06 08 10
7200000 Rows P(Unsatisfiable Join)

“100000

P(Unsatisfiable Query) 10

(C) Regression, “cost model” and “break even”surfacé€l) Reom, regression, “cost model” and “break even” surfaces,
looking directly into the XZ plane.

Figure 6.4:Ratio Reom vs Probability of Unsatisfiable Query P vs Relative Table SizeRows
(no indexing): Figures 6.4(b) and 6.4(c) shdw¥,m surface sits just above the “cost model surface”,
indicating results deviate very little from the predictatfe have positive optimization across four
orders of magnitude of table size, with the optimizationta@sng slightly as table size becomes
very large Rows> 400, 000).

6.3.4 Conclusion

The cost model of Section 5.4.2.3 (page 148) accuratelyigisethe dependence
of gain in query éiciencyon probability of an unsatisfiable quergZrucially, this
cost model sets an upper bound for the amount of optimizai®nan expect from
detecting unsatisfiable queries. That is, even if the costetécting unsatisfiable
gueries is negligible (and it is not), the maximum amount @tirization is irre-
vocably determined by the prevalence of unsatisfiable gaeiihe hypotheses are
confirmed.

6.4 Indexed Unsatisfiable Queries

The objective of these experiments is to establish the dbgpee of thegain in
query éticiencyon theprobability of an unsatisfiable quegndrelative table size
The methodology is identical to the experiments reportedaln Section 6.3, with
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the key diterence that all columns cited in query restrictions arexadewith a
“normal” B-tree index (Chan 20@H.

6.4.1 Hypotheses

1. The gain in query féiciency increases linearly with increasing probability
of an unsatisfiable query and will be close to the idealisest awodel of
Section 5.4.2.3 (page 148).

2. The gain in queryf@iciency is independent of table size.

6.4.2 Method
In this series of experiments, we have two independentbiasa
¢ Probability of an unsatisfiable queBR
¢ Relative table size, denoted by the number of table rRow's

The dependent variable is the combined cost metric Ratipas defined in Table 5.1
(page 139). Each query consists of a single restriction eéfiry one interval.

Example 6.4.1.The following is a typical query drawn from the batch used irséhe
experiments:

select t.COL4, t.COL2, t.COL8, t.COL10®
from TAB6 t

where t.COL5 >= 52310468

and t.COL5 < 52310572;

6.4.3 Results and Analysis

We present summary results which show the relationshipdmt®, RowsandRom
in Figure 6.5. The four sub-figures depict:

e The cost metric ratio surfad®,,, plotted against the two independent vari-
ablesP andRows

e The cost metric ratio surfade.,, with the regression surface superimposed
e The regression surface with “cost model” and “break evenfases

e The cost metric ratio surfad®,, regression surface, “cost model” and “break
even” surfaces viewed by looking directly into the XZ planels that the Y
axis (relative table sizRow9 disappears
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Results —+— Results ——
Regression

(a) Reomsurface for180 to 1,000,000 rows (b) Reomsurface with regression surface.

Regression Results ——
Cost model ---- Regression

Break even surface R Cost model
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(C) Regression, “cost model” and “break even”surfacé€l) Reom, regression, “cost model” and “break even” surfaces,
looking directly into the XZ plane.

Figure 6.5:Ratio R.om vs Probability of Unsatisfiable Query P vs Relative Table SizeRows
(indexed} Figures 6.5(b) and 6.5(c) show tRe,m, surface sits just above the “cost model surface”,
indicating results deviate very little from the predictatfe have positive optimization across four
orders of magnitude of table size when- 0.1.

Figures 6.5(b) and 6.5(c) show tli,, surface sits just above the “cost model
surface”, indicating results deviate very little from theegicted. We have positive
optimization across four orders of magnitude of table siremP > 0.1.

6.4.4 Conclusion

This series of experimental results confirms that the deteof unsatisfiable queries
can significantly enhance overall queffi@ency by preventing such queries being
submitted to the database. Our cost model from Section.3.4p2age 148) suc-
cessfully predicts the dependence of thiisceency gain on the probability of un-
satisfiable queries occurring. Thiffieiency gain is maintained across at least four
orders of magnitude of table size and we conclude ffeceis so strong as to be
almost independent of table size. Crucially, our targeetahte all sensibly indexed
S0 our results are realistic and we have a high expectatadrstith results will be
confirmed in commercial database environments.

Comparison of these results with those presented above tioS&c3 reveals
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that in the case of unindexed tables, the cost of detectisgtigfiable queries is
negligible. However, when table columns are sensibly iedethis cost cannot be
discounted.

We therefore conclude semantic query optimization is walnite in the pres-
ence of unsatisfiable queries, provided the probabilityuzhsqueries being sub-
mitted is not vanishingly small. For our prototype reasgnamgine, a threshold
probability of approximately 10% justifies the extra prairg required by the se-
mantic optmizer. The hypotheses are confirmed.

6.5 Indexed Unsatisfiable Queries — Varying Restric-
tions per Query

The objective of these experiments is to establish the dbgpee of thegain in
query diiciency on the probability of an unsatisfiable queand thenumber of
restrictions per queryThe methodology is identical to the experiments reported
above in Section 6.4, except that we hold table size constaht000, 000 rows
while varying number of restrictions per queryQ.

6.5.1 Hypotheses

1. The gain in query ficiency increases linearly with increasing probability
of an unsatisfiable query and will be close to the idealisest awodel of
Section 5.4.2.3 (page 148).

2. The gain in queryféiciency is degraded by increasing query complexity.

6.5.2 Method

In this series of experiments, we have two independentbiasa
¢ Probability of an unsatisfiable queBR

e Number of restrictions per queB/Q. Each restriction is defined by a single
interval.

The dependent variable is the combined cost metric Ratipas defined in Table 5.1
(page 139). All results are for tables with number of rdvevs= 1,000 000. All
columns cited in query restrictions are indexed with a “nalfrB-tree index.

Example 6.5.1.The following is a typical query drawn from the batch used irséhe
experiments. In this example/® = 3:
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select t.COL10®
from TAB2 t
where (t.COL5 > 52042096 and t.COL5 < 52042200) -- Restriction 1
and (t.COL3 > 50721696 and t.COL3 <= 50721744) -- Restriction 2
and (t.COL4 > 50841160 and t.COL4 <= 50841264) -- Restriction 3

6.5.3 Results and Analysis

We present summary results which show the relationshipdet®, R/Q andR.onm
in Figure 6.6. The four sub-figures depict:

e The cost metric ratio surfadg,,, plotted against the two independent vari-
ablesP andR/Q

e The cost metric ratio surfade,,, with the regression surface superimposed
e The regression surface with “cost model” and “break evenfases

e The cost metric ratio surfaé®,, regression surface, “cost model” and “break
even” surfaces viewed by looking directly into the XZ planels that the Y
axis (restrictions per quety/Q) disappears

As the number of Restrictions per Qudar/Q increases from 1 to 25, a greater
proportion of unsatisfiable queries is required in ordertak even. FoP = 10%,
positive optimization is achieved when there is up to fivérietions per query; i.e.,
R/Q < 5.

6.5.4 Conclusion

For low values oR/Q, our cost model from Section 5.4.2.3 (page 148) succegsfull
predicts the dependence of gain in queffyceency with probability of an unsatisfi-
able query, yielding results identical to those presenteda@in Section 6.4. How-
ever, as the number of restrictions per query rises, theasing query complexity
requires the semantic optimizer to do more work. A greatdrgreater proportion
of unsatisfiable queries is required to “break even”. Theotlygses are confirmed.

6.6 Indexed Unsatisfiable Queries — Varying Inter-
vals per Restriction

The objective of these experiments is to establish the dbgpee of thegain in
query diiciency on the probability of an unsatisfiable queand thenumber of
intervals per restrictionThe methodology is identical to the experiments reported
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(a) Reomsurface folR/Q = 1 to 25. (b) Reomsurface with regression surface.
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(C) Regression, “cost model” and “break even”surfacd€l) Reom, regression, “cost model” and “break even” surfaces,
looking directly into the XZ plane.

Figure 6.6:Ratio R.om Vs Probability of Unsatisfiable QueryP vs Restrictions per QueryR/Q
(indexed} As the number of Restrictions per QuéryQ increases from 1 to 25, a greater proportion
of unsatisfiable queries is required in order to break evew.PF= 10%, positive optimization is

achieved when there is up to five restrictions per query; R¢Q < 5. Number of table rows
Rows= 1, 000, 000.

above in Section 6.4, except that we hold table size constaht000, 000 rows
while varying number of intervals per restrictibfR.

6.6.1 Hypotheses

1. The gain in query feiciency increases linearly with increasing probability
of an unsatisfiable query and will be close to the idealisest cwodel of

Section 5.4.2.3 (page 148).

2. The gain in queryf@iciency is degraded by increasing query complexity.

6.6.2 Method
In this series of experiments, we have two independentbiasa
e Probability of an unsatisfiable queBy

e Number of intervals per restrictidifR. Each query has a single restriction.
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The dependent variable is the cost rdig, as defined in Table 5.1 (page 139). All
results are for tables with number of roRews= 1,000 000. All columns cited in
query restrictions are indexed with a “normal” B-tree index.

Example 6.6.1.The following is a typical query drawn from the batch used irs¢he
experiments. In this examplgR = 3:

select t.COL7, t.COL4, t.COL3

from TAB2 t

where (
(t.COL5 > 52042096 and t.COL5 < 52042200) or -- Interval 1
(t.COL5 >= 52287616 and t.COL5 < 52287668) or -- Interval 2
(t.COL5 >= 52310468 and t.COL5 < 52310572) -- Interval 3

6.6.3 Results and Analysis

We present summary results which show the relationshipdei®, | /R andR.om
in Figure 6.7. The four sub-figures depict:

e The cost metric ratio surfad®,,, plotted against the two independent vari-
ablesP andl /R

e The cost metric ratio surfad&.,, with the regression surface superimposed
e The regression surface with “cost model” and “break evenfases

e The cost metric ratio surfaé®,, regression surface, “cost model” and “break
even” surfaces viewed by looking directly into the XZ planels that the Y
axis (restrictions per quety R) disappears

As the number of Intervals per RestrictidfR increases from 1 to 25, rati®.om
increases slowly. FoP > 0.15, positive optimization is achieved throughout the
whole range.

6.6.4 Conclusion

For low values ol /R, our cost model from Section 5.4.2.3 (page 148) succegsfull
predicts the dependence of gain in quefiyceency with probability of an unsat-
isfiable query, yielding results identical to those presdrabove in Section 6.4.
However, as the number of intervals per restriction ridesjncreasing query com-
plexity requires the semantic optimizer to do more work. A&ajer and greater
proportion of unsatisfiable queries is required to “breadrdv The hypotheses are
confirmed.
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Figure 6.7:Ratio Ry vs Probability of Unsatisfiable Query P vs Intervals per Restriction
I/R (indexed) As the number of Intervals per RestrictidfR increases from 1 to 25, rati®.om
increases slowly. FoP > 0.15, positive optimization is achieved throughout the whalege.
Number of table rowRows= 1,000 000.

6.7 Indexed Unsatisfiable Joins

The objective of these experiments is to establish the dkgpee of thegain in join
efficiency on the probability of an unsatisfiable joiand relative table size The
methodology is identical to the experiments reported ato\gection 6.4, except
that we submit batches of equi-joins between two table®rdttan simple queries
against a single table.

6.7.1 Hypotheses

1. The gain in join #iciency increases linearly with increasing probability of
an unsatisfiable join and will be close to the idealised costieh of Sec-
tion 5.4.2.3 (page 148).

2. The gain in join iciency is independent of table size.
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6.7.2 Method

In this series of experiments, we have two independentbi@sa
e Probability of an unsatisfiable joiR
¢ Relative table size, denoted by the number of table rRow's

The dependent variable is the cost raRg, as defined in Table 5.1 (page 139).
Each join consists of a single join clause citing the eqin-golumns plus a single
restriction defined by one interval.

Example 6.7.1.The following is a typical join drawn from the batch used in thes
experiments:

select t1.COL6 cl, t2.COL10 c2
from TAB2 tl1l, TAB6 t2

where t2.COL1 = t1.COL3

and t2.COL1 > 47128904

and t2.COL1 < 47223256;

6.7.3 Results and Analysis

We present summary results which show the relationshipdei®, RowsandR om
in Figure 6.8. The four sub-figures depict:

e The cost metric ratio surfad®,,, plotted against the two independent vari-
ablesP andRows

e The cost metric ratio surfad&.,, with the regression surface superimposed
e The regression surface with “cost model” and “break evenfases

e The cost metric ratio surfad®,, regression surface, “cost model” and “break
even” surfaces viewed by looking directly into the XZ planels that the Y
axis (relative table sizRowg disappears

Figures 6.8(b) and 6.8(c) shdw,, surface sits just above the “cost model surface”,
indicating results deviate very little from those prediths the cost model. We have
positive optimization across four orders of magnitude bfdasize wherP > 0.2,
although it is evident that the cost of processing the seicalhyt optimized joins
increases relatively as table size becomes very large.
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looking directly into the XZ plane.

Figure 6.8: Ratio R.om vs Probability of Unsatisfiable Join P vs Relative Table SizeRows
(indexed) Figures 6.8(b) and 6.8(c) shoRe, surface sits just above the “cost model surface”,
indicating results deviate very little from the predictatfe have positive optimization across four
orders of magnitude of table size whEn- 0.2, although it is evident that the cost of processing the
semantically optimized joins increases relatively asdaiite becomes very large.

6.7.4 Conclusion

The results we obtain for semantically optimized joins aral@gous to the results
reported above in Section 6.4 for queries. The detectiomsétisfiable joins can
significantly enhance overall joirffeciency by preventing such joins being submit-
ted to the database. Our cost model from Section 5.4.2.3(f48) successfully
predicts the dependence of thifi@ency gain on the probability of unsatisfiable
joins occurring. This ficiency gain is maintained across at least four orders of
magnitude of table size and we conclude thed is strong but not entirely inde-
pendent of table size. Crucially, our target tables are asibdy indexed so our
results are realistic and we have a high expectation thdt segults will be con-
firmed in commercial database environments.

Comparison of these results with those presented above tio6&c4 reveals
that in the case of queries, the cost of detecting unsatisfieries is relatively
smaller than the cost of detecting unsatisfiable joins.
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We therefore conclude semantic query optimization is walnite in the pres-
ence of unsatisfiable joins, provided the probability offsjgns being submitted
is high enough. For our prototype reasoning engine, a tbtégirobability of ap-
proximately 20% justifies the extra processing requiredngygemantic optmizer.
The hypotheses are confirmed, but with regard to the caveptessed above.

6.8 Indexed Unsatisfiable Joins — Varying Restrictions
per Join

The objective of these experiments is to establish the dkgpee of thegain in join
efficiencyon theprobability of an unsatisfiable joiand thenumber of restrictions
per join The methodology is identical to the experiments reporteala in Sec-
tion 6.5, except that we submit batches of equi-joins betvie® tables rather than
simple queries against a single table.

6.8.1 Hypotheses

1. The gain in join #iciency increases linearly with increasing probability of
an unsatisfiable join and will be close to the idealised costieh of Sec-
tion 5.4.2.3 (page 148).

2. The gain in join éiciency is degraded by increasing join complexity.

6.8.2 Method

In this series of experiments, we have two independentbiasa
¢ Probability of an unsatisfiable joiR

e Number of restrictions per joiR/Q. Each restriction is defined by a single
interval.

The dependent variable is the cost r&igy, as defined in Table 5.1 (page 139). All
results are for tables with number of roRews= 1, 000, 000. All columns cited in
join restrictions are indexed with a “normal” B-tree index.

Example 6.8.1.The following is a typical join drawn from the batch used in thes
experiments. In this example/@ = 3:

select t1.COL10®, t2.COL1
from TAB2 tl1l, TABS5 t2
where t1.COL3 = t2.COL4
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and (t1.COL5 >= 52042096 and t1.COL5 < 52042200) -- Restriction 1
and (t2.COL3 > 50721696 and t2.COL3 <= 50721744) -- Restriction 2
and (tl1.COL4 > 50841160 and t1.COL4 <= 50841264) -- Restriction 3

6.8.3 Results and Analysis

We present summary results which show the relationshipdmt®, R/Q andR.om
in Figure 6.9. The four sub-figures depict:

e The cost metric ratio surfad®,,, plotted against the two independent vari-
ablesP andR/Q

e The cost metric ratio surfade,,, with the regression surface superimposed
e The regression surface with “cost model” and “break evenfases

e The cost metric ratio surfad®,, regression surface, “cost model” and “break
even” surfaces viewed by looking directly into the XZ planels that the Y
axis (restrictions per queiy/Q) disappears

Figure 6.9 plot$.,m Vs Probability of Unsatisfiable QueR/vs Restrictions per
QueryR/Q and summarises the results aBg, surface. For lowr/Q, semantic
pre-processing incurs little overhead and Ryg, surface sits just above the “cost
model surface”. However aR/Q rises, the pre-processing cost becomes signifi-
cant and we require a greater proportion of unsatisfiablei@gito make semantic
optimization worthwhile.

6.8.4 Conclusion

For low values oR/Q, our cost model from Section 5.4.2.3 (page 148) succegsfull
predicts the dependence of gain in joffi@ency with probability of an unsatisfiable
join, yielding results very similar to those presented abiovSection 6.7. However,
as the number of restrictions per join rises, the increagimgcomplexity requires
the semantic optimizer to do more work. A greater and grgatgyortion of unsat-
isfiable joins is required to “break even”. The hypothesescanfirmed.

6.9 Indexed Unsatisfiable Joins — Varying Intervals
per Restriction

The objective of these experiments is to establish the dkgpere of thegain in join
efficiency on the probability of an unsatisfiable joiand thenumber of intervals
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Figure 6.9:Ratio R.omVvs Probability of Unsatisfiable QueryP vs Restrictions per QueryR/Q
(indexed} As the number of Restrictions per QuéryQ increases from 1 to 40, a greater proportion
of unsatisfiable queries is required in order to break eveor. FF= 0.25, positive optimization
is achieved when there is up to five restrictions per join, REQ < 5. Number of table rows
Rows= 1, 000, 000.

per restriction The methodology is identical to the experiments reportsala in
Section 6.6, except that we submit batches of equi-joineédx two tables rather

than simple queries against a single table.

6.9.1 Hypotheses

1. The gain in join #iciency increases linearly with increasing probability of
an unsatisfiable join and will be close to the idealised costleh of Sec-

tion 5.4.2.3 (page 148).

2. The gain in join éiciency is degraded by increasing join complexity.

6.9.2 Method

In this series of experiments, we have two independentbiasa

¢ Probability of an unsatisfiable joiR
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e Number of intervals per restrictidnfR. Each join has a single restriction.

The dependent variable is the cost r&kig,, as defined in Table 5.1 (page 139). All
results are for tables with number of roRsws= 1,000 000. All columns cited in
join restrictions are indexed with a “normal” B-tree index.

Example 6.9.1.The following is a typical query drawn from the batch used irs¢éhe
experiments. In this examplgR = 3:

select t1.COL7, t2.COL4, t2.COL3

from TAB2 tl, TAB6 t2

where t1.COL1 = t2.COL2

and (
(t1.COL5 > 52042096 and t1.COL5 < 52042200) or -- Interval 1
(tl1.COL5 >= 52287616 and t1.COL5 < 52287668) or -- Interval 2
(tl.COL5 >= 52310468 and t1.COL5 < 52310572) -- Interval 3

);

6.9.3 Results and Analysis

We present summary results which show the relationshipdei®, | /R andR;om
in Figure 6.10. The four sub-figures depict:

e The cost metric ratio surfad®,,, plotted against the two independent vari-
ablesP andl /R

e The cost metric ratio surfade,,, with the regression surface superimposed
e The regression surface with “cost model” and “break evenfases

e The cost metric ratio surfad®,, regression surface, “cost model” and “break
even” surfaces viewed by looking directly into the XZ planels that the Y
axis (intervals per restrictiolyR) disappears

Figure 6.10 plotsR.,m vs Probability of Unsatisfiable QueR vs Intervals per
Restrictionl /R and summarises the results a.g, surface. For low /R, semantic
pre-processing incurs little overhead and Rg, surface sits just above the “cost
model surface”. As the number of intervals per restrictioR increases from 1 to
25, a greater proportion of unsatisfiable queries is reduiverder to break even.
Forl/R < 5, we require just of? = 0.25 to achieve positive optimization.

6.9.4 Conclusion

For low values of /R, our cost model from Section 5.4.2.3 (page 148) succegsfull
predicts the dependence of gain in joiffi@ency with probability of an unsatisfi-
able join, yielding results similar to those presented aldnosection 6.7. However,
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Figure 6.10:Ratio R.om vs Probability of Unsatisfiable Query P vs Intervals per Restriction
I/R (indexed) As the number of intervals per restrictidriR increases from 1 to 25, a greater
proportion of unsatisfiable queries is required in orderrenak even. Fot/R < 5, we require just
on P = 0.25 to achieve positive optimization. Number of table rdResvs= 1,000 000.

as the number of intervals per restriction rises, the irgtnggjoin complexity re-
guires the semantic optimizer to do more work. A greater ardtgr proportion of
unsatisfiable joins is required to “break even”. The hypséseare confirmed.

6.10 Queries “select distinct” elimination

The objective of this experiment is to confirm or otherwise dficacy of eliminat-
ing the key word distinct” in queries in which it is redundant in the context of
the select clausestlect distinct”. Thisis described in detail in Section 4.4.3.3
where we gave a typical example (Example 4.4.7, page 118hnhiggested that
removal of this redundancy could halve the query cost.

6.10.1 Hypotheses

e Removing the redundant keywordi'stinct” from the select clauseselect
distinct” will increase query #iciency.
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e The dfect will be negligible below a certain threshold proportbto the
number of rows returned by the query.

6.10.2 Method

In this experiment we submit batches of queries to the datglidentical except
that one batch has aklectclauses containing the redundadi$tinct” keyword
while the other does not. As for the previous experimentsymeasure theatio

of the optimized batch cost (redundanti$tinct” keyword eliminated) to the
unoptimized batch cost (includes redundahistinct” keyword). We reason that
since the distinct” keyword triggers a redundant sort, then the advantage of
eliminating it will be negligible when the time required torsthe rows returned by
the query is very small, relative to the total query proaegsime. For this reason:

e The independent variable in this case is the average nunibews returned
per query:RowgQuery.

e The dependentvariable is the cost r&ig,as defined in Table 5.1 (page 139).

All results are for tables with number of rod&ows= 500, 000. All queries con-
sist of a single restriction defined by a single interval. édlumns cited in query
restrictions are indexed with a “normal” B-tree index.

Example 6.10.1.The following is a typical query drawn from the batch used in
these experiments:

select distinct t.ID, t.COL7, t.COL4, t.COL3
from TAB2 t

where t.COL2 > 52042096

and t.COL2 < 52042200;

6.10.3 Results and Analysis

Figure 6.11(a) plot&.om versusRowg Query: This optimization works because an
unnecessary sort of returned rows is avoided when the reatinkleyword
“distinct” is eliminated from the select clause of the query. When thalmer of

rows returned is small, the sort requires negligible timas@dvantage is gained.
WhenRowgQuery> 1,000 the cost of the sort becomes significant and produces a
nearly uniform average saving of approximately 15% to 20¥isTs not quite the
saving suggested by Example 4.4.7 (page 118) where the S@hipgr predicted

a saving of around 50%. However, the 50% figure igsiimatefor just one query.

The 20% result we report here is empirical for batches casm@il00 queries, so it



6.11. Joins “select distinct” elimination 177
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(8) Queries “select distinct” elimination (b) Joins “select distinct” elimination

Figure 6.11select distinct” elimination : Eliminating the redundantfistinct” keyword from
the selectclause of the batch produces an average saving of appr@tinid% to 20% for queries
and approximately 60% for joins, as soon as the number of retvsned by the query becomes
significant. This optimization works because an unnecgssat of returned rows is avoided.

is a statistical average. Although it is beyond the scopaisfaxperiment, we con-
jecture the sort cost increases suddenly in the step-wstedia of Figure 6.11(a)
because it triggers disjo.

6.10.4 Conclusion

Elimination of the redundant keywordlfstinct” is worthwhile whenever the
number of rows returned by the query exceeds a certain thiceshihe threshold is
determined by the cost of the redundant sort. The hypotlesesonfirmed.

6.11 Joins “select distinct” elimination

The objective of this experiment is to confirm or otherwise dfiicacy of eliminat-
ing the key word distinct” in joins in which it is redundant in the context of the
select clauseselect distinct”. This is described in detail in Section 4.4.3.3
where we gave a typical example (Example 4.4.8, page 113)hnhiggested that
removal of this redundancy could reduce the join cost by 80%.

6.11.1 Hypotheses

¢ Removing the redundant keywordi'stinct” from the select clauseselect
distinct” will increase join dficiency.

e The dfect will be negligible below a certain threshold determibgdhe num-
ber of rows returned by the join.
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6.11.2 Method

In this experiment we submit batches of joins to the dataheeatical except that
one batch has albelectclauses containing the redundanti$tinct” keyword
while the other does not. As for the previous experimentsmeasure theatio

of the optimized batch cost (redundanti$tinct” keyword eliminated) to the
unoptimized batch cost (includes redundahistinct” keyword). We reason that
since the distinct” keyword triggers a redundant sort, then the advantage of
eliminating it will be negligible when the time required torsthe rows returned by
the join is very small, relative to the total join processtimge. For this reason:

e The independent variable in this case is the average nunfib@ws returned
per join: Rowg Join.

e The dependent variable is the cost r&ignas defined in Table 5.1 (page 139).

All results are for tables with number of rovigkows = 500 000. All joins con-
sist of a single restriction defined by a single interval. édlumns cited in query
restrictions are indexed with a “normal” B-tree index.

Example 6.11.1.The following is a typical join drawn from the batch used in thes
experiments:

select distinct t1.ID idl, t2.ID id2, t1.COL8 cl
from TAB6 tl, TAB1l t2

where t2.COL2 = t1.COL2

and t2.COL5 > 51547332

and t2.COL5 < 52588692;

6.11.3 Results and Analysis

Figure 6.11(b) plotR.,m, versusRowg Join. This optimization works because an
unnecessary sort of returned rows is avoided when the redtnkleyword
“distinct” is eliminated from the select clause of the join. When the hanof
rows returned is small, the sort requires negligible timas@dvantage is gained.
WhenRowg Join > 1,000 the cost of the sort becomes significant and produces a
nearly uniform average saving of approximately 60%. Thisasquite the saving
suggested by Example 4.4.8 (page 119) where the SQL optipriedicted a saving
of around 80%. However, the 80% figure isestimatdor just one query. The 60%
result we report here is empirical for batches comprising jbins, so it is a sta-
tistical average. Although it is beyond the scope of thisegkpent, we conjecture
the sort cost increases suddenly in the step-wise fashiéigafe 6.11(b) because
it triggers disk jo.
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6.11.4 Conclusion

Elimination of the redundant keywordifstinct” is worthwhile whenever the
number of rows returned by the join exceeds a certain thidsfAde threshold is
determined by the cost of the redundant sort. The hypottesesonfirmed.

6.12 Queries “is not null” elimination

The objective of this experiment is to confirm or otherwise #ficacy of elimi-
nating the key phrasei$ not null” in queries in which it is redundant in the
context of thewhereclause fihere COL is not null”. This is described in de-
tail in Section 4.4.3.4 where we gave a typical example (E}am.4.9, page 120)
which suggested that removal of this redundancy could hHakeuery cost.

6.12.1 Hypotheses

e Removing the redundant key phrasiss“not null” from the where clause
“where COL is not null” will increase query #iciency.

e The dfect will be negligible below a certain threshold proportbto the
number of rows returned by the query.

6.12.2 Method

In this experiment we submit batches of queries to the dagldentical except that
one batch has alivhereclauses containing the redundadt“not null” phrase
while the other does not. As for the previous experimentspwasure theatio
of the optimized batch cost (redundarits” not null” eliminated) to the unop-
timized batch cost (includes redundait“not null” keyword). We reason the
advantage of eliminating the phrase will be negligible whies time required to
check the rows returned by the query is very small, relatvéhé total query pro-
cessing time. For this reason:

e The independent variable in this case is the average nunhbews returned
per query:RowgQuery.

e The dependentvariable is the cost r&ig, as defined in Table 5.1 (page 139).

All results are for tables with number of roiRows= 500 000. All queries con-
sist of a single restriction defined by a single interval. @dlumns cited in query
restrictions are indexed with a “normal” B-tree index.
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Example 6.12.1.The following is a typical query drawn from the batch used in
these experiments:

select distinct t.ID, t.COL7, t.COL4, t.COL3
from TAB2 t

where t.COL2 > 52042096

and t.COL2 < 52042200

and t.ID is not null;

6.12.3 Results and Analysis
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(a) Queries “is not null” elimination (b) Joins “is not null” elimination

Figure 6.12:"is not null” elimination : In the case of queries, eliminating the redundant phrase
from the whereclause of the batch of queries scarceffeats query ficiency (Figure 6.12(a)). In
the case of joins, the simplification produces a very smathrly uniform saving of approximately
5% (Figure 6.12(b)).

Figure 6.12(a) plot$.om versusRowgQuery. We first considered this opti-
mization in Example 4.4.9 (page 120) where the SQL optimizedicted a saving
of around 50%. However, our experiments with batches ofigearonsistently
failed to show any significant optimization across a widegeaafRowsg Query:.

6.12.4 Conclusion

The results displayed in Figure 6.12(a) suggest we havedary little or nothing
by eliminating the redundant phrasis® not null” from the whereclause. We
conclude that, on average, for queries tfed is too small to be significant. The
hypotheses are not confirmed.

6.13 Joins “is not null” elimination

The objective of this experiment is to confirm or otherwise dlicacy of eliminat-
ing the key phrasei’s not null”in joins in which it is redundant in the context
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of the whereclause tthere COL is not null”. This is described in detail in
Section 4.4.3.4 where we gave a typical example (Exampl84pé4ge 120) which
suggested that removal of this redundancy could halve tbeyqiost.

6.13.1 Hypotheses

e Removing the redundant key phrasis“not null” from the where clause
“where COL is not null” will increase query #iciency.

e The dfect will be negligible below a certain threshold proportbto the
number of rows returned by the query.

6.13.2 Method

In this experiment we submit batches of joins to the datghesatical except that
one batch has allvhereclauses containing the redundait“not null” phrase
while the other does not. As for the previous experimentspwasure theatio
of the optimized batch cost (redundarits” not null” eliminated) to the unop-
timized batch cost (includes redundait“not null” keyword). We reason the
advantage of eliminating the phrase will be negligible whies time required to
check the rows returned by the join is very small, relativéhiototal join process-
ing time. For this reason:

e The independent variable in this case is the average nunibews returned
per join: Rowg Join.

e The dependentvariable is the cost r&ig,as defined in Table 5.1 (page 139).

All results are for tables with number of rovi®&ows = 500 000. All joins con-
sist of a single restriction defined by a single interval. édlumns cited in query
restrictions are indexed with a “normal” B-tree index.

Example 6.13.1.The following is a typical join drawn from the batch used in thes
experiments:

select distinct t1.ID idl, t2.ID id2, t1.COL8 cl
from TAB6 tl1l, TAB1 t2

where t2.COL2 = t1.COL2

and t2.COL5 > 51547332

and t2.COL5 < 52588692

and t1.ID is not null

and t2.ID is not null;
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6.13.3 Results and Analysis

Figure 6.12(b) plot&.om versusRowg Query. We first considered this optimization
in Example 4.4.9 (page 120) where the SQL optimizer prediatsaving of around

50%. However, our experiments with batches of joins prodwceonsistent saving
of just 5% across a wide range Rbwg Query;.

6.13.4 Conclusion

Elimination of the redundant phrasés' not null” produces a measurable but
very small increase in quenfteiency of approximately 5%. Thefect we mea-
sured was almost uniform across a wide rang&oWwg Join. Although we have
confirmed an fficiency gain, the magnitude of the gain is considerably less the
50% gain suggested by the SQL optimizer itself which we rejpd8ection 4.4.3.4
(page 120). We conjecture the reason for this is that théiwvela small computa-
tional cost of checking all values are non-null is swampethieycaching of tabular
data as the query batch proceeds. The hypotheses are méesstbonfirmed.

6.14 Query Restriction Introduction and Removal

The objective of this series of experiments is to invesigae dficacy of intro-
ducing additional predicates into queries, or eliminatimgm. This was described
in detail in Sections 2.5.3 (page 34) and 2.5.2 (page 31emsely. The extra
predicates are generated as a consequence of a rule thatdraslibcovered that
correlates the values of an unindexed column of low seligind an indexed col-
umn of high selectivity. In the following experiments, thee is of the form:

if COL20 = ’x’ then COL1 between a and b;

In the above ruleCOL20 is the unindexed column of low selectivity whi®®L1
Is the indexed column with high selectivity. We expect gegniestricted only on
COL20 to provoke a full table scan, since no index exists on thisrool. Conversely,
an additional predicate restricted GaL1 would be expected to provoke the SQL
optimizer into consulting the index atoL 1, thus avoiding a full table scan. This is
restriction introduction

Itis equally possible to view the correlation captured by iille above the other
way around. That is, we discover a rule of the form:

if COL1 between p and g then COL20 = ’y’;

Again, COL20 is the unindexed column of low selectivity whit®L1 is the indexed
column with high selectivity. When a query appears with restms on bothCOL1
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and COL20 and the restriction oil€0L20 can be inferred from the restriction on
COL1 via the above rule, then we reason the restrictiorC20 can be ignored,
simplifying the query. This igestriction removal

For the purposes of comparison, we report on lrestriction introductiorand
restriction removakimultaneously. In addition, we introduce another vagamy
considering the following two scenarios.

1. The column of low selectivityQOL20) is unindexed.

2. The column of low selectivityQOL20) is indexed using &itmap indexCyran,
Lane & Polk 2008).

The first scenario above is typically what researchers in 8&@ in mind when re-
striction introduction and removal is described (Chomid@02, Lowden & Robinson
2002, Cheng et al. 1999).

The second scenario above recognises the fact that, inqgaaitis most likely
that the column cited in the rule pre-condition would be etewith a bitmap
index, which is particularly suited to columns of low seieity (Chan 200%). It
turns out this has a positivetect on the queryféiciency, as our results below in
Section 6.14.3 show.

6.14.1 Hypotheses

e Restriction introductionAdding a restriction on an indexed column of high
selectivity will increase queryficiency.

e Restriction removalRemoving a restriction on an unindexed column of low
selectivity will increase queryticiency.

e Effect of bitmap The presence of a bitmap index on the unselective column
will reduce the relative ffectiveness of restriction introduction.

6.14.2 Method

1. We first establish a baseline with a batch of normal queestsicted only on
COL20, the unindexed column with low selectivity. The followirga typical
baseline query drawn from the batch used in these expersment

select t.COL1, t.COL20
from TAB1 t
where t.COL20 = ’B’;
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2. The restriction introduction rule is then applied and ddional predicate
generated for each normal query that restricts colaoiri, which is indexed
with a normal B-tree index. The modified queries are then tevsiied. The
baseline query is modified in the following way:

select t.COL1, t.COL20

from TABl t

where t.COL20 = ’'B’

and t.COL1 between 46700008 and 46879992;

3. The restriction elimination rule is then applied and t&tniction onCOL20 is
removed, leaving only the restriction @0L1. The modified queries are then
re-submitted. The query is modified in the following way:

select t.COL1, t.COL20
from TABI t
where t.COL1 between 46700008 and 46879992;

The independent variable @Gardinality expressed as a percentage of the total num-
ber of table rows. The dependent variabl&is,, the combined metric cost ratio.
Number of table rows is 75000.

6.14.3 Results and Analysis

Consider Figure 6.13(a) which pictures the traditional acenwhere a restriction
on unindexed0L20 is supplemented with an additional restriction on indexeicl
(redline). Our results repeatedly confirmed that once the cahtyrof the result set
exceeds a certain threshold (approximately 10% for ouetdaiples), this provokes
the SQL optimizer to opt for a full table scan. This is becatleeSQL optimizer
judges the resources required to first consult the indeg0dr1 would exceed the
resources required to perform a full table scan. Therefar@dvantage is conferred
by the additional predicate in this situation, which coegoproximately 90% of the
range of query selectivities from 10100%. In fact, there is only a small range
of query selectivities from approximately-02% where the additional predicate
confers an advantage. The results for query selectiviigba range 2 10% are
initially counter-intuitive. The additional predicaterffrom reducing query cost,
provokes the optimizer into choosing a path which is up torf&s more costly than
a full table scan. We studied the execution plans producddd$QL optimizer in
these circumstances and repeatedly confirmed the optijnages it worthwhile to
consult the index oKOL1 for cardinalities under approximately 10%. In fact, the
actual execution time turns out in these circumstances sogogficantly longer. We
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Figure 6.13:Query restriction introduction and elimination : The traditional scenario is pic-
tured in Figure 6.13(a) where a restriction on unindege20 is supplemented with an additional
restriction on indexedOL1 (red line). Conversely, the restriction on unindexeel.20 can be re-
moved leaving only the restriction a@oL1 (greenline). A more realistic scenario is pictured in
Figure 6.13(b). Here the low selectivity colurdaL20 is indexed with a bitmap. In Figures 6.13(c)
and 6.13(d) we compare théieiency gain produced with and without a bitmap indextoh20 by
combining the results from Figures 6.13(a) and 6.13(b)oAdsluded is the fect of simply adding
the bitmap index t@OL20.

emphasize that our optimizer settings are the standaralisttting for the Oracle
RDBMS and optimizer statistics were always “fresh”.

Consider thegreenline of Figure 6.13(a) which pictures the traditional sagma
where a restriction on unindex€dL20 has been eliminated. Again, once the cardi-
nality of the result set exceeds a certain threshold (apmabely 10% for our target
tables), this provokes the SQL optimizer to opt for a fullléakcan. However, we
obtain a useful increase in querffieiency across the selectivity range-A0%, a
far better result than for restriction introduction.

Now consider Figure 6.13(b) where we display results forcdyahe same
qguery batches, but this time we have placed a bitmap indexonaa® (red line).
The primary beneficialféect of the bitmap is that the SQL optimizer now accurately
predicts the cardinality of the result set. We studied theeakon plans produced by
the SQL optimizer in these circumstances and repeatedifjrowd the optimizer
firstly “pre-selects” using the bitmap index, then scanagigie B-tree indek The

3The details of the execution plan are beyond the scope ofatmdysis. In fact, the Oracle
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cost of scanning the two indexes is not the same; scanningtinap index is typ-
ically judged by the SQL optimizer to be a factor of 10 lesstlyakhan scanning
the B-tree index. The overalffect of using both indexes is that querfjigency is
increased up to a selectivity of approximately 10% when Q& Sptimizer orders
a full table scan regardless of the indexes.

Consider thegreenline of Figure 6.13(b) which pictures the scenario where a
restriction on unindexedoL20 has been eliminated. Comparing ttBaency gain
with the restriction introduction case, we again see regn elimination yields a
better result, although for query selectivity from-180% the gain is less than 10%.

Consider Figures 6.13(c) and 6.13(d). These display ex#otlysame results
as Figures 6.13(a) and 6.13(b) but plotted on the same gaapdate of compar-
ison. Also included is thefBciency gain produced by simply placing the bitmap
on COL20 without the addition or removal of restrictions. The baselin each
case is the cost for queries restricted only@m.20 without a bitmap. Consid-
ering the magnified results displayed in Figure 6.13(d), eethat in the case of
the bitmapped’0L20, the major #iciency gain is produced simply by the pres-
ence of this indexgink line). A small additional gain is produced by introducing
a restriction plueline) and again the biggest advantage is realised by elimgpa
restriction greenline).

6.14.4 Conclusion

We now consider the experimental results with respect thyipotheses above in
Section 6.14.1.

e Restriction introductionThe traditional scenario of restriction introduction is
highly restricted in its usefulness. In order to provoke3iGg optimizer into
efficiently utilising the index associated with the additiopeddicate, the op-
timizer must be able taccuratelypredict the cardinality of the result set. Our
results repeatedly showed it was quite easy to “fool” thénoger into mak-
ing the wrong decision. This is most dramatically shown igufe 6.13(a)
for query selectivities between-210% where the optimizer has significantly
underestimated the cost of index scanning. Restrictiondloiction increased
query dficiency only for query selectivities in the narrow range opaxi-
mately 0— 2%. For query selectivities greater than approximately /1%
SQL optimizer orders a full table scan and the extra predibas no ffect.
The hypothesis is therefore confirmed only for the lowestygelectivities
in the narrow range of approximately-02%.

optimizer uses &ash joirtto eficiently correlate the information contained in these twaeixes and
it is primarily this that leverages the advantage of usinth imdexes.
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e Restriction removal The removal of the redundant restriction on the unse-
lective column was a morefective strategy than adding a restriction on the
selective column, regardless of the presence of a bitmagxiod the unselec-
tive column. Restriction removal increased queffyceency across approxi-
mately the range for which the SQL optimizer does not ordetladble scan
(0-10% in our experiments). The hypothesis is therefore coefirfar query
selectivities in the range of approximately-@0%.

e Effect of bitmap The primary beneficial feect of adding a bitmap index
to unselective columiOL20 is that it allows the SQL optimizer to accu-
rately predict the cardinality of the result set. This isachg shown in Fig-
ure 6.13(d). In fact the benefit of the bitmap index alone @nthselective
column is almost as great as when this is combined with thdiaddl re-
striction on the selective column with the B-tree index. Tlypdthesis is
thereforenot confirmed because in fact the bitmap index enhances thérestr
tion introduction strategy.

6.15 Joins Restriction Introduction and Removal

The objective of this series of experiments is to invesédhe dficacy of introduc-
ing additional predicates into joins, or eliminating thefinese experiments repeat
the scenario described in detail above for queries in Se@id4 but with restric-
tions applied to one half of the equi-join.

6.15.1 Hypotheses

e Restriction introductionAdding a restriction on an indexed column of high
selectivity will increase join ficiency.

e Restriction removalRemoving a restriction on an unindexed column of low
selectivity will increase join ficiency.

e Effect of bitmap The presence of a bitmap index on the unselective column
will reduce the relative fectiveness of restriction introduction.

6.15.2 Method

1. We first establish a baseline with a batch of normal joinsmlone table is
restricted only onCOL20, the unindexed column with low selectivity. The
following is a typical baseline join drawn from the batch dgethese exper-
iments:
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select t1.COL1, t1.COL20®, t2.COL1l, t2.COL20
from TAB1 tl1, TAB2 t2

where t1.COL5 = t2.COL5

and t1.COL20 = 'B’;

2. The restriction introduction rule is then applied and ddional predicate
generated for each normal join that restricts colut@hl, which is indexed
with a normal B-tree index. The modified joins are then re-stteoh The
baseline join is modified in the following way:

select t1.COL1, t1.COL20®, t2.COL1l, t2.COL20
from TAB1 tl1l, TAB2 t2

where t1.COL5 = t2.COL5

and t1.COL20 = ’'B’

and t1.COL1 between 46700008 and 46879992;

3. The restriction elimination rule is then applied and téstriction onCOL20
is removed, leaving only the restriction 6aL1. The modified joins are then
re-submitted. The join is modified in the following way:

select t1.COL1, t1.COL20®, t2.COL1l, t2.COL20®
from TAB1 tl1, TAB2 t2

where t1.COL5 = t2.COL5

and t1.COL1 between 46700008 and 46879992;

The independent variable @Gardinality expressed as a percentage of the total num-
ber of table rows. The dependent variabl&is,, the combined metric cost ratio.
Number of table rows is 75000.

6.15.3 Results and Analysis

We first note that results for joins with and without a bitmagex on the unselective
COL20 are almost identical, so no significant advantage (or desaidge) results
from this index. For join selectivities between-030% the SQL optimizer has
significantly underestimated the cost of consulting thedg&index onCOL1. The
restriction removal strategy produces a better result tieatriction introduction,
which is analogous to the result reported for queries abho&ection 6.14.

6.15.4 Conclusion

We now consider the experimental results with respect thyipotheses above in
Section 6.15.1.
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Figure 6.14:Join restriction introduction and elimination : Restriction introduction does not
benefit the equi-joins tested in our experimental batcheatdrom a narrow range of the most se-

lective

joins. Restriction removal produces a better tesnlhancing join ficiency for selectivities

in the range G- 3%. The presence of a bitmap index on the unselective coluaemb impact on

overall

join dficiency.

Restriction introductionAdding additional restrictions to the equi-joins that
we tested is not a promising strategy to increase quffigiency. Although
we measured anfigciency gain for joins with very low selectivity, we found
the SQL optimizer significantly underestimated the costafsulting the B-
tree index on the column cited in the introduced restrictibhis is the same
result we observed as for simple queries, only tfieat is more pronounced.
The hypothesis is not confirmed except for a very narrow raxfigan selec-
tivities where the SQL optimizer is able to accurately pcethe cardinality
of the result set.

Restriction removal Removing the redundant restriction on the unselective
column yielded a modest gain in joirfieiency for joins with selectivities

in the range O- 3%. Restriction removal is a more promising strategy than
restriction introduction, a result that we also observedimple queries. The
hypothesis is confirmed for a narrow range of joins with very Eelectivity.

Eftect of bitmap The presence or absence of a bitmap index on the unse-
lective column has noffect on overall join #iciency. The hypothesis is not
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confirmed.

6.16 Summary

The main objective of this Chapter is to present the resultssefries of experiments
whose overall aim is to demonstrate tHeeetiveness of the tierent types of SQO
we described first in Chapter 2 and expanded upon in Chapter #ti¢atfeature
of our experiments is that the database schema we emplaixkEmulates typical
schemas found in real RDBMS environments. In particular, we gesults for
gueries against large tables with columns thairdexed To our knowledge, these
are the first comprehensive empirical results which dematesSQO for queries
and equi-joins, in the presence of standard indexes.
The main contributions of this Chapter include the following

¢ In the case ofinindexed tablesnve confirm that the gain in queryfiency
increases linearly with increasing probability of an uissatble query. The
gain in query #éiciency is accurately predicted by the idealised cost moidel o
Section 5.4.2.3 and is almost independent of table size. i&lyour cost
model sets an upper bound for the amount of optimization weesgect
from detecting unsatisfiable queries. That is, even if th& ob detecting
unsatisfiable queries is negligible (and it is not), the mmaxin amount of op-
timization is irrevocably determined by the prevalencerfatisfiable queries
(Section 6.3).

¢ In the case oindexed tableswe confirm that the gain in quenyffeiency
increases linearly with increasing probability of an uissatble query. The
gain in query #éiciency is accurately predicted by the idealised cost moidel o
Section 5.4.2.3 and is almost independent of table sizdi(hes.4).

¢ In the case ofndexed tableswe confirm that the gain in joinfigciency in-
creases linearly with increasing probability of an ungiatde join. The gain
in join efficiency is accurately predicted by the idealised cost moti€ea-
tion 5.4.2.3 and is almost independent of table size (Se&tid).

e Although the extra computational costs incurred by the sgimaguery pre-
processor are relatively small (compared to the computatioost of pro-
cessing the query with the normal SQL optimizer) for uniretktables, these
costs cannot be discounted when tables are sensibly indds@dour pro-
totype semantic optimizer, the probability of an unsatidéaquery needs to
be approximately 10% (for queries) or 20% (for equi-joins)break even
(Sections 6.3, 6.4 and 6.7).
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¢ In the case ofndexed tableswe confirm for both queries and joins that as
query dfficulty (as defined in Section 5.3.2) increases, so does the cost of
semantically preprocessing the queries. An increasinggton of unsat-
isfiable queries is required to break even. However, for rmbdembers of
restrictions per queryR/Q ~ 5) and intervals per restriction /R ~ 5) our
prototype semantic optimizer breaks even when the prababflan unsatis-
fiable query P) reaches- 0.2 (Sections 6.5, 6.6, 6.8 and 6.9).

¢ We confirm that, for both queries and joins, it is worthwhilengnating the
redundant keyworddistinct” from the select clauseselect distinct”.
However, averaged out over a large number of queries(joths) net sav-
ing made was significantly less than predicted by the SQLmopér (Sec-
tions 6.10 and 6.11).

e With regard to eliminating the redundant key phrase ‘hot null” from
the where clausewhere COL is not null”, for queries we were unable
to show a consistent averagi@ency gain. For joins, we measured a con-
sistent average gain of just 5%. Both of these results areaniizly less
than predicted by the SQL optimizer (Sections 6.12 and 6.C2)mparing
this result with the result for eliminating the redundangwerd “distinct”
above, we may conclude that the cost of performing the reahuinsort is
more significant than the cost of checking values are noh-nul

e We consistently observed that for both queries and joiresrektriction re-
moval strategy was significantly morefective tharrestriction introduction
With standard SQL optimizer settings, the Oracle RDBMS teridethderes-
timate the cost of B-tree index scanning on the introducedipage, resulting
in sub-optimal execution paths. Restriction removal wag sede dfective
for queries and joins with low selectivity; i.e., where therdinality of the
result set was low compared to total table size. These seesttingly suggest
an dfective SQO strategy for tables of the type we have studieddivoe
to look for rules that allow restrictions on columns of lowesgivity to be
eliminated. (Sections 6.14 and 6.15).
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7.1 Introduction

The interval algebra we develop in Chapter 3 is central to esearch. It is the
basis of our reasoning engine which we utilise to impleme@OSSo far in this

thesis, we have primarily focussed on the operations caetipm disjunction and
negation with intervals and interval lists. However, instlthapter we focus on
the use of intervals in other areas of research. We hightlghtversatility of the

interval algebra we have implemented and how it can be edilis a variety of

areas with very little extension or modification. We begindsaminingarithmetic

with intervalsover the Real numbers. We then examitamporal intervalsvhere

the intervals are conceived to specifically represent pgeras time.

The remainder of this chapter is set out as follows.

e We firstly focus on interval arithmetic, showing how the foasic arithmetic
operations of orthodox interval arithmetic can be meanilgiextended by
subtly altering the treatment of the two infinities and zevbile extending the
range of intervals to include both inclusive and exclusinets (Section 7.2).

e We then show how arithmetic with intervals can be easily reel to arith-
metic with interval lists and how this can be used to extemeriml division
(Section 7.3).

e We study the special case of temporal intervals, describog the Allen
interval algebra (Allen 1983) is fully expressible withiaroown interval al-
gebra and how it can be meaningfully extended to include inaflasive and
exclusive limits (Section 7.4).

7.2 Interval Arithmetic

The fundamental idea of interval arithmetic is that caltales are performed on
pairs ofintervals rather than pairs of numbers (Clemmesen 1984). Applying an
arithmetic operation, such as addition, to a pair of intisrygelds an interval con-
taining all numbers resulting from applying the same openab all pairs of num-
bers from the two intervals (Hickey, Ju & Emden 2001, Clemme&<$84). The in-
tervals referred to in interval arithmetic are conventibndefined on the Real num-
bers by their endpoints in the following way (fMoz & Lester 2005, Walster 2000).

[abl={xeR:a<x<b}
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The numbers, b € R form the left and right bounds of the intervallf a > b the
interval is empty and the intervala, a] denotes the poirit (Mufioz & Lester 2005,
Hickey et al. 2001).

The intervals that result from the application of the fouthanetic operations
addition &), subtraction €), multiplication (x) and division ¢) are given by the
following formulae (Muioz & Lester 2005, Hickey et al. 2001, Walster 200Q)s
the interval[a, b] andB is the intervalc, d] wherea, b,c,d € R.

A+B=[a+cb+d]
A-B=[a-d,b-]
Ax B =[min(S;1), max(S;)] whereS; € {ac, ad, bc, bd}
A+ B =[min(Sy), max(Sy)] whereS; € {a/c,a/d, b/c, b/d}

For interval multiplication, the left and right bounds atesen fromS,, the set of
products{ac, ad, bc, bd}. For interval division, the left and right bounds are chosen
from S,, the set of quotientga/c, a/d, b/c,b/d}. Interval division is not defined
when the interval divisorg in the formula above) includes zero.

The basic interval arithmetic operations on the Real humbefsmed above
are closed provided interval divisors containing zero are disalldwer division
(Walster 2000). They can also be extended to handi®is infinity and plus infin-
ity. In this case the set of numbers is called Ebgended Realg/hich is defined to
be the seR U {o0,0}. The following extra definitions are applied to intervals on
the Extended Reals (Hickey et al. 2001).

[[c0,b] = {xe R: x< b}
[afo] = {xeR:a< x}
[_oo,+oo]:R

7.2.1 Dfferences in our interval implementation

We now describe several importanftdrences between our implementation of in-
tervals and the orthodox implementation described above.

We first introduced the idea of incorporatimginus infinity and plus infinity
into our generic data typ€ in Section 3.2.5 (page 47) and the Extended Reals was
the model we had in mind. We have implemented a version of dhe ihterval
arithmetic operations described above for the numeric iga@and these incorpo-
rate the handling ofinus infinityand plus infinity in an analogous manner to that

LIn this thesis we use the terms “left” and “right” respedyvearoughout, rather than the more
orthodox “upper” and “lower” to avoid confusion with our dgfions for conjunction and disjunc-
tion in Chapter 3.

2We use this as our definition of the null interval. See Secdi@nl.2, page 61.
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described by, for example, (Hickey et al. 2001, Walster 2000

e However, our implementation is more general in that we mgeus infinity
and plus infinity with data types other than numeric. When we use these
terms with non-numeric data types, we intend only to conveyitiea of a
value which would always be the first(last) value were it atideany ordered
list of values. While our implementation does not in genellalaarithmetic
on non-numeric data typgst nevertheless recognisesnus infinityandplus
infinity as special constants and these are dealt with in a meanimgfusuch
that the conjunction, disjunction and negation operatammsterval data are
implemented correctly.

¢ Ourinterval implementation fers in its treatment dimits. Limits were first
described in Section 3.3 (page 48) and we deliberatelyedeidte four lim-
its “(,),[,]” as operatorsthat may only operate on values to prodbceinds
(Section 3.4, page 51). The outcome for intervals is that Nesvaboth in-
clusive and exclusive bounds. So rather than just the iakgayb] we allow
the four intervalsi(a, b), [a, b), (& b], [a, b]. This allows us to meaningfully
apply the arithmetic operators to a wider set of intervals.

We now describe how we extend interval arithmetic to includervals with both
inclusive and exclusive bounds. For clarity we initiallynsoder only the Real num-
bers and neglect the special cases involvimgus infinity and plus infinity. \We
then give our own algorithm faextended interval arithmetiand show howninus
infinity andplus infinity can be &ortlessly incorporated.

7.2.2 Extending Interval Addition

We gave the formula for interval addition in Section 7.2 @a§4) above as:
A+B=[a+cb+d]

whereA is the intervala, b] andB is the intervalc, d] anda, b, c,d € R. However,
if we relax the requirement that the left and right boundstrbesnclusive, we still
obtain meaningful results with clear semantics. Figure(fabe 197) sets out all
the possibilities that may arise in this extended interdaliton. We now provide
an informal proof for the results shown in Figure 7.1.

Theorem 7.2.1.Extended Interval Addition The result of applying the addition
operator to intervals comprising both inclusive and exslasounds is given by the
table of Figure 7.1.

3See Section 7.4 below (page 215) for examples of intervtilragtic with thedatedata type.
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Aa B. Aa + B, Ab Ba Ab + Bq
[a [c [ atc b] d] b+d |
[a |(c | (atc b]| d) b+d )
(a [c | (a+c b) d] b+d )
(a |(c | (a+c b)| d) b+d )

Figure 7.1:Extended interval addition A + B: When the requirement is relaxed that the left and
right bounds must be inclusive, interval addition stilllgie meaningful results with clear semantics.
This table sets out the four possibilities for each of thedef right bounds. The result reduces to
the orthodox interval addition formula when both intenae composed of inclusive bounds.

Proof. We use the right arrow symbol-3” in the proof below to mean “ap-
proaches” in the sense of the Calculus of Limits (Anton 198#&nsider the result
for orthodox interval addition:

A=[ab]
B =[c,d]
A+B=[a+cb+d]

=[x Y] where x=a+c, y=b+d

Consider how this result must change if the first interval faid]. We replace the
exclusive left bound with an inclusive left bound in the fwilgy way:

A=(ab]
= [a,b] where d > a

Adding the two intervals yields the following:
A+B=[a +cb+d]
Now consider what happens a'sapproaches a from the right:
a!i_rl; (@ +c)=x

Therefore we may write:

A+B=(xb+d]

=(a+cb+d]

An analogous argument can be made for the other cases depidtegure 7.1.
Inspection of Figure 7.1 yields the simple rule that if onenwre of the bound
limits is exclusive, {” or “)”, then the result of the addition is also exclusive.
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7.2.3 Extending Interval Subtraction

We gave the formula for interval subtraction in Section page 194) above as:
A-B=[a-db-C]

whereA is the intervala, b] andB is the intervalc, d] anda, b, c,d € R. However,
if we relax the requirement that the left and right boundstrbesnclusive, we still
obtain meaningful results with clear semantics. Figuresét2 out all the possibil-
ities that may arise in this extended interval subtractibhe proof of the results

A, | Bqg | Aa-Bg Ay | B | Ap-B.
[a d] | [a-d b] | [c b-c ]
[a d) | (a-d b] | (c b-c)
(a d] | (a-d b) | (c b-c)
(a d) | (a-d b) | (c b-c)

Figure 7.2:Extended interval subtraction A — B: When the requirement is relaxed that the left
and right bounds must be inclusive, interval subtractidhydelds meaningful results with clear
semantics. This table sets out the four possibilities fohes the left and right bounds. The result
reduces to the orthodox interval subtraction formula wheth fintervals are composed of inclusive
bounds.

depicted in Figure 7.2 proceeds in an analogous fashioretprtiof sketched above
in Section 7.2.2 for Extended Interval Addition. Again, weige at the simple rule
that if one or more of the bound limits is exclusiv€, br “)”, then the result of the
subtraction is also exclusive.

We defer descriptions of how we extend interval multiplicatand division
until Sections 7.2.5 (page 203) and 7.3.2 (page 210) rasphct

7.2.4 Algorithm for Extended Interval Arithmetic

We now describe a general algorithm fextended interval arithmetiEIA) on
the Real numbers. We first describe the major innovationseftporithm. We
then state the algorithm itself in Section 7.2.4.1 (page).19%is is followed in
Section 7.2.4.2 (page 201) by a description of how the dlgorimust be restricted
to maintain its validity when, for example, we allowinus infinityandplus infinity
to be one or both of the operands.

The major innovations of this algorithm are:

¢ We allow arithmetic with intervals that include both indltesand exclusive
bounds. For example, the following calculation is allowed:

[3,5) + (100 105 = (103 110)



7.2. Interval Arithmetic 199

e We apply the arithmetic operati@t the bound levelThat is, we never simply
apply the arithmetic operator to the two values. Instead Jithit which is
associated with eadkalueis always included in the calculation.

e We allow a restricted occurrence miinus infinityandplus infinity, which we
treat as special constants and which, we argue, enhancetessiveness of
interval arithmetic.

¢ We allow division by values thapproachzero. This facilitates calculation
with a wide range of cases that would be disallowed by ortRadterval
division.

For clarity, we first reiterate some helpful definitions fr@hapter 3. Table 7.1

lists the various types of numeric bounds which we refer o dreir equivalent
definitions in set notation.

Name Bound Set
Inclusive left bound [a {(xeR:a<x}
Inclusive right bound b] {(xeR:x<b}
Exclusive left bound (a {(xeR:a<x}
Exclusive right bound b) {(xeR:x<h}
Inclusive zero bound | [0 {(xeR:0<x
Inclusive zero bound 0] {(xeR:x<0}
Exclusive zero bound| (O {(xeR:0< x}
Exclusive zero bound 0) {xe R:x< 0}
Inclusive infinite bound| [0 {(xeR: o0 <X}
Inclusive infinite bound foo] | (Xxe R: X< Yoo}
Exclusive infinite bound (oo {xeR: Teo < X}
Exclusive infinite bound foo) | {xe R: X< Yoo}

Table 7.1: Some useful numeric boundsdefined over the Real numbers and their equivalent
definitions in set notation.

7.2.4.1 Statement of EIA algorithm

We first give an algorithm to determine if the bound which tessinom a given cal-
culation is inclusive or exclusive. This algorithm detemes only this information;
it does not determine whether the bound is a left bound ortd bigund.

Algorithm 7.2.1. Inclusive or Exclusive BoundLet B; and B, be any two bounds,
as we have defined then in Definition 3.4.1 (page 51). BoyntbBiprises a limit
|, and a value ysuch that B = I,v;. Similarly, bound B comprises a limitd and
a value y such that B = |,v, Let “®” denote any of the four interval arithmetic
operations:® € {+, —, X, +}. Then:

If B1 is an inclusive zero bound then
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B; x By is inclusive;
B; - By is inclusive;

else if B is an inclusive zero bound then
B1 x By is inclusive;
B:1 =+ By is undefined;

else if B is inclusive and Bis inclusive then
B: ® By is inclusive;

else B ® B, is exclusive;

In fact it is a little easier in this case to state the algonitimformally: If both
bounds are inclusive then the result is also inclusive,ratise the result is exclu-
sive. The exceptions are multiplication with an inclusieeabound, which always
results in an inclusive zero bound and division where thédivd is an inclusive
zero bound, which always results in an inclusive zero bound.

We now state the EIA algorithm itself. When we refer to the Hodox formu-
lae” for interval arithmetic we mean precisely the formules state in Section 7.2
(page 194) for the four basic arithmetic operations.

Algorithm 7.2.2. Extended Interval Arithmetic Consider an arbitrary interval

| = Ba, By, comprising left bound Band right bound B. Similarly, interval J=
B, B4 comprises left bound Band right bound B. Each bound in turn comprises
a limit and a value: B= |;v; where i€ {a,b,c,d}. Let “®” denote any of the four
interval arithmetic operations® € {+,—, x,+}. When one of these operators is
applied to intervals | and J, it is always the case that one apdris supplied by
I, which we will indicate with the subscript “i”, while the other supplied by J,
which we will indicate with the subscript “j”. Then® J is calculated as follows:

1. Apply the orthodox formula for interval arithmetic to thppropriate value
pairs: v ® v;

2. For each pair of operands in 1, apply Algorithm 7.2.1 udingts |; and |, to
decide if the answer is inclusive or exclusive.

3. In the case of multiplication and division, discard proth(quotients) that
are classified asindefined

4. In the case of multiplication and division, choose theimim value y;, and
apply the inclusive or exclusive left limit, as dictated byS2milarly, choose
the maximum value,yx and apply the inclusive or exclusive right limit, as
dictated by 2.

Point 3 in Algorithm 7.2.2 above foreshadows Figure 7.3 ¢a@1) and is
explained in Section 7.2.4.2 below. Examples of discardimgefined products and
guotients are given in Sections 7.2.5 and 7.3.2.
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7.2.4.2 Restrictions applied to EIA algorithm

Operator | Undefined Operation | Result

+ - X, either operand [*0] -
+ B = [0] -
X (0 x (o0 un’
X (0 x To0) un®
X 0) x (o0 un”
X 0) x Fo0) un’
+ (o + (o un”
+ (o0 + *o0) un
+ o0) + (o0 un’
+ To0) = To0) un”
- 0= un”
- 0+0) un’
- 0)=(@ un’
+ 0) = 0) un®

Figure 7.3:Undefined operations for Extended Interval Arithmetic: The table lists the arith-
metic operations for which are undefined when we carry owreded interval arithmetic (EIA). The
first row prohibits any operations with the inclusive infiei. The second row prohibits any division
by an inclusive zero B” denotes any bound). The remaining rows list the exclusases involv-
ing zero and infinity which are undefined. For multiplicatitime operation with operands reversed
is omitted, since multiplication is commutative. In tResultcolumn, “un™” denotes “undefined
positive”; “un~” denotes “undefined negative”.

We apply the following restrictions to our EIA algorithm.
1. Restrictions across all four arithmetic operations

¢ Neither the left nor the right bound of either interval maytzn an
inclusive infinity. Therefore the boundfco , [to , ©] , "] are
all disallowed in arithmetic calculations. This ensures thie do not at-
tempt to calculate with eitheninus infinityor plus infinityitself, which
is undefined (Méioz & Lester 2005, Hickey et al. 2001). However, we
do facilitate calculations where the parametgpproachminus infinity
or plus infinity.

e The exclusive boundsx) and(t are disallowed since they imply the
existence of values to the left(right) of minus(plus) infimia situation
which is logically excluded by the Definitions 3.2.1 and 3.¢hage 47).

2. Additional restrictions on additian

e There are no additional restrictions required for intea@dlition. This
(perhaps counter-intuitive) conclusion arises becausdon®ot have to
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consider addition between exclusive infinities of oppositg, such as
o) + (oo . Although this sum is in fact undefined, it can never arise
since the formula for interval addition sums only left bosmwdth left
bounds and right bounds with right bounds.

3. Additional restrictions on subtraction

e There are no additional restrictions required for intersabtraction.
This is because subtractions such @so — ("o between exclusive
infinities of the same sign never arise, by virtue of the fdarfor in-
terval subtraction which only requires subtraction of tighunds from
left bounds and vice versa.

4. Additional restrictions on multiplication

e Multiplication between exclusive zero bounds and exckisivfinite
bounds is undefined. S0 x o) is undefined, as i x 0) . The
most we can say about products with these particular bouwnspre-
dict their sign. For examplg0 x to) must yield a positive bound, since
both operands are undeniably positive. We indicate thils thie symbol
un* . Similarly, 0) x to) must yield a negative bound since @Genotes
a negative value whilewo) is positive. We indicate this with the symbol
un™ . This is described in more detail below in Section 7.2.5 é203).

5. Additional restrictions on divisian

e We do not allow division by inclusive zero. However, deallow divi-
sion bya bound that approaches zeihat is, the exclusive zero bounds
0) and (0 4. This is described in more detail below in Section 7.3.2
(page 210).

e We do not allow division when both dividend and divisor arelasgive
zero bounds. Thereford +(0 and Q-+ (0 are both undefined. Never-
theless, we can predict the sign of these quotients usirglgthe same
reasoning as for the undefined multiplications describedeabFor ex-
ample, 0+ 0) must be positive since both operands are negative. We
use the symbolun~ to denote an undefined quotient which neverthe-
less must be negative anan* to denote an undefined quotient which
nevertheless must be positive.

e \We do not allow division between exclusive infinite boundsr Ex-
ample, to) + to) is undefined, as is(o + t) . Nevertheless, we

“provided the dividend is not itself an exclusive zero boudee next bullet point.
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can predict the sign of these quotients using exactly theesaason-
ing as for the undefined multiplications described above.ekxample,
o) + o) must be positive since both operands are positive.

A full list of undefined operations is listed in Figure 7.3 ¢gs201).

Since there are no extra restrictions needed for intervditiad and subtrac-
tion, we can now provide a full definition for these two opemas which includes
both inclusive and exclusive bounds and the exclusive tiémi This is shown in
Figure 7.4.

a « | <a+<c b | d | b+d <a d |<a-d b> | < b> - <c

<a € | <atc b | d | b+d> <a d> | <a-d b> | <« b-c >

Q@ (0 | (oo b | ") | To0) @ |0 | (o b> | (o "o0)

(o |« |(o To) | @y | Too) (o | @ | (oo o) | «c "o0)

(oo | (oo | (o "o0) | fo0) "o0) (oo | o0 | (o0 *o0) | (oo "o0)
(a) Interval addition with(-co and ‘o). (b) Interval subtraction witlfco and o).

Figure 7.4:Extended interval addition and subtraction with (‘o and *): The tables show
the outcome for interval addition and subtraction, inahgdivhen one or both of the operands is an
exclusive infinite bound. The left angle brackét denotes either ¢” or “ [". Similarly, the right
angle bracket}” denotes either)” or “1”. Algorithm 7.2.1 is applied to determine if the bounds
are inclusive or exclusive.

7.2.5 Extending Interval Multiplication

We now show how orthodox interval multiplication can be exked using Algo-
rithm 7.2.2, having regard for the restrictions which weald® above in Sec-
tion 7.2.4.2. We proceed by considering several examplashnilustrate how
we resolve dficult cases. We refer to Figure 7.5 (page 204) where we sursenari
how we calculate the answer for multiplication of intervatgluding the “dfficult”
cases which involve the two infinities and zero.

We begin with the following Example 7.2.1 which illustratib®e simple case
where one bound is an exclusive infinity.

Example 7.2.1.Consider Figure 7.6 which shows interval multiplication whére t
first right bound is to) . Therefore the productsc and bd have t) as one of
their operands. We read the result from Figure 7.5(a) whichadth cases isto) .
Algorithm 7.2.1 is then applied to decide if the bound isusole () or exclusive
(e). We then identify the minimum which, by the interval muégilon formula,
must be the left bound. Similarly, the maximum must be tlint bigund.

In Example 7.2.2 we show what happens when one of the fouuptsdhat are
required for interval multiplication is undefined. We explaow the undefined case
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Bra Bro
X | (oo |<a [0 | (O <a B> 0| 0] *by | Fo0)
(oo | "0) | Too) |[0]] un | (o Yoo) | un® | [0] | (oo (0
e | "o | *qacs [ [01| 0) | “<ac> o> | (O | [0] | “<be> | (oo
B [[O0 (0] (0] |[0]] [O] (0] (0] [0] | [0] [0] (0]
(0] un’ 0) 01| (O (¢ 0) 0) [0] (0] un®
e | (o | “cae> | [01] (O | *<ac “bo> | 0) | [0] | *<be> | To0)

‘@ | ") | fad> [ 01| 0) | “<ad> Tods | (O | [0] | <bd> | (o

0) | un® (0 011 0 0) (0] (0] [0] 0) un’

Bra | 0] [0] (0] | [0]] [O] [0] [0] [0] | [O] [0] (0]
& | (o | <ad> | 01| (O | *<ad> “bd> | 0) | [0] | *bd> | To0)

Too) | (o0 | (oo [ [0] | un® | *o0) (oo | un” | [0] [ Too) | *o0)

(@) Interval multiplication with(“oo, 0 and o).

Bra Bro
= (o |<a [0 | (O |<a b> 0) | 0] | T
(o0 un’ O [01 | 0) 0) O (0] [0] 0) un’
e Yoo) | *eajer | [01 | 0) | <alo> Tles | (O | [0] | wble> | (oo
B, | [0 un un un | un un un un un un un
© (oo | (oo | [0] [un®| *o0) (o un” | [0] | o) | Yoo)
e | (o | afe> | [0] | (O | <ales “ble> | 0) | [0] | Fables | Fo0)

“d> | ") | Tcasd> | [01 | 0) | “<ad> *b/d> O | [0] | <b/d> | (oo

0) | *o0) fo) | [0] | un | (oo *o0) un® | [0] (oo (oo

BRd O] un un un un un un un un un un
& | Coo | “/d> | [0] | (O | *<a/ds “bids | 0) | [0] | Fabrds | o)

*0) | un’ 00 |01l ©] © 0) 0 [0 © | unt

(b) Interval division with(“co , 0 and o).

Figure 7.5: Extended interval multiplication and division with (7o, 0 and %o): The tables
show the outcome for the multiplication and division opeenag including when one or both of the
operands is an exclusive infinite bound or zero. The leftamgacket {” denotes either (" or
“[". Similarly, the right angle bracket)" denotes either }” or “1”. “[0]” denotes the bound is
inclusive zero. “un” denotes the answer is undefined but positive; “udenotes the answer is
undefined but negative; “un” denotes the answer is undefidéaether the result is a left or right
bound is determined whenever it is chosen to be the minimumaximum by the algorithms for
multiplication and division.

can simply be discarded and that the correct answer is sélladble by choosing
the minimum for the left bound and the maximum for the rightiha.

Example 7.2.2.Consider Figure 7.7. When we apply the formula for intervaltmul
plication, in this case the produecis (0 x (7o which, reading from Figure 7.5(a),
yields umm , an undefined negative. Put this result to one side for the being.
Inspection of the remaining products shows thamust be the minimum, since it is
(oo . So now we seek the maximum, which must be a right bound. Nowleptis
productsad which yields the exclusive boun@ andbd which yields the inclusive
bound bd . Now, it must be the case thath 0 since otherwise interval0, b]
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a b c d
[24,%0) x [2, 3] =[48 , ")

ac ad bc bd
[24 x[2 | [24 x 3] | T0) x [2 | To0) x 3]
Product 48 72 *oo *o0
Limit 1 1 e e
Min/Max min max max

Figure 7.6:Interval multiplication where one bound is an exclusive infnity: The products are
calculated having regard for the special cases listed inrEi@.5(a). Algorithm 7.2.1 is then applied
to decide if the bound is inclusive (i) or exclusive (e). Thimimum is the left bound; the maximum
is the right bound. Refer texample 7.2.1

a b c d
(0,b] x (oo, d] =(o0, Br

if d <0 then Bg =0)
if d >0 then Br =bd]

ac ad bc bd
(0O x (oo (0 xd] b] x (o0 b] x d]
Product un’ 0 “o0 bd
Limit - e e 1
Min/Max - max ifd<0 min max ifd>0

Figure 7.7: Interval multiplication where one product is undefined: The undefined product
may be discarded. The correct minimum and maximum occulseimgmaining products. Refer to
Example 7.2.2

would be null. Therefore:
e ifd > O0then the maximumis bhd
e if d < 0then the maximum i9)

Finally, reconsider the undefined prodwst The most we can say about this prod-
uct is it must be negative. Then it cannot be greater tfin So in both cases, the
maximum we choose for the right bound is correct.

We give four further examples in Figure 7.8 (page 206). Irhezase, our objec-
tive is to demonstrate that we can safely discard the unakefireducts and choose
our minimum (to form the left bound) and our maximum (to fotme tright bound)
from the remaining products.
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Example 7.2.3.Consider Figure 7.8. In each case we can apply an analogous argu
ment to the one advanced for Example 7.2.2 above. That is,evbean undefined
product is formed, we may safely discard it and choose thenmim and maximum
from the remaining products that are defined. The final exarmpFigure 7.8(d)
shows two productac andbd yielding an undefined result. In both cases, the most
we can say is that these products are negative. Thereforg,cérenot be greater
than 0) . But this is precisely the maximum already identified. Tioeeg 0) is the
correct maximum and forms the right bound of the resultarariral.

a b c d
(0,2)x(5,%0)=(0, ")
ac ad bc bd
Ox(5 | (0Ox*0) | 2)x(5]2)x ‘o)
Product 0 un® 10 foo
Limit e - e e
Min/Max min - max
(@)

a b c d
[-4,0))((-00, 1)=('4’+OO)

ac ad bc bd
[-4x (oo | [(4x1) | 0)x (oo | 0)x1)
Product *oo -4 un* 0
Limit e e - e
Min/Max max min

(b)
a b c d
[-4,0)x[-2, o) = (oo, 8]

ac ad bc bd
[(4x[-2 | [“4xT0) | 0)x[-2 | 0)x Fo0)
Product 8 "0 0 un’
Limit i e e -
Min/Max max min -
()

a b c d
(e0,0)x (0, *0)= (o0, 0)

ac ad bc bd
(oox (0| (ox*0) | 0)x(0 | 0)x *o0)
Product un’ o0 0 un’
Limit - e e -
Min/Max - min max -
(d)

Figure 7.8:Extended interval multiplication where a product is undefined: In each case, the
undefined products may be discarded. The correct minimumremdmum are chosen from the
remaining products to form the left and right bounds respelgt of the resultant interval. Refer to
Example 7.2.3
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7.2.5.1 Summary of Extended Interval Multiplication

We now summarise Extended Interval Multiplication (EIMjetinnovative qualities
of our proposed algorithm and how itfférs from orthodox interval multiplication
(IM). In the points that follow, the intervals we refer to alénumeric intervals over
the Real numbers. We emphasize our algorithm applies tawaetib with numeric
intervals not numeric arithmetiper se Figure 7.5(a) (page 204), which exhibits
a compelling symmetry, tabulates all the cases that ocddVhfor multiplication
between two bounds.

e EIM allows multiplication between intervals that compris®h inclusive and
exclusive bounds. IM defines multiplication for intervatsngprising inclu-
sive bounds only. EIM therefore allows for a richer set ofesas

e EIM calculates with operands that dseunds not values; i.e., thdéimit is
always included in the calculation. This allows us to digtiish between, for
example, multiplying by[0 and multiplying by (0 . We argue the ¢lierent
semantics of these two cases is clear. In the first case wedtiplying by
zero which will always yield zero as the answer. In the sectask we are
multiplying by a positive real number thapproachezero.

e EIM disallows multiplication when one of the operands is ofhhe inclusive
infinities:  ®o] or [ . The smallest numeric bound we allow for the
purposes of arithmetic i{ o ; the largest is to) °. This difers from IM
which in general defines products with the infinities and ditiery operand
as yielding an infinity of the appropriate sign (Hickey et 2001, Walster
2000, IEEE 1985).

e EIM allows multiplication when one or both operanggproachesnfinity;
i.e., when the operands include the boundg or ("o . The values associ-
ated with these bounds are clearly Real numbers and themgéoaegue that
the meaning of products between these bounds and other Readbis well
defined. For example, consider the produst) x [0 which must yield an
inclusive zero. The corresponding example from orthodderual multipli-
cation is to] x [0 the result of which is undefined (Hickey et al. 2001).

e EIM defines multiplication in the case where one or both opésapproaches
zero; i.e., when the operands include the boug@sor 0) . At the level of
floating point implementation, these two bounds are anaisdo the IEEE
numeric constants *0and O (IEEE 1985). However, continuing this anal-
ogy, the IEEE rules dictate that products between &hd O and the two

SSee Section 3.4.3 (page 52) for a precise definition of boudero
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IEEE infinities yield the resultNaN - “not a number” (IEEE 1985). EIM
gives a subtly dterent result which turns out to be pivotal to the correctness
of the algorithm, namely that while we do not attempt to pdeva numeric
answer for such a product, we can nevertheless be sure @rtsTkhis gives
rise to the notion ofun* (*undefined positive”) andun~ (“undefined nega-
tive”) which we introduced in Section 7.2.4.2 (page 201)isTif turn allows

us to safely discard products that are undefined when we p&kiinimum
and maximum bounds to form the left and right bounds of ouwansln fact,
products between the exclusive zeros and the exclusivetiesimre the only
undefined cases in EIM.

7.3 Interval List Arithmetic

In this section we describe how interval arithmetic can beered to arithmetic
with interval lists. We firstly define what we mean by arithroetith interval lists.

We then focus on interval division and show how the need fantarval list struc-

ture arises as a natural consequence of the need to congaamstwer for certain
types of interval division.

7.3.1 Defining Arithmetic with Interval Lists

In this section we define what we mean by arithmetic with waklists. We intro-
duce this idea with an example involving interval addition.

Example 7.3.1.Consider the interval list L= {(1,2],[3,4)}. Now consider the
interval | = [5, 6]. We wish to add this interval to each interval comprising L:

L+1={(12],[3,4)}+[5,6]
={(6,8],[8, 10)}
= {(6, 10)}

We arrive at the last line because our definition of an intéhga (Definition 3.8.3,
page 71) dictates that the list is the logical disjunctioreath interval and requires
that all intervals are disjoint. Thus the two intervals thasult from the addition:
(6, 8] and[8, 10) merge into a single interval

Algorithmically, arithmetic with an interval list as thedtroperand and an inter-
val as the second operand seems straightforward. We siraply aut the operation
on each interval comprising the list, forming the disjuantof the answers.

6See Section 3.8 (page 69) for a complete description of teevil list structure.
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Definition 7.3.1. Interval list, interval arithmetic Let L = Y., |; be an arbitrary
numeric interval list comprising n disjoint intervals ovére Real numbers (&
0,1,---)". Let J be a numeric interval over the Real numbers. Istdenote any
of the four interval arithmetic operations® € {+, —, x,+}. Let “v” denote the
boolean “or” operator. Then L J is defined as follows:

L®J=(Zn:|i)® J

i=1
=(1Vigv---vi)®Jd

=(hed)v{)Vv---v(Ih®J)
= > (igJ)
i=1

In the above definition, we see we are replacing each inteoraprising inter-
val list L with the result of applying the binary operatowith operand]. We might
equally well consider arithmetic with the operands revéyrse., with an interval as
the first operand and an interval list as the second operamelfdllowing example
illustrates this.

Example 7.3.2.Consider the interval E [-1, 3] and an interval list L= {(1, 2] , (2, 3)}.
We wish to replace each interval comprising list L with the protdformed when
we multiply by I:

I xL=[-1,3] x {(1,2],(3.4)
={[-1,3] x(1,2] , [-1,3] x (3,4)}
={[-2,6], (-4, 12)}
= {(-4,12)}

We arrive at the last line because interVal4, 12) subsumes intervdl-2, 6] and
our interval list must comprise disjoint intervals.

We now give a definition, analogous to Definition 7.3.1 abdgejnterval list
arithmetic where an interval as the first operand and anvatdist is the second
operand.

Definition 7.3.2. Interval, interval list arithmetic Let L = 3i1; J; be an arbitrary
numeric interval list comprising m disjoint intervals owie Real numbers (&
0,1,---) Let | be a numeric interval over the Real numbers. Let lenote any
of the four interval arithmetic operations® € {+,—, x,+}. Let “Vv” denote the

"Throughout this chapter we employ the summation notatjohtty denote boolean disjunction.
This was first introduced in Section 3.8.1 (page 70). Whenthigiis expanded we will use/” as
the connector, rather thar* to avoid confusion with numerical addition.
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boolean “or” operator. Then I L is defined as follows:

.Ll[za]

=|®(J1\/J2\/---VJm)
=(led)v(i®d)Vv Vv

m
=> (18J)
j=1
We now combine Definitions 7.3.1 and 7.3.2 to arrive at a dadimifor arith-
metic with two interval lists as the operands.

Definition 7.3.3. Interval list, interval list arithmetic LetL; = >, l; and L, =
Y11 J; be two arbitrary numeric interval lists comprising disjoiimtervals over
the Real numbers. Letg” denote any of the four interval arithmetic operations:
® € {+,—, X, +}. Let“v” denote the boolean “or” operator. Then we defing& L,

in the following way:

ot (S35
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Our primary motivation for defining interval list arithmeifis to provide a vehi-
cle to extend interval division. This is described in deitaithe following section.

7.3.2 Extending Interval Division

We now focus on interval division and show how the simplerietsdns on interval
arithmetic we set out above in Section 7.2.4 (page 198) aliswo derive sensible
and expressive answers to an extended range of intervalaie.

We gave the orthodox formula for interval division in Sentif.2 (page 194)
above as:

A+ B =[min(S,), max(S,)]
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whereS; is the set of quotientg&a/c, a/d, b/c, b/d}. Interval division is conven-
tionally not defined when the interval divisoB (n the formula above) includes
zero (Muioz & Lester 2005, Hickey et al. 2001). However, we proposedat
these cases in aftierent way, by splitting interval divisors which include aénto
two disjoint intervals. We begin with some examples of imédivision where one
of the operands approaches infinity or zero. This is followg@n example where
the divisor includes zero.

Example 7.3.3.Consider Figure 7.9 (page 212) which illustrates intervalisiion,
including some dlficult cases where one of the operands approaches infinity or zer
In each case we refer to Figure 7.5 (page 204) to provide answhish are subject
to the restrictions we impose. We apply the same Algorithn2 {gage 200) as
for interval multiplication. That is, we apply the orthodaerval division formula
to the values associated with each bound, having regard ferréistrictions we
impose in Section 7.2.4.2 (page 201). Then we apply Algofit@m (page 199) to
decide if each bound is inclusive or exclusive. Finally, weas®e the minimum and
maximum, discarding bounds that are undefined, to form theutel right bounds
respectively of the resultant interval.

Consider Figure 7.9(d) in particular. The maximum bound is ttase is clearly
o) which is given by quotierti/c and this forms the right bound. The most that
can be said of undefined quotieaft is that it is positive. So it cannot be less than
(0 . Therefore, it may be safely discarded since the remainuajignts both yield
(O, which forms the left bound.

Consideration of Figure 7.9(e) leads to a similar argumergai the undefined
guotient may be safely discarded since in this case it cabaareater than 0)
and this is precisely the bound yielded by quotiesd.

We now consider an example where the divisor includes thet gero.

Example 7.3.4.Consider Figure 7.10 which depicts interval division with aisior
[-2,1] . Conventionally, this division would be disallowed since tbepzero is
included. We propose to treat this case in gatent way, by splitting the divisor
into the two disjoint intervals[-2,0) and (0, 1] . We now proceed to operate on
the dividend with the intervdist {[-2,0), (0, 1]} . Definition 7.3.2 tells us how to
proceed. The answer is an interval list, rather than a singteival; i.e., the result
of the division is the disjunction of the two intervals corsg the answer list.

We argue that the result of the interval division in Exampl&#, expressed as
an interval list, has clear semantics and is more expressigauseful than simply
disallowing the division. We complete this section with sofarther examples of
interval division where the divisor includes zero. In eaelsecour objective is to
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a b c d
[24,%0) +[2,3] =8, fo0)

a/c a/d b/c b/d
[24/[2 | [24/3] | T0)/[2 | *0) /3]
Quotient 12 8 oo oo
Limit i i e e
Min/Max min max max
(a)
a h c d
[24,30)=[2, 0)=(0, 15)
a/c a/d b/c b/d
[24/[2 | [24/%0) | 30)/[2 | 30)/ )
Quotient 12 0 15 0
Limit i e e e
Min/Max min max min
(b)

a p c d
[24,30) = [-1,0) = (o0, -24]

a/c a/d b/c b/d
[24/[-1 | [24/0) | 30)/[-1 | 30)/0)
Quotient -24 "0 -30 “o0
Limit i e e e
Min/Max max min min

(c)
a b c d
(0,10)+ (0, %0) = (0, "0)

a/c a/d b/c b/d
(0/(0 | (0/%0) | 10)/(0 | 10)/ *o0)
Quotient | un® 0 *oo 0
Limit - e e e
Min/Max - min max min
(d)

a b c d
(o0,-5]1=[5,%0)=(w,0)

a/c a/d b/c b/d
(oo/[5]| (o/%0) | -51/[5 | -5]/ %)
Quotient ‘o0 un’ -1 0
Limit e - i e
Min/Max | min - max

()

Figure 7.9: Extended interval division: We refer to Figure 7.5 to provide answers which are
subject to the restrictions we impose on interval divisiatgorithm 7.2.1 is then applied to decide
if each bound is inclusive or exclusive. Any undefined diwisi may be discarded. The correct
minimum and maximum are chosen from the remaining answefigrno the left and right bounds
respectively of the resultant interval. Refergample 7.3.3

demonstrate that the arithmetic we propose is simple toyagmud yields answers
which have a clear meaning.

Example 7.3.5.Consider Figure 7.11 (page 214) which shows three further ex-
amples of interval division where the divisor includes z€fbe examples of Fig-
ure 7.11(a) and Figure 7.11(b) together with the previousneple of Figure 7.10
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[24, 30) = [-2, 1] =[24,30)+{ [-2,0),(0, 1] }
= { (oo, -12], [24, T0) }
a/c a/d b/c b/d
[24 /-2 [24/0) 30)/[-2 30)/0)
Quotient -12 "0 -15 "0
Limit 1 e e e
Min/Max max min min
[24 /(0 [24 /1] 30)/ (0 30)/1]
Quotient Too 24 *oo 30
Limit e i e e
Min/Max max min max

Figure 7.10:Interval division where the divisor includes the point zera The divisor is first
split into two disjoint intervals such that the poif®, 0] is excluded. We then apply the algorithm
for division with interval lists. Refer texample 7.3.4

(page 213) show that when bounds comprising the dividend faoposite sign
and the divisor includes zero, the answer is always the ergirefSReals. This rule
applies even when the bounds include the exclusive infikitggré 7.11(c)).

7.3.2.1 Summary of Extended Interval Division

We now summarise Extended Interval Division (EID), the waitve qualities of
our proposed algorithm and how itffrs from orthodox interval division (ID). In
the points that follow, the intervals we refer to are all naiméntervals over the
Real numbers. We emphasize our algorithm applies to aritbmeéth numeric
intervals not numeric arithmetic per se. Figure 7.5(b), which exgibicompelling
symmetry, tabulates all the cases that occur in EID for oivibetween two bounds.

e EID allows division between intervals that comprise bottlusive and ex-
clusive bounds. ID defines division for intervals comprisinclusive bounds
only. EID therefore allows for a richer set of cases.

e EID calculates with operands that are bounds, not values;the limit is
always included in the calculation. This allows us to digtiish between, for
example, dividing by[0 which is undefined and dividing by0 which is
defined.

e EID disallows division when one of the operands is one of tirduisive in-
finities, ] or [ , but allows the calculation to proceed with the exclusive
infinities, to) or (oo , yielding an analogous set of results to those typically
defined for ID (Hickey et al. 2001, Walster 2000, IEEE 1985).
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[-24,30) = [-2,1] =[-24,30)+{[-2,0),(0,1]}

= { (o0, T0) , (0, "o0) }

= { (o0, "o0) }
a/c a/d b/c b/d
[-24/[-2 | [-24/0) 30)/[-2 30)/0)
Quotient 12 Yoo -15 ‘0
Limit i e e e
Min/Max max min

[-24/(0 | [-24/1] 30)/ (0 30) /1]

Quotient ) -24 ) 30
Limit e i e e
Min/Max min max
(a)

[10,-2]+ (2,11 =[-10,-2]+{(-2,0),(0,1]}
={ (1,70),(,-2) }

a/c a/d b/c b/d
[-10/(-2 | [-10/0) 21/ (-2 -21/0)
Quotient 5 *oo 1 *oo
Limit e e e e
Min/Max max min max

[-10/(0 [-10/1] -2]1/(0 -2]/1]

Quotient ) -10 00 -2
Limit e i e i
Min/Max min min max
(b)

(o0, 10) + (-5, *o0) = (0, 10) = { (-5,0), (0, *0) }

= { (0, "o0) , (o0, "o0) }

={ (w0, "0) }
alc a/d b/c b/d
(o /(-5 (o0 /0) 10)/ (-5 10)/0)
Quotient *oo *oo -2 ‘0
Limit e e e e
Min/Max max max min

(/0 (o0 / *o0) 10)/(0 10) / *o0)

Quotient ) un o0 0
Limit e - e e
Min/Max min - max
(©)

Figure 7.11:Further examples of extended interval division Whenever the divisor includes
the point zero, we first split it into the two disjoint intetsan either side of zero. We then apply the
algorithm for division with interval lists. We argue thaethesult of such interval division, expressed
as an interval list, has clear semantics and is more expecasd useful than simply disallowing the
division. Refer taExample 7.3.5

e EID defines division in the case where the divisor approazhes i.e., when
the divisor is one of the bound® or 0) . The results are analogous to the
IEEE floating point division with the numeric constant$ @nd O (IEEE
1985). However, the IEEE rules dictate that divisions wheoth dividend
and divisor are 0 or 0~ and divisions where both dividend and divisor are
one of the two IEEE infinities always yield the resiN@N (“not a number”).
EID gives a subtly dferent result which turns out to be pivotal to the cor-
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rectness of the algorithm, namely that while we do not atteimprovide a
numeric answer for such a division, we can nevertheless fgedguts sign.
This gives rise to the notion ofin* (“undefined positive”) andun (“un-
defined negative”) which we introduced in Section 7.2.4a96201). This
is turn allows us to safely discard divisions that are unéefiwhen we pick
the minimum and maximum bounds to form the left and right latsuof our
answer.

¢ ID conventionally disallows division when the interval @igr includes the
point zero (Muioz & Lester 2005, Hickey et al. 2001). However, we argue
that such cases can be handled by rewriting the divisor aslisyoint inter-
vals on either side of the point zero. We utilise the intehgldata structure
first defined in Section 3.8 (page 69) to contain this rewritt&isor and then
proceed to carry out the computation with an interval diadi@nd interval
list divisor.

7.4 Temporal Intervals

In this section we examine temporal intervals where thenate are conceived to
specifically represent periods of time. We begin by desegliow simple date
arithmetic, as implemented in commercial RDBMS, can be easignded to date
intervals. This is followed by a brief description of how @tl's interval alge-
bra (Allen 1983) can be implemented within our own interygelra without mod-
ification. We then examine how Allen’s interval algebra candxtended by our
implementation.

One of our objectives in describing these extensions is moathstrate the ease
with which they can be implemented utilising the intervajedira we already have
in place. Our implementation is ficiently general to allow, for example, numeric
interval arithmetic (Section 7.2, page 194), date inteardhmetic (Section 7.4.1,
page 215) and Allen’s interval algebra (Section 7.4.2, (2498 to be implemented
with very little extension or modification to the functiortgldescribed in Chapter 3.

7.4.1 Extending Date Arithmetic to Intervals

Our interval implementation allows a numeric interval todaled to or subtracted
from a date interval. We employ the same semantics as thdedR&IBMS in this
regard in that anpumericquantity added or subtracted from a date is interpreted as
a quantity of days (Ashdown 208p For exampl&, the following calculation adds

8In the date arithmetic examples that follow in this chagf@rclarity we simplify the syntax by
omitting the quotes and format masks that would be requir¢dd real RDBMS environment.
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4 days to the date “23 June 2006":
23-JUNE-2006 + 4 = 27-JUNE-2006

This convention is easily extended by replacing the datéénatbove calculation
with a datentervaland the number with a numeiiiaterval. It is helpful to consider
temporal intervals as expressions of the foriStartTime,EndTime]".

Example 7.4.1.In this example we add the numeric intendal= [-3,2] to the
date intervalD = [23-JUNE-2006,24-JUNE-2006].

D+ 1

[23-JUNE-2006,24-JUNE-2006] + [-3,2]
[20-JUNE-2006,26-JUNE-2006]

Consider the semantics of Example 7.4.1 above. The resuitantal includes
all the dates from three days before the the original stae tintil two days after the
original end time. These semantics are clear and unambsgia must however
be careful to note that we have overloaded thé dperator because in the above
example the operation requires one operand to be ofdgeEand the other operand
to be of typenumberand the numeric operand to be understood to refer to an aiterv
of days.

We allow subtraction of datmtervals Again we employ the same semantics
as the Oracle RDBMS: two dates can be subtracted to yield ffexetice in days
between them (Ashdown 2006 In the following example we employ intervals to
express an uncertainty in the actual value of a date.

Example 7.4.2.A conservation exercise to assure the survival of a rare t@obrds
the hatch date of an individual to be between 01 June 2006 addi@22006. Later
the hatchling is found dead on 30 June 2006 and autopsy isalié/to determine
time of death to within 10 days. What was the age of the hatchlinigath? LeH
be the hatch date interval aritlbe the death date interval.

H
D

[01-JUNE-2006,02-JUNE-2006]
[20-JUNE-2006, 30-JUNE-2006]
[20-JUNE-2006,30-JUNE-2006] -
[01-JUNE-2006,02-JUNE-2006]
[18,29]

[w)
1
1]

The hatchling was between 18 and 29 days old at death.

In Example 7.4.2 above we have again overloaded the opefaabiraction in
this case means subtraction of date intervals, not suldract a numeric interval
from a date. In our implementation of date interval arithimigt the object-oriented
Oracle PISQL environment, this overloading is performed transpidyeand the
compiler infers the correct method to invoke from the dapetgf the parameters.
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7.4.2 Allen’s Interval Algebra

We now turn our attention to the interval algebra first pragabby Allen in (Allen
1983) and subsequently utilised by many researchers, fimple (Gao, Jensen,
Snodgrass & Soo 2005, Mani, Pustejovsky & Sundheim 2004kiinp Jeavons
& Jonsson 2003, Kriegel,d®ke & Seidl 2001, Nebel & Brckert 19950zsoyoglu
& Snodgrass 1995, Kim & Chakravarthy 1992, Maiocchi, Per&i@arbic 1992).
Allen’s interval algebra is most often invoked in the contektemporal intervals
andtemporal reasoningVhile temporal reasoninger sas beyond the scope of this
thesis, we briefly focus on Allen’s interval algebra becaasewe have described
in Chapter 3, our interval algebra was conceived to reasont@gemeralintervals.
Our description is based around the three atomic data typ@steric string and
date conventionally employed by RDBMS. In fact our algebra reggiionly that
the data type concerned has a well defined total orderig should therefore be
well placed to represent Allen’s temporal intervals witbur own implementation.

We demonstrated above in Section 7.4.1 that our intervabadgis easily adapted
to perform date interval arithmetic. The objective of thisrent section is to demon-
strate that, similarly, we can easily incorporate Allenterval algebra into our own
interval algebra. We begin with a brief description of Aleemterval algebra and
then show how thd 3 basic interval relationdefined by Allen are directly imple-
mented without modification by our own interval implemeitat We then propose
an extension to the 13 basic interval relations and suggestiis extension might
be utilised.

7.4.2.1 The 13 Allen Interval Relations

Allen’s interval algebra is based on the possible relatigrs between pairs of
temporal interval®. Allen intervals are always inclusive and of non-zero dura-
tion (Krokhin et al. 2003, Allen 1983). This observation leads to the following
definition.

Definition 7.4.1. Allen Interval: An Allen Interval, A, is a numeric interval with
the following properties.

A=[ab] wherea<b, abeR

9See Section 3.2 (page 45) for a precise description of thergst®ons we invoke as axioms for
the development of our interval algebra.

OFor clarity, we will call theseAllen intervak to distinguish them from our own interval repre-
sentation which is more general than Allen’s.

We use the term “duration” to mean precisely thfadence in time between the left and right
endpoints of a temporal interval. & = [a, b] is an Allen interval, then its duraticch= b — a. Allen
intervals therefore require thet> 0.
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Consider Figure 7.12. The 13 basic interval relations cangoieicked from first
principles by imagining an Allen interva sliding from the left over another Allen
interval B. Six of the relations have obvious inverses. For exam@pehéfore B

Relation Function
A . B A before B b<c
' B after A
A A meets B b=c
B met-by A
A A overlaps B (a<c)(c<b)(b<d)
B overlapped-by A
A A A starts B (a>c)(b<d)
B B started-by A
A A during B (a=c)(b<d)
A equals B B contains A
(@=c)(b=d) A A finishes B (b=d)(a>c)
' B finished-by A

Figure 7.12:The 13 Allen interval relations: Interval A = [a,b]. Interval B = [c,d]. The
Relationcolumn lists the first six basic relations and their inver3é®e Functioncolumn expresses
the relation as a boolean function of the endpoéts c,d € R. The symbol *” denotes the boolean
“and” operator. The équals relation, depicted on the left, brings the total to 13. Tlasib relations
are all mutually exclusive; i.e., any two given Allen intalwy are related by exactly one of the above
basic relations.

immediately implies B after A”. These six plus their inverses supply 12 of the
relations, plus theéquals relation gives a total of 13 (Mani et al. 2004, Krokhin
et al. 2003, Nebel & Brckert 1995, Allen 1983).

The ability toreasonabout temporal intervals using the 13 basic relations is
facilitated by considering the transitive relations thah @xist between any three
Allen intervals. Consider three arbitrary Allen intervald; B and C which are
related in the following way:

ArB
Br,C

where relationg; andr, are chosen from the 13 listed in Figure 7.12. Then the
transitive relationghat can exist betweeA and C are all the relations (chosen
from the set of 13) that are logically possible, givenandr,. One of the main
contributions of Allen’s original paper (Allen 1983) wastabulate all the 1313 =

169 possible transitive relations that arise foh't, B) - (B r, C)”.*? The following

is a simple example of this type of inference and illustrabtesusual sense of the
term “transitivity”.

12The symbol *” denotes the boolean “and” operator.



7.4. Temporal Intervals 219

Example 7.4.3.Suppose intervals A and B are related by “A after B” and intdsv
B and C are related by “B after C”. Then we may infer “A after C”.

The next example illustrates a more complex temporal infe#é.

Example 7.4.4.Suppose “A overlaps B” and “B during C”. Then we may write:

(A overlaps B- (B during C) = (A overlaps G v (A during Q Vv (A starts Q

7.4.2.2 Implementing The 13 Allen Interval Relations

We now show how we implement the 13 basic Allen interval refet using our
own interval algebra. The objective of this section is nat details of the imple-
mentation, but to demonstrate that Allen’s algebra is abbetdirectly implemented
without modification. We are able to do this because our valeazlgebra is more
general:

e We can represent intervals composed of bounds whose vataesf é&ype
numeri¢ string or date Therefore, temporal intervals can be represented
using thedatedata type.

e We can represent intervals composed of bounds whose limgtsalusive
or exclusive. Therefore, Allen intervals, which are alwaydusive, can be
represented.

e We can represent intervals that are null, represent a spugte (i.e., a dura-
tion of zero), or have a positive duration. Therefore, Alietervals, which
must have a positive duration, can be represented.

Therefore, all that remains is to implement the 13 basidicela. These are em-
bedded into the reasoning engine which forms the foundafionr semantic query
optimizer.

7.4.2.3 Extending The 13 Allen Interval Relations

In this section we propose an extension to the 13 basic Afiezrval relations and
suggest how this extension might be utilised. Our propogéshsion is based on
the fact that intervals in our own algebra can be inclusivexalusive whereas
Allen intervals are always inclusive. Yet inspection of hthe basic relations are
defined in terms of their endpoints (th€dnctiori column in Figure 7.12, page 218)
suggests the following extension:

3The symbol %" denotes the boolean “or” operator. The symbet™denotes logical implica-
tion.



220 Chapter 7. Related Work and Extensions

e Replace the endpointsa'b,c,d’” with their corresponding bounds
“La, Ro, Le, Ry” where “L,, Ry” are the left and right bounds respectively of
interval A and “L., Ry” are the left and right bounds respectively of interval
B.

¢ Replace the boolean operatoks &, =" with their overloaded versions which

compareboundsas opposed to comparing Real numbers), as defined in Sec-

tion 3.4.3 (page 52).

The substitutions we suggest above are a continuation ofettfenique we have
employed throughout this thesis; i.e., we manipulate amdpawebounds rather
than values. The benefit that results in the case of the Aétions is that the
relations still hold but for both inclusive and exclusivéarvals. Figure 7.13 sets
out the basic Allen relations expressed first in their orthofbrm in terms of the
endpoints of the Allen intervals and second in their bounichfarhere the bounds
form the intervals, inclusive or exclusive, of our own algeb

Allen Relation | Allen endpoint definition Bound definition

A before B b<c Ry <L,

A meets B b=c Ry =L,

A overlaps B (a<c)(c<b)(b<d) (L, < Lo)-(L¢ <Rp)-(Ry < Ry)
A starts B (a=c)(b<d) (L, =Lo)-(Ry, <Ry)

A during B (a>c)(b<d) (L,>L)- (R, <Ry)

A finishes B (b=d)(a>c) (Rp =Ry)-(Ly > Lo)

A equals B (a=c)(b=4d) (La=L)-(Ry =Ry)

Figure 7.13:Extending the 13 Allen interval relations: A = (a, b) is the interval consisting of
left and right boundd 5, R, where L, = (a and R, = b) . B = {(c,d) is the interval consisting
of left and right boundd.¢, Ry where L, = (¢ and Ry = d) . The symbol {” denotes either
“("or “[". The symbol %" denotes either " or “]”. The symbol “” denotes the boolean “and”
operator. We replace each endpoiatly, c, d” in the orthodox Allen relation with the corresponding
bound ‘L,, Ry, L, Ry". The operators <, >,=" are overloaded such that in the\llen endpoint
definitior’” column they compare Real numbers, whereas in #Beunhd definitiori column they
compare bounds. The Allen relations still hold in this newnrfalation but now can be applied to
both inclusive and exclusive intervals.

We complete this section by suggesting how our extendechAtigerval rela-
tions might be utilised. The application we have in mind ispined by the ob-
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servation thatime (and thereforégemporalintervals) is represented in a variety of
ways which often have subtly fiierent semantics (Mani et al. 200@zsoyoglu &
Snodgrass 1995, Snodgrass & Ahn 1985). For example, thehttchllen intervals
are required to have a non-zero duration and are alwayssimelustrongly suggests
the endpoints represent the “ticks” of some arbitrary cl@akmestampwhich is
inherently limited to a precision of one tick. The followiegample concerns time
representation in the Oracle RDBMS and illustrates why thétyalo represent
time within an exclusive interval allows a more accurateespntation of time.

Example 7.4.5.The Oracle RDBMS implementation of et e data type allows a
precision of 1 second. Howevertdmestamp data type is also implemented which
records system timéwith a precision of up td0~° seconds (Agrawal 2005). Times
may be readily converted between the two data types. For eeambpén converting
from timestamp to date, the fractional seconds part is truncated. When converting
from date to timestamp, the fractional seconds part is set to zero.

Consider an application where the duration of a significantgv&recorded by
noting START TIME and END_TIME. Initially these times are recorded with data type
date. Later it is decided to upgrade the precision and use data tyjmestamp.
Suppose a particular tuple records; @and D, respectively as the start and end
times in the olddate data type. However, in the nenimestamp data type, the
most accurate way of representing this information is toudel the uncertainties:

D; becomes the interval E [Dl, D’l) where O = D; + 1s

D becomes the interva k= | D,, D,) where O = D, + 1s
Therefore the duration of this particular event is given Ipplying the extended
interval subtraction formula from Section 7.2.3:

Duration= 15— I
= [Dz, D’z) - [Dl, D’l)
= (D2 - D}, Dy - Dy)

7.5 Summary

In this chapter we highlight the versatility of the intenagebra we have imple-
mented and how it can be utilised in a variety of areas witly litte extension or
modification. We focus firstly omterval arithmeticand show how the four basic
arithmetic operations with intervals can be extended usingown interval alge-
bra. We then focus otemporal intervaland show how the interval algebra of

We use the term “system time” to mean the time as measuredebjntarnal clock of the
processor.
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Allen (Allen 1983) can be extended using our own intervakllg. The main ob-
jective of this chapter is to highlight the versatility oktimterval algebra we have
implemented, that it is more general than the orthodoxwalealgebras of interval
arithmetic (Hickey et al. 2001) and temporal intervals (kivim et al. 2003) and how
it can be utilised in a variety of areas with very little exd¢&m or modification.

We now summarise the main contributions of this chapter.

e We begin by highlighting the principle fierences in our interval algebra
compared to orthodox treatments of intervals, namely aattnent of the
two infinities and the treatment of limits (Section 7.2.1).

e We show how interval addition (Section 7.2.2) and intervddtgaction (Sec-
tion 7.2.3) can be generalised to include both inclusiveexatlsive intervals
while retaining sound semantics.

e We give a general algorithm for Extended Interval ArithrodtIA) (Sec-
tion 7.2.4) showing first how inclusive and exclusive lingtn be processed
separately (Section 7.2.4.1) and then describing how ttidox formulae
for interval arithmetic can be extended to encompass bainsive and ex-
clusive bounds and the two exclusive infinities (Section4713. We then
tabulate and review all the restrictions we apply to EIA ahdve how EIA
allows a wider range of intervals to be treated compared withodox 1A
(Section 7.2.4.2).

e We give a detailed description of how we propose to extenehmt multi-
plication (Section 7.2.5), highlighting theftBrent way we treat the two in-
finities and how our restrictions introduce a subtlffelient semantics which
turns out to be pivotal to the correct functioning of the aiton for Extended
Interval Multiplication. We tabulate the full range of cader which the Ex-
tended Interval Multiplication is valid (Figure 7.5).

¢ We show how interval arithmetic is easily extended to arghiowith interval
lists, as we have defined them (Section 7.3.1) and sketch by wayaaiges
how this extension might be utilised.

e We give a detailed description of how we propose to exterehmat division
(Section 7.3.2), highlighting the flierent way we treat the two infinities and
how our restrictions introduce a subtlyfidirent semantics which turns out to
be pivotal to the correct functioning of the algorithm fortémded Interval
Division. We tabulate the full range of cases for which théelBxled Interval
Division is valid (Figure 7.5). We utilise our new definit®mf arithmetic
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with interval lists to show how we propose to treat intervaision where the
divisor includes the pointera

e We examine the special case of temporal intervals. We fist/dtow date
arithmetic as it is typically defined in RDBMS, can be easily extended to
arithmetic with date intervals (Section 7.4.1).

¢ We focus on the seminal work of Allen (Section 7.4.2) and show Allen’s
interval algebra is completely expressible within our owterval algebra
(Section 7.4.2.2). We then show how the 13 basic Allen irdlerglations
can be extended by our own interval algebra while retainivegr tvalidity
(Section 7.4.2.3).
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8.1 Review

The primary aim of this thesis is to answer the question “leaaic query opti-
mization worthwhile?” in the context of relational databasanagement systems.

To address this question we have firstly summarised the gsiocis of other
researchers in this field, describing the main types of sémguery optimization
proposed so far and identifying the sources of semantignmdition which can be
used to recast an SQL query into another form which can be emesimore ef-
ficiently, while producing the same answer as the origin@rguSemantiquery
optimization is distinctly dierent from the optimization carried out by conventional
SQL language optimizers, which ultimately rely on the rdéeselational algebra to
syntacticallyrewrite an SQL query such that it can be executed with netimap
efficiency. Semantic information can be harvested from

¢ the schema meta-data (such as table and view definitions);

e constraints stored and maintained by the DBMS (suathaskconstraints);
¢ human domain experts;

¢ discovered rules identifying relationships between tabdata.

With regard to schema constraints stored and maintainedeod BMS, while these
may be used to constrain data at insert and update time, ththera small pro-
portion, they are ignored at query time by all current conuiaISQL language
optimizers.

The fact that current SQL language optimizers largely igrsmmantic informa-
tion is not due to an inherent failure or ftiieiency but due to the nature of their
design. These optimizers are primarily syntactic and theyak in general take
even simple semantic information into account. For examplen if a particular
column is declared within its table definition to he't null”, a query against this
table which asks for null values in this column will still betsnitted to the database,
invoking all the normal database activity, even though thenger set must logically
be empty.

All semantic optimizers requirer@asoning engint deduceconclusions using
premises which incorporate the semantic information retecefrom the schema
under consideration. We introduce imterval algebravhich we use in a novel way
and which forms the basis of our reasoning engine. The iatexigebra is built
using a small number of well established axioms; namely, eeept theBoolean
Algebraand the existence of a determinist@tal orderingfor the data types we
employ. We define our basic data structure, ititerval list as a set of disjoint in-
tervals. We show that all the reasoning functionality weursgican be built using
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our interval algebra to operate on interval lists in confiorcwith our basic axioms.
The main result we draw from our step by step theoretical ldpweent is the abil-
ity to perform a form ofconjunction disjunctionand negationusing interval lists.
These results form the foundation of our reasoning engimpéeimentation.

We describe in detail the design of a practical semanticygaptimizer. Our
semantic optimizer sits in front of the normal SQL optimiaed pre-processes the
SQL queries before passing them to the normal SQL optim&enmportant fea-
ture of our design is that it employs meta-data already heldaat of the RDBMS
but which is typically only utilised to a very limited extefar the purposes of query
optimization by current SQL optimzers. For example, our &etic optimizer har-
vests the various schema constraints sucbhesk primary keyand foreign key
constraints. We argue for the collection ofjaery profile which is a high level de-
scription of what tables are actually queried, plus the mwisi that are actually cited
in the restriction and join clauses. This knowledge can theensed to tightly focus
a more extensive knowledge discovery exercise, thus axgitie exponentially in-
creasing expense of performing an exhaustive search &drae$hips within tabular
data. To some extent, activity of this sort is already pamainal Database Ad-
ministrator duties and leads, for example, to the creati@ugiliary data structures
such as indexes and clusters which increase quégrency. It is straightforward
to collect such a query profile with existing commercial RDBMS.

We reiterate the conclusion of other researchers that ttextilen of unsatis-
fiable queries can form an important part of semantic quetyrogpation. This is
because unsatisfiable queries need not be submitted totHizada at all, potentially
saving the usual computational costs associated with sqalery. Recognising the
potential value of detecting unsatisfiable queries, we rilgsa simple but highly
effective algorithm for enhancing the semantic informatiaat eads to the detec-
tion of unsatisfiability. We show how the detection of “datalds” can proceed
across all relevant dimensions (i.e., across all columas dhe actually cited in
query restrictions and join clauses) without impacting atatlase usability. This
information is then incorporated into existing meta-datareasing the probability
that unsatisfiable queries will be detected before the gsaytually submitted.

We highlight an inherent limitation in theffectiveness of much of the method-
ology of SQO. This limitation arises naturally from the félcat SQO depends in
part on the existence @nomalousjueries. For example, unsatisfiable queries or
“out of range” queries in general might arise because of aamplete or inaccu-
rate knowledge of schema semantics. But if anomalous quereasever (or hardly
ever) submitted, perhaps that of semantically optimizing queries is not worth-
while. On the other hand, the potential impact of d&erauser query on database
usability might make thefort of semantically optimizing all queries worthwhile.
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It might also be the case that queries are automaticallyrgead for example, by a
GUI based tool which generates queries in response to agutimital user’s “point
and click” actions. Therefore, SQO might be seen as a vauachnique in any
situation where queries may not reflect an accurate knowleflthe actual schema
semantics.

An important part of this thesis is its empirical componemle set out to
discover if the éiciencies claimed for SQO would be confirmed in practice. To
this end, we highlight the dficulties of obtaining consistent, repeatable results in
RDBMS where automatic maintenance processes may executeest dutside of
the control of the experimenter and where large query aralaathes are available.
Our goal is realism. We explain why it can be misleading totosa elapsed time
only as the true measure of query cost. Instead we argue fombined metric
which incorporates the three metricslapsed timedisk jjo and CPU time The
optimizations we report have two crucial properties:

1. they are theatio of optimized to unoptimized cost;

2. they are th@veragecost for batches consisting of many similar queries.

The first property serves to minimize the random experimentar and to minimise
the number of variables we need to consider. The second qyoakows us to
infer the likely dficiency gain from a whole class of similar queries, rathentha
individual, manually optimized queries.

Very few researchers in SQO report empirical results foriggeagainst tables
which are realistically sized and indexed. Our experimamésdesigned around
tables which approximate conditions found in actual dateetvauses. Crucially,
our target tables are sensibly indexed. This is importacabse it is most unlikely
in practice that tables of the size and nature we query in pperments would
not be indexed with normal B-tree indexes. We report resaltdbdth queries and
equi-joins.

With regard to unsatisfiable queries and joins, taken as denbwar empiri-
cal results strongly support the hypothesis that deteatimgptisfiable queries is
worthwhile. However, we show unequivocally, both with oastmodel and our
empirical results, that detection of unsatisfiable quesesot costless. Our cost
model foreshadows and our empirical results confirm thattieean upper bound
to the amount of optimization we can expect from detectingatisfiable queries
and that the cost of detecting such queries can rapidly beacawmparable to and
exceed the normal cost of processing the SQL query. Thisrgeepsing cost is
approximately four times higher for equi-joins than for gas and increases with
increasing query diculty. The key factor required to “break even” in this cortex
Is a suficiently high probability of an unsatisfiable query occugririn the case of
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gueries, our prototype optimizer manages to break even pribabilities of ap-
proximately 5% to 10%, across a wide range of table sizes aadydificulty. In
the case of equi-joins, our prototype optimizer managesdalkbeven with proba-
bilities of approximately 10% to 20%, across a wide rangebfd sizes and query
difficulty.

Our empirical results also report thé&ext of removing two key phrases when
they are redundant:

e Removing the distinct” from “select distinct” when it can be de-
duceda priorithat all rows returned will be distinct.

e Removing the restrictionCOL is not null” when it can be deduceal pri-
ori that “COL” cannot be null.

These disarmingly simple textual changes can give rise amdltically diferent
execution costs, gsredictedby the SQL optimizer. However, our results strongly
suggest that the actuaheiency gain that results from removing these redundancies
Is, when averaged out over many queries, significantly less tvhat is suggested
by the SQL optimizer’s prediction. In the case of “distinc¥moval, we obtained
a useful 20% and 60%f&ciency gain for queries and joins respectively. However,
in the case of “not null” removal, we obtained only insigraiint eficiency gains
across a broad range of queryiiiulties and table sizes.

An important part of SQO identified by all researchers is tisealery of se-
mantic rule$ which relate tabular data in some way such that extra réistg can
be inferred (estriction introductiopor redundant restrictions removeigtriction
remova). In the context of relational databases, a reasonablédtieus to look for
correlations between indexed and unindexed columns. Fonpbe, if a query re-
striction cites an unindexed column we might look for a ruleah allows us to infer
a restriction on an indexed column and introduce this exstriction to the query.
The objective of restriction introduction is téheiently reduce the cardinality of the
result set. The objective of restriction removal is to efiate the redundant filtering
of the result set.

The interval algebra we develop to form the basis of our reiagoengine is
very general. Its innovative features include the follogvin

¢ Intervals may be both inclusive or exclusive.

e The four limits we use(;),[,]” are conceived to beperatoravhich operate
on valuesto produce left and righbounds

LIn this thesis we do not consider in detail the problems ajabt discovering such rules.
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e The values we enclose in our intervals may be any data typejdad only
that the data type hasdeterministic total orderingFor example, we may
havenumeric intervalsstring intervalsanddate intervals

We use the generality of our interval algebra to extend thedperations ointerval
arithmetic We show that the subtly flerent semantics introduced by allowing both
inclusive and exclusive intervals over the Real numbersallminus infinity and
plus infinity to be represented and incorporated meaningfully intoraetit calcu-
lations with intervals. We further show how our extensioas be used to calculate
with a wider set of cases which, for example, include dividiy intervals that in-
clude the point zero. We show it is straightforward to extemndrval arithmetic to
arithmetic with intervalists; i.e., sets of disjoint intervals.

We again highlight the versatility of our interval algebsadhowing that it sub-
sumesAllen’s interval algebraThis interval algebra is conceived to operate specif-
ically with temporal intervalsWe show that the Allen algebra is a special case of
our own interval algebra where we restrict the values to ¢neporal domain and
where all limits are inclusive (i.e., we use only the limifs]*). However, when
the restriction to inclusive limits is relaxed, we show thidev semantics that result
are meaningful and useful for modeling certain temporahades which cannot be
captured by the Allen algebra.

We complete this review by returning to the central questissemantic query
optimization worthwhile?

e With regard to the detection of unsatisfiable queries, wiféetures promi-
nently in the research into SQO, we have shown tfecéveness depends on
the probability of unsatisfiable queries actually occugriff this probability
Is vanishingly small then other factors must be consideueti as the impact
on database usability of a'iva user query. Detection of unsatisfiable queries
Is not costless. However, if this cost is comparable to thepdational costs
incurred by the SQL optimizer, then we argue this optima@ais worthwhile.

e With regard to the removal of redundant phrases from SQLyqtext, we
have presented strong evidence that these simple textaabek can have
an important positive impact. Viewing the question the otlvay around,
there seems little reasarot to implement these textual changes, provided
the redundancy can be detected with a cost comparable t@thputational
costs already incurred by the SQL optimizer.

¢ With regard to restriction introduction and removal, ourpétical results in-
dicate restrictiorremovalis likely to be the more successful strategy. This
form of SQO is facilitated by the discovery of rules whichrebate a highly
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selective indexed column with an unselective non-index@dren. In the
case of restriction introduction, optimization was worttfil only for queries
returning a very small percentage of total table rows. Indase of restric-
tion removal, optimization was worthwhile for a much widange of query
cardinalities. In general, our results suggest searclingutes which allow
guery restrictions on unselective columns to be eliminated

8.2 Contributions

We now list the main contributions of this thesis.

e We present a thorough analysis of research in SQO. We inteodefinitions
that clarify and simplify the terminology used by other @®hers. In addi-
tion, further definitions are introduced that enable a metaited discussion
(Chapter 2).

e We develop a sound theoretical base for our study usingianval algebra
which we show may be built using only a small number of well enstbod
and researched axioms. We extend the interval algebra bytganinterval
list data structure which we subsequently utilize as the basacsdaicture of
our implementation. To our knowledge, this is the first répdran interval
algebra used in the way we describe and generalised to epeitatany data
type that has a deterministic total ordering (Chapter 3).

e We show how a practical semantic query optimizer may be loiliising
readily available semantic information, much of it alreadptured by meta-
data typically stored in commercial RDBMS. We describe how SQ&y
proceed as a series of pre-processing steps which may khediin and out
as changing database conditions mak@edent forms of SQO worthwhile.
While other researchers have suggested the basic techmiguidsscribe, we
focus on the fact that certain types of SQO, such as the dmtexftunsatisfi-
able queries, are likely to be worthwhigven a particular query profileWe
describe an extension to the detection of unsatisfiabléegiehich enables
“data holes” to be discovered separately across all retediamensions (i.e.,
across all table columns that aetuallycited in query restrictions) and incor-
porated incrementally into the semantic information s&itl by the semantic
optimizer with little or no impact on database usability. aladition, we de-
velop a cost model which accurately predicts the amount bimipation we
can expect and which sets a clear upper bound to this optiizalo our
knowledge, this is the first report to explicitly highlight amherent limitation
on the dfectiveness of detecting unsatisfiable queries and joinsp€h4).
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e We describe an empirical methodology which overcomes problof re-
peatability and consistency which typically arise in expents with RDBMS
where automatic maintenance processes may be invokedl®@wusthe con-
trol of the experimenter and where large query and data saafgeavailable.
We do not report results for individual queries but instesgubrt statisticahv-
eragesthat arise from large batches of similar queries. Our resbkrefore
inform us as to what we can expect from whole classes of queatber than
individual queries specific to particular databases (Chdpte

e \We present a series of empirical results arising from exrpemis to confirm
the dfectiveness or otherwise of various types of SQO. Our expgrisnare
performed with tables which realistically reflect the cdimhs likely to be
encountered in data warehouses. Crucially, we report seeBudttables that
are realistically indexed. To our knowledge, this is the fieport of empirical
results for queries and equi-joins against tables thatratexed in this way
and where the results are a statistical average for batdhesuay similar
gueries (Chapter 6).

e We describe several important extensions which utiliseiriterval algebra
we describe in Chapter 3. Firstly, we show how our intervaéhtg can be
used to implement a novel type aiterval arithmetic Our interval arith-
metic is more general than traditional implementationsat tve allow both
inclusive and exclusive upper and lower bounds for the nigrietervals.
Furthermore, we show how the subtlyffdrent semantics of our implementa-
tion elegantly capture notions such as plus and minus ipfinftile allowing
arithmetic calculation to proceed across a greater setsgscehan allowed
for by traditional interval arithmetic. Secondly, we shoawhour interval
algebra subsumes the temporal algebra of Allen (Allen 1888)how thel3
Allen interval relationsan be meaningfully extended (Chapter 7).

8.3 Future Work

We now briefly list some of the future research which this iasticipates.

e Currently our semantic reasoning engine operates as a pessar sitting as
a separate module in front of the normal SQL language opgimizis imple-
mented in PLSQL which is incorporated into the Oracle RDBMS. However,
this is a software layer above the level at which SQL langugganization
occuré. We speculate thefléciency of the semantic optimizer could be im-

2The kernel of the Oracle RDBMS is implemented in C, as is the B@guage optimizer.
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proved by a more intimate association with the SQL languagienizer. One
impediment to this is that the Oracle SQL optimizer (in commath other
commercial RDBMS) is not available for public scrutiny. Howevother
comparable “open source” RDBMS such MySQL® and PostgreSQt: do

publish the source code of their optimizers, making thisadohd avenue for
Investigation.

e One feature of the algorithms we develop in Chapter 3 is thetthre clear
opportunities for parallelism. We speculate that a paratiplementation of
the algorithms for conjunction and disjunction of interliats would result
in a significant speed up. For conjunctive queries in padrcthe semantic
preprocessing of all restrictions in parallel could resula dramatic “short
circuiting” in comparison to sequential processing, iftjase of the restric-
tions is unsatisfiable.

¢ In Section 4.2, we describe how much of semantic query opétian, by its
very nature, is limited in its féectiveness by the fact that it depends on the
detection of queries which are, in some sense, anomalous. rdises the
guestion as to how frequently anomalous queries oiccpractice We have
not attempted to answer this question in this thesis. Ewggdistudies of a
selection of real world database applications would pr@yjdantitative data
to address this question.

e In Section 4.4.2, we describe how we collect informationwhiata holes
which we subsequently utilise in our semantic optimizerthdugh we ex-
plain how we constrain the complexity of the search for dalad) we make
the assumption that the information is discoverédine and does notféect
the dficiency of the semantic optimizer at run time. While this isas@nable
simplifying assumption, a quantitative analysis of datkelthscovery would
enhance the practical application of SQO.

e In this thesis we have focussed on databases with staticnschehere data
updates occur infrequently. This specifically excludesgaational databases
where data updates typically occur frequently, possibtycocorently via mul-
tiple users. We pointed out in Chapter 2 that when data updbtesccur,
these might invalidate any rules that have been discovéaredgh the anal-
ysis of data. However, if re-validation of this type of seri@mule can be
accomplished in a time comparable to the mean period betgeenes, it
could be practical to apply the techniques of SQO to transaaitdatabases.

3Seehttp://www.mysql.com
4Seehttp://www.postgresql.org
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e The implementation of interval arithmetic described in Gkafy is at an
early stage. We wish to investigate its usability in pafacwvith regard to
the incorporation of techniques to deal with calculatiothvthe two infinities
and values that approach zero.

e Currently we are able to reason about intervals of typaeric stringor date
However,any data type which may be deterministically ordered can be im-
plemented. The main practical requirement is a suitabteriparé function
which unambiguously ranks the data typEor example, the potential exists
to reason about complex data types such as might be foungeotadriented
databases where the same semantic optimization technigpiegscribe in
this thesis might be applied.

e We have not studiedemporal databasas this thesis. However, the sub-
sumption of theAllen algebrawvhich we describe in Chapter 7 leads naturally
to the consideration of how the extended semantics of oyrgsed temporal
algebra might facilitate reasoning temporal databases

5See Section 3.2
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A.1 Introduction

This Appendix presents detailed results for all experimescribed in Chapter 6
“Empirical Results” for Sections 6.3 to 6.9. In Chapter 6, farity we included
in the main text only summary results. This Appendix sup@ets these results
with the experimental outcomes that lead to those summéEiash section in this
Appendix covers one complete experiment.

We do not report absolute cost metrics. Rather, we reporntatie of the op-
timized versusunoptimizedcost metric. We judge the cost of a query by using
three diferent cost metrics. These metrics are described in det8éation 5.2.4.
For clarity, Table 5.1 from Chapter 5 describing these metiscaepeated here in
Table A.1.

. ) _ COSTopt
Metric Meaning Rcost = COSTorr

CPU Total CPU time in seconds for all Repu
parse, execute, or fetch calls for
the statement.

ELAPSED Total elapsed time in seconds for all Relpsd
parse, execute, or fetch calls for
the statement.

DISK Total number of data blocks physically | Rysk
read from the datafiles on disk for all
parse, execute, or fetch calls.

COMBINED | The average of the other three metrics. | Reom
This metric is only ever reported asatio.

Table A.1:Query cost metrics and their meaning

Two levels of detail are presented within each section.

¢ In the first subsection we present one full set of results gipihe relative
costs of optimized versus unoptimized queries for the captbicost metric
ratio R.om. This includes a sample set of individual result graphs kbat
to the construction of the summary results, which are alsplayed here.
Refer to Figure A.1. The X-axis (independent variable) is phebability
of an unsatisfiable quergccurring in a given batch. The Y-axis (dependent
variable) is the cost metric ratio; i.e., the ratio of theioyzed cost versus the
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unoptimized cost. For example;,, Wwhich denotes theombined cost metric
ratio (see Table 5.1). This category of graph always includesdhewing
features.
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Figure A.1:Typical two dimensional result graph: The X-axis (independent variable) is proba-
bility of an unsatisfiable quergccurring in a given batch of queries. The Y-axis (dependariable)
is the cost metric ratio; i.e., the ratio of the optimizedtoessus the unoptimized cost.

— Experimental data points, markedladse crosses.

— Least Squares Regression Line: The best linear fit for thergempe-
tal data points is computed and plotted apiak line. We calculate
the regression lindor each result set using an implementation of the
nonlinear least-squares (NLL®Jarquardt-Levenberg algorithfPress
et al. 1992) as implemented I&§nuplot(Broeker et al. 2006, Drakos &
Moore 2006).

— Standard Error Lines: Two standard error lines (plottedi@aekdotted
line) appear with the regression line to provide an indaratf exper-
imental uncertainty. These errors are typically known asyfiaptotic
standard errors” and represent the standard deviationabf garame-
ter (Press et al. 1992).

— ldealised Cost Model Line: This is the graph of the functidiiX) =
1 - x” and represents the line predicted by the cost model deedlop

1Gnuplotis a portable command-line driven interactive data andtfanglotting utility. See
http://www.gnuplot.info.
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in Section 5.4where the time taken by the extra semantic optimizing
step is negligible Therefore, in the absence of any other optimization,
we cannot reasonably expect the cost metric ratio to be bil@wine.
This is plotted as &dline.

— Break Even Line: This line marks a cost metric ratio of 1, repreing
equal costs for both optimized and normal batches. Thexgtory re-
sults below this line representpmsitiveoptimization; i.e., the semanti-
cally optimized cost is less than the normal cost. Converaelyresults
above this line representreegativeoptimization; i.e., the semantically
optimized cost is actually more than the normal cost. Thgosted as
agreenline.

¢ In the second subsection we present summary results adirdbsea cost

metric ratios defined in Table A.1. We omit individual plots these individ-
ual metric ratios. The summary graphs are all presentedas tiimensional
projections of the dependent variable versus the two inadgret variables.
We calculate aegression surfad®r each result set using an implementation
of the nonlinear least-squares (NLLU®grquardt-Levenberg algorith(@®ress

et al. 1992) as implemented I@ynuplot (Drakos & Moore 2006). The form
of the regression surface is given by the following:

f(x,y) = A+ Bx+Cx + Dy + Ey

wheref (x,y) is the dependent variableandy are the independent variables,
A,B,C,D,E are constants determined by the regression analysis.

A.2 Unsatisfiable Queries — No Indexing

This section contains a full analysis of the results regbimeSection 6.3. The ob-
jective of these experiments is to establish a baselineneghrd to the dependence
of the gain in query éiciencyon theprobability of an unsatisfiable quegndrel-
ative table size It is most unlikely in practice that tables of the size andkeup
we query in our experiments wouitbt be indexed. However, we are motivated to
guery a set of unindexed tables:

e to set a baseline against which our other experiments wiitesathatare
realistically indexed may be compared,;

¢ to relate our work with other published research that tylpicate results for
unindexed tables (Gryz et al. 1999, Cheng et al. 1999).
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In this series of experiments, we have two independentbiasa

e Probability of an unsatisfiable queRy

¢ Relative table size, denoted by the number of table rRows

The dependent variable is the cost r&igs; whereR s is one of the ratios defined
in Table A.1. Each query consists of a single restrictionrdefiby one interval.
None of the columns cited in query restrictions is indexed.

We begin with a detailed analysis of the combined metrio@i, presenting
both individual result graphs and summary results. Thisllewed by summary
results for the three individual cost metric ratios. In tlese of summary graphs,
we present the same four variations depicting:

e The cost metric ratio surfad®,.s; plotted against the two independent vari-
ablesP andRows

e The cost metric ratio surfade.,,s; with the regression surface superimposed
e The regression surface with “cost model” and “break evenfases

e The cost metric ratio surfad®,s;, regression surface, “cost model” and “break
even” surfaces viewed by looking directly into the XZ planetls that the Y
axis (relative table sizRowg disappears

A.2.1 Combined Ratio: R.om

The following is a detailed analysis of the combined metatiarR,., presenting
both individual result graphs and summary results.

Figure A.2 plotsR..m vs Probability of Unsatisfiable Quefy and shows how
consistently this ratio varies with increasing table sizeas four orders of magni-
tude. The results conform closely to the cost model for tates Rows= 1,000 to
500,000. Figure A.2(h) combines all results into a single grapth eearly shows
the optimization achieved by recognising the unsatisfigbkzies is independent of
table size.

Figure A.3(a) plotsR.om Vs Probability of Unsatisfiable Query vs Relative
Table SizeRowsand summarises the results aR.g, surface. Figure A.3(b) shows
the same surface along with the regression surface. FiguBg&)Acompares the
idealised regression, “cost model” and the “break evenfasas. Figure A.3(d) is
exactly the same projection, but viewed by looking direattp the XZ plane. This
clearly shows thé=.,, surface sits just above the “cost model surface”, indicatin
results deviate very little from the predicted, with pogtoptimization occurring
whenP > 5%. We have positive optimization across four orders of ntaga of
table size.
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A.2.2 Individual Cost Metric Ratios

The remaining graphs in this section show summary resulthéthree individual
cost metric ratios, located as set out in Table A.2.

Figure | Results Presented

A.4 Repu Vs Probability of Unsatisfiable QueRvs RowsN
A5 Rysk Vs Probability of Unsatisfiable QueRvs RowsN
A.6 Relpsd VS Probability of Unsatisfiable QueRvs RowsN

Table A.2: Location of summary results for the three individual cost metric ratios displaying
Reost VS Probability of Unsatisfiable Quefyvs RowsN .

The individual cost metric ratios show more variation thae@ tombined cost
metric ratioR.,n, results displayed in Section A.2.1. This is described iraidi@t
Chapter 5. We note however that the results show a consistentecy gain for the
semantically optimized queries and a close corresponderte results predicted
from our cost model.
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Figure A.2:Ratio R.om Vs Probability of Unsatisfiable Query P (no indexing). Figures A.2(a)
to A.2(h) show how consistent ratR.,m, is as table size increases frdRows= 100 to 500000.
The results conform closely to the cost model. Figure A.2¢mbines all results into a single graph.
Thecombinedatio R;om is the average of the other three cost metric ratios whichmegpret as the
overall query cost.
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Results —+— Results —+—

/Q Regression
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(C) Regression, “cost model” and “break even”surfacd€l) Reom regression, “cost model” and “break even” surfaces,
looking directly into the XZ plane.

Figure A.3:Ratio Ryom vs Probability of Unsatisfiable Query P vs Relative Table SizeRows
(no indexing): These figures summarise the results presented above irelAg2ias a&R.om, surface.
Figures A.3(b) and A.3(c) shoR.m surface sits just above the “cost model surface”, indicatin
results deviate very little from the predicted. We have {dgesioptimization across four orders of
magnitude of table size, with the optimization cost risitigtaly as table size becomes very large
(Rows> 400 000).
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(8) Repu surface for160 to 500, 908 rows (b) Repu surface with regression surface.
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(€) Regression, “cost model” and “break even”surfacd€l) Repy, regression, “cost model” and “break even” surfaces,
looking directly into the XZ plane.

Figure A.4:Ratio Rep, vs Probability of Unsatisfiable QueryP vs Relative Table SizeRows(no
indexing): The Ry, surface sits just above the “cost model surface”, indigatésults deviate very
little from the predicted. Figure A.4(c) provides compagjivisual confirmation thaR.,, scarcely
rises above 1 indicating we have positive optimization s&four orders of magnitude of table size.
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(C) Regression, “cost model” and “break even”surfacd€l) Rysk regression, “cost model” and “break even” surfaces,
looking directly into the XZ plane.

Figure A.5:Ratio RyskVs Probability of Unsatisfiable QueryP vs Relative Table SizdRows(no
indexing): The Rysk surface sits just above the “cost model surface”, indicatasults deviate very
little from the predicted. Figure A.5(c) provides compadjivisual confirmation thaRysk scarcely
rises above 1 indicating we have positive optimization sefour orders of magnitude of table size.
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(8) Reipsasurface for180 to 500, 090 rows (b) Reipsasurface with regression surface.
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(C) Regression, “cost model” and “break even”surfacd€l) Reipsq regression, “cost model” and “break even” surfaces,
looking directly into the XZ plane.

Figure A.6:Ratio Reipsq Vs Probability of Unsatisfiable Query P vs Relative Table SizeRows
(no indexing): The Rypsqsurface sits just above the “cost model surface”, indigatésults deviate
very little from the predicted. Figures A.6(c) and A.6(dpgest optimization is degraded slightly
with respect to elapsed time for very large table sif®Ks> 400 000).
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A.3 Indexed Unsatisfiable Queries

This section contains a full analysis of the results regbrteSection 6.4. The
objective of these experiments is to establish the depeedenthegain in query
efficiencyon theprobability of an unsatisfiable quegnd relative table sizeThe
methodology is identical to the experiments reported alovgppendix A.2, with
the key diference that all columns cited in query restrictions arexadewith a
“normal” B-tree index (Chan 20@5.

In this series of experiments, we have two independentbiasa

e Probability of an unsatisfiable queBy
¢ Relative table size, denoted by the number of table rRow's

The dependent variable is the cost rdigs; whereR,sis one of the ratios defined
in Table A.1. Each query consists of a single restrictionrdefiby one interval.

We begin with a detailed analysis of the combined metriofag, presenting
both individual result graphs and summary results. Thigllewed by summary
results for the three individual cost metric ratios. In tlase of summary graphs,
we present the same four variations depicting:

e The cost metric ratio surfad®,.s; plotted against the two independent vari-
ablesP andRows

e The cost metric ratio surfade.,s; With the regression surface superimposed
e The regression surface with “cost model” and “break evenfases

e The cost metric ratio surfad®,s, regression surface, “cost model” and “break
even” surfaces viewed by looking directly into the XZ planels that the Y
axis (relative table sizRow9 disappears

A.3.1 Combined Ratio: R.om

The following is a detailed analysis of the combined metaitarR.,, presenting
both individual result graphs and summary results.

Figure A.7 plotsR.om vs Probability of Unsatisfiable Quey and shows how
consistently this ratio varies with increasing table sizeas four orders of magni-
tude. The results conform closely to the cost model for tabes Rows= 100 to
1,000 000.

Figure A.8(a) plotsR.om Vs Probability of Unsatisfiable Query vs Relative
Table SizeRowsand summarises the results aR.a, surface. Figure A.8(b) shows
the same surface along with the regression surface. Figug)Acompares the
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idealised regression, “cost model” and the “break evenfasas. Figure A.8(d) is
exactly the same projection, but viewed by looking direatlp the XZ plane. This
clearly shows thé=.,, surface sits just above the “cost model surface”, indicatin
results deviate very little from the predicted, with pogtoptimization occurring
whenP > 10%, across four orders of magnitude of table size.

A.3.2 Individual Cost Metric Ratios

The remaining graphs in this section show summary resulth&three individual
cost metric ratios, located as set out in Table A.3.

Figure | Results Presented

A.9 Repu Vs Probability of Unsatisfiable QueRvs RowsN
A.10 | RyskVs Probability of Unsatisfiable QueB/vs RowsN
A.11 | ReipsdVs Probability of Unsatisfiable QueRvs RowsN

Table A.3: Location of summary results for the three individual cost metric ratios displaying
R.nt Vs Probability of Unsatisfiable QueB/vs RowsN .

The individual cost metric ratios show more variation thia@ ¢ombined cost
metric ratioR.om results displayed in Section A.3.1. This is described iraidl@t
Chapter 5. We note however that the results show a consistentecy gain for the
semantically optimized queries and a close corresponderibe results predicted
from our cost model.
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Figure A.7: Ratio R.om Vs Probability of Unsatisfiable Query P (indexed) Figures A.7(a)
to A.7(h) show how consistently this ratio varies with ireseng table size across four orders of
magnitude. The results conform closely to the cost modekiale rowsRows= 100 to 1 000, 000.
Figure A.7(h) combines all results into a single graph. Ttmbinedatio R.om is the average of the
other three cost metric ratios which we interpret as thealvguery cost.
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(C) Regression, “cost model” and “break even”surfacdsl) Reom, regression, “cost model” and “break even” surfaces,
looking directly into the XZ plane.

Figure A.8: Ratio Rsm vs Probability of Unsatisfiable Query P vs Relative Table SizeRows
(indexed) These figures summarise the results presented above ireFgid as aR;om, surface.
Figures A.8(b) and A.8(c) show th&,m surface sits just above the “cost model surface”, indicatin
results deviate very little from the predicted. We have fsioptimization across four orders of
magnitude of table size whdh> 0.1.
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Results —+— Results ——
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(8) Repu surface for100 to 1,000, 000 rows (b) Repu surface with regression surface.
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(C) Regression, “cost model” and “break even”surfacd€l) Repy, regression, “cost model” and “break even” surfaces,
looking directly into the XZ plane.

Figure A.9: Ratio R;py vs Probability of Unsatisfiable Query P vs Relative Table SizeRows
(indexed) These figures summarise the results presented above ineFAgd as aR:p, surface.
Figures A.9(b) and A.9(c) shoR;, surface sits just above the “cost model surface”, indigatin
results deviate very little from the predicted. We have fasioptimization across four orders of
magnitude of table size wheéh> 0.15.
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(C) Regression, “cost model” and “break even”surfacd€l) Rysk regression, “cost model” and “break even” surfaces,
looking directly into the XZ plane.

Figure A.10:Ratio Rysk vs Probability of Unsatisfiable Query P vs Relative Table SizeRows
(indexed} The Ry surface sits just above the “cost model surface”, indicatasults deviate very
little from the predicted. Figure A.10(c) provides compwlvisual confirmation thaRysk scarcely
rises above 1 indicating we have positive optimization sefour orders of magnitude of table size.
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(8) Reipsasurface for180 to 1,000, 800 rows (b) Reipsasurface with regression surface.
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(C) Regression, “cost model” and “break even”surfacé€l) Reipsa regression, “cost model” and “break even” surfaces,
looking directly into the XZ plane.

Figure A.11:Ratio RepsqVs Probability of Unsatisfiable QueryP vs Relative Table SizeRows
(indexed) These figures summarise the results presented above ireFAgu as aReipsq Surface.
Figures A.11(b) and A.11(c) shoRepsqSurface sits just above the “cost model surface”, indigatin
results deviate very little from the predicted. We have fasioptimization across four orders of
magnitude of table size whdh> 0.05.
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A.4 Indexed Unsatisfiable Queries — Varying Restric-
tions per Query

This section contains a full analysis of the results regbiteSection 6.5. The
objective of these experiments is to establish the deperdenthegain in query
efficiencyon theprobability of an unsatisfiable queayd thenumber of restrictions
per query In this series of experiments, we have two independenalbkas:

e Probability of an unsatisfiable queRy

e Number of restrictions per queB/Q. Each restriction is defined by a single
interval.

The dependent variable is the cost r&igs; whereR s is one of the ratios defined
in Table A.1. All results are for tables with number of roRews= 1,000, 000.
All columns cited in query restrictions are indexed with afimal” B-tree index.

We begin with a detailed analysis of the combined metrio@i,, presenting
both individual result graphs and summary results. Thisllewed by summary
results for the three individual cost metric ratios. In tlase of summary graphs,
we present the same four variations depicting:

e The cost metric ratio surfadg,s; plotted against the two independent vari-
ablesP andR/Q

e The cost metric ratio surfad&.,s; with the regression surface superimposed
e The regression surface with “cost model” and “break evenfases

e The cost metric ratio surfad®,s, regression surface, “cost model” and “break
even” surfaces viewed by looking directly into the XZ planetls that the Y
axis (restrictions per queiy/Q) disappears

A.4.1 Combined Ratio: R.om

The following is a detailed analysis of the combined metaitorR,,, presenting
both individual result graphs and summary results.

Figure A.12 plotR.om vs Probability of Unsatisfiable QueR® and shows how
this ratio varies with increasing numbers of restrictioms guery R/Q). Each
restriction is defined by a single interval. The results sy, increases aR/Q
increases. This is what we expect since the cost of semiytica-processing the
guery rises with increasing query complexity.

Figure A.13 plotsR.om Vs Probability of Unsatisfiable QuelRy vs Restrictions
per QueryR/Q and summarises the results d&.g, surface. For lowR/Q, semantic
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pre-processing incurs little overhead and Rg, surface sits just above the “cost
model surface”. However aR/Q rises, the pre-processing cost becomes signifi-
cant and we require a greater proportion of unsatisfiableiegieo make semantic
optimization worthwhile.

A.4.2 Individual Cost Metric Ratios

The remaining graphs in this section show summary resultthéthree individual
cost metric ratios, located as set out in Table A.4.

Figure | Results Presented

A.14 | RepuVs Probability of Unsatisfiable QueRyvs Restrictions per Query/Q
A.15 | RyskVvs Probability of Unsatisfiable QueRvs Restrictions per Quefy/Q
A.16 | RepsdVs Probability of Unsatisfiable QueRvs Restrictions per Quetg/Q

Table A.4: Location of summary results for the three individual cost metric ratios displaying
Reost VS Probability of Unsatisfiable Quefyvs Restrictions per Quefi/Q.
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Figure A.12:Ratio Ryom Vs Probability of Unsatisfiable Query P (indexed) Figures A.12(a)

to A.12(h) show the increasing penalty paid by the semargtovizer as query complexity in-
creases. As the number of restrictions per quer@jRncreases from 1 to 25, a greater proportion
of unsatisfiable queries is required in order to break evemmber of table rowows= 1,000 000.
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(C) Regression, “cost model” and “break even”surfacd€l) Reom, regression, “cost model” and “break even” surfaces,

looking directly into the XZ plane.

Figure A.13:Ratio Rm Vs Probability of Unsatisfiable Query P vs Restrictions per Query
R/Q (indexed) These figures summarise the results presented above ireAgi2 as &R.om Sur-
face. As the number of Restrictions per QU&AQ increases from 1 to 25, a greater proportion
of unsatisfiable queries is required in order to break eveor. FF= 10%, positive optimization
is achieved when there is up to five restrictions per queey; R/Q < 5. Number of table rows

Rows= 1,000 000.
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(€) Regression, “cost model” and “break even”surfacd€l) Repy, regression, “cost model” and “break even” surfaces,
looking directly into the XZ plane.

Figure A.14:Ratio R;py vs Probability of Unsatisfiable Query P vs Restrictions per Query
R/Q (indexed) These figures summarise the results presented above ireFAgii2 as &R.p, sur-
face. As the number of restrictions per quelR/Q) increases from 1 to 25, a greater proportion of
unsatisfiable queries is required in order to break even. iéurof table rowdkRows= 1,000, 000.
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(2) Rysksurface forR/Q = 1 to 25 (b) Rysksurface with regression surface.
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(C) Regression, “cost model” and “break even”surfacd€l) Rysk regression, “cost model” and “break even” surfaces,
looking directly into the XZ plane.

Figure A.15: Ratio Rysk vs Probability of Unsatisfiable Query P vs Restrictions per Query
R/Q (indexed} These figures summarise the results presented above ireFAgi2 as &Ry sur-
face. As the number of restrictions per quelR/Q) increases from 1 to 25, positive optimization is
maintained up to aR/Q ~ 20. Number of table rowRows= 1,000 000.
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(C) Regression, “cost model” and “break even”surfacd€l) Reipsq regression, “cost model” and “break even” surfaces,
looking directly into the XZ plane.

Figure A.16:Ratio Reipsq Vs Probability of Unsatisfiable Query P vs Restrictions per Query
R/Q (indexed) These figures summarise the results presented above ireFgli2 as aReipsd
surface. As the number of restrictions per qudRyQ) increases from 1 to 25, a greater proportion
of unsatisfiable queries is required in order to break evemmber of table rowows= 1,000 000.
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A.5 Indexed Unsatisfiable Queries — Varying Inter-
vals per Restriction

This section contains a full analysis of the results regbrteSection 6.6. The
objective of these experiments is to establish the depeedenthegain in query
efficiencyon theprobability of an unsatisfiable quegnd thenumber of intervals
per restrictionIn this series of experiments, we have two independenabkas:

e Probability of an unsatisfiable queRy
e Number of intervals per restrictidifR. Each query has a single restriction.

The dependent variable is the cost rd&igs; whereR,sis one of the ratios defined
in Table A.1. All results are for tables with number of roRews= 1, 000 000.
All columns cited in query restrictions are indexed with afimal” B-tree index.

We begin with a detailed analysis of the combined metriofag, presenting
both individual result graphs and summary results. Thislledwed by summary
results for the three individual cost metric ratios. In tlese of summary graphs,
we present the same four variations depicting:

e The cost metric ratio surfadg,s; plotted against the two independent vari-
ablesP andl /R

e The cost metric ratio surfade,,¢ With the regression surface superimposed
e The regression surface with “cost model” and “break evenfases

e The cost metric ratio surfad®,s, regression surface, “cost model” and “break
even” surfaces viewed by looking directly into the XZ planels that the Y
axis (intervals per restrictiolyR) disappears

A.5.1 Combined Ratio: R.om

The following is a detailed analysis of the combined metaitorR..n, presenting
both individual result graphs and summary results.

Figure A.17 plotsR..m Vs Probability of Unsatisfiable Que®y and shows the
penalty paid by the semantic optimizer, as the number ofvate comprising the
single restriction increases, is balanced by the increpsackssing time required
by the normal SQL optimizer. Therefore the raRg,, rises only slowly ad /R
increases from 1 to 25.

Figure A.18 plotsR.,m Vs Probability of Unsatisfiable QueB vs Intervals per
Restrictionl /R and summarises the results &R.g, surface. For low /R, semantic
pre-processing incurs little overhead and Ry, surface sits just above the “cost
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model surface”. Ad /R rises, while the pre-processing cost becomes significant,
this is balanced by the increased processing time requyrédeonormal SQL opti-
mizer. The net result is that the combined rd&g, hardly varies with increasing
/R

A.5.2 Individual Cost Metric Ratios

The remaining graphs in this section show summary resulthéthree individual
cost metric ratios, located as set out in Table A.5.

Figure | Results Presented

A.19 | RepuVs Probability of Unsatisfiable QueRyvs Intervals per RestrictiolyR
A.20 | RyskVs Probability of Unsatisfiable QueR/vs Intervals per RestrictiohyR
A.21 | RepsdVs Probability of Unsatisfiable QueRvs Intervals per RestrictiolyR

Table A.5: Location of summary results for the three individual cost metric ratios displaying
R.ost VS Probability of Unsatisfiable QueRyvs Intervals per Restrictioty R.
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Figure A.17:Ratio R,om Vs Probability of Unsatisfiable Query P (indexed) As the number of
Intervals per Restrictioh/R increases from 1 to 25, ratR.,mincreases slowly. FdP > 0.15, posi-
tive optimization is achieved throughout the whole rangemiier of table row&ows= 1, 00Q 000.
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Results —+— Results ——
Regression

14
12

0.8
0.6
0.4
0.2

06
P(Unsatisfiable Query) : 10

P(Unsatisfiable Query) 10

(8) Reomsurface forl /R = 1to0 25 (b) Reomsurface with regression surface.

Regression Results ——
Cost model - Regression

Break even surface R Cost model -------
com Break even surface

14
12

08
0.6
0.4
0.2

- 0.0 02 0.4 0.6
10 IR P(Unsatisfiable Join)

04
06

P(Unsatisfiable Query) 10

(C) Regression, “cost model” and “break even”surfacé€l) Reom, regression, “cost model” and “break even” surfaces,
looking directly into the XZ plane.

Figure A.18:Ratio R.om Vs Probability of Unsatisfiable Query P vs Intervals per Restriction
I /R (indexed) These figures summarise the results presented above ireAglir as &;om surface.
As the number of Intervals per RestrictibfR increases from 1 to 25, rati&om hardly increases.
For P = 5%, positive optimization is achieved throughout the whalege. Number of table rows

Rows= 1,000, 000.
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(C) Regression, “cost model” and “break even’surfacd€l) Repy, regression, “cost model” and “break even” surfaces,
looking directly into the XZ plane.

Figure A.19:Ratio R;py vs Probability of Unsatisfiable Query P vs Intervals per Restriction
I/R (indexed) These figures summarise the results presented above ireFAgli7 as &Ry, sur-
face. As the number of restrictions per queryR) increases from 1 to 25, a greater proportion of
unsatisfiable queries is required in order to break even. iéurof table rowdkows= 1,000, 000.
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(C) Regression, “cost model” and “break even”surfacé€l) Rys regression, “cost model” and “break even” surfaces,
looking directly into the XZ plane.

Figure A.20:Ratio Rysk vs Probability of Unsatisfiable Query P vs Intervals per Restriction

I /R (indexed) These figures summarise the results presented above ireFAgli7 as aRysk sur-
face. As the number of restrictions per queryR) increases from 1 to 25, positive optimization is
maintained up to ah/R ~ 25. Results for disk/o typically exhibit more variation than the other
metric ratios. Number of table rovRows= 1, 000, 000.
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(c) Regression, “cost model” and “break even”surfacgd) Reipsa regression, “cost model” and “break even” sur-
faces, looking directly into the XZ plane.

Figure A.21:Ratio ReipsqVs Probability of Unsatisfiable Query P vs Intervals per Restriction
I/R (indexed) These figures summarise the results presented above ineFgli7 as aReipsd
surface. As the number of restrictions per qudiRj increases from 1 to 25, a greater proportion
of unsatisfiable queries is required in order to break evesuRs for elapsed time typically exhibit
more variation than the other metric ratios. Number of tab¥es Rows= 1, 000, 000.
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A.6 Indexed Unsatisfiable Joins

This section contains a full analysis of the results regbiteSection 6.4. The
objective of these experiments is to establish the depesdehthegain in join
efficiency on the probability of an unsatisfiable joiand relative table size The
methodology is identical to the experiments reported abo¥gpendix A.3, except
that we submit batches of equi-joins between two tableerdttan simple queries
against a single table.

In this series of experiments, we have two independentbiasa

¢ Probability of an unsatisfiable joiR
¢ Relative table size, denoted by the number of table rRow's

The dependent variable is the cost rdRigs; whereR. g is one of the ratios defined
in Table A.1. Each join consists of a single join clause gitine equi-join columns
plus a single restriction defined by one interval.

We begin with a detailed analysis of the combined metriofag, presenting
both individual result graphs and summary results. Thisllewed by summary
results for the three individual cost metric ratios. In tlase of summary graphs,
we present the same four variations depicting:

e The cost metric ratio surfad®,.s; plotted against the two independent vari-
ablesP andRows

e The cost metric ratio surfad&.,s; with the regression surface superimposed
e The regression surface with “cost model” and “break evenfases

e The cost metric ratio surfad®,s;, regression surface, “cost model” and “break
even” surfaces viewed by looking directly into the XZ planels that the Y
axis (relative table sizRowg disappears

A.6.1 Combined Ratio: R.om

The following is a detailed analysis of the combined metaitarR.,,, presenting
both individual result graphs and summary results.

Figure A.22 plotR..m Vs Probability of Unsatisfiable Joland shows how the
R.om ratio stays relatively consistent as table size increases Rows= 1,000 to
1,000, 000. The results conform quite closely to the cost modelpbtias closely
as for the equivalent experiments with simple queries (sgar€ A.7).

Figure A.23(a) plot®..m vs Probability of Unsatisfiable Joid vs Relative Ta-
ble SizeRowsand summarises the results aB.a,, surface. Figure A.23(b) shows
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the same surface along with the regression surface. Figld®&@ compares the
idealised regression, “cost model” and the “break evenfases. Figure A.23(d) is
exactly the same projection, but viewed by looking directtp the XZ plane. This
clearly shows thdR.,, surface sits just above the “cost model surface”, indicatin
results deviate very little from the predicted, with pastioptimization occurring
whenP > 20%, across four orders of magnitude of table size.

A.6.2 Individual Cost Metric Ratios

The remaining graphs in this section show summary resulthéthree individual
cost metric ratios, located as set out in Table A.6.

Figure | Results Presented

A.24 | RepuVs Probability of Unsatisfiable Joid vs RowsN
A.25 | RyskVs Probability of Unsatisfiable Joidvs RowsN
A.26 | ReipsdVs Probability of Unsatisfiable Joi vs RowsN

Table A.6: Location of summary results for the three individual cost metric ratios displaying
Rcnt vs Probability of Unsatisfiable Joid vs RowsN .

The individual cost metric ratios show more variation thae@ tombined cost
metric ratioR.,n, results displayed in Section A.6.1. This is described iraidi@t
Chapter 5. We note however that the results show a consistentecy gain for the
semantically optimized queries and a close corresponderte results predicted
from our cost model.
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Figure A.22: Ratio R.om vs Probability of Unsatisfiable Join P (indexed) Figures A.22(a)

to A.22(h) show thd=.om ratio stays relatively consistent as table size increasesiRows= 1,000

to 1,000, 000. The results conform quite closely to the cost model,natitas closely as for the
equivalent experiments with simple queries (see Figurd.AFfgure A.22(h) combines all results
into a single graph and this highlights the greater spreagifits than for the equivalent experiments
with simple queries. Theombinedratio R.om, is the average of the other three cost metric ratios
which we interpret as the overall join cost.
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(C) Regression, “cost model” and “break even”surfacd€l) Reom regression, “cost model” and “break even” surfaces,
looking directly into the XZ plane.

Figure A.23:Ratio R;om vs Probability of Unsatisfiable Join P vs Relative Table SizeRows
(indexed) These figures summarise the results presented above ireFAgR2 as &R.om Surface.
Figures A.23(b) and A.23(c) shoR,m surface sits just above the “cost model surface”, indicatin
results deviate very little from the predicted. We have fsioptimization across four orders of
magnitude of table size whdh> 0.2.
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(C) Regression, “cost model” and “break even”surfacd€l) Repy, regression, “cost model” and “break even” surfaces,
looking directly into the XZ plane.

Figure A.24:Ratio R;p, vs Probability of Unsatisfiable Join P vs Relative Table SizeRows
(indexed) These figures summarise the results presented above ireFgR2 as eR:p, surface.
Figures A.24(b) and A.24(c) shoRp, surface sits just above the “cost model surface”, indigatin
results deviate very little from the predicted. We have fasioptimization across four orders of
magnitude of table size whdéh> 0.15.
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(C) Regression, “cost model” and “break even”surfacd€l) Rysk regression, “cost model” and “break even” surfaces,
looking directly into the XZ plane.

Figure A.25: Ratio Rysk vs Probability of Unsatisfiable Join P vs Relative Table SizeRows
(indexed)} The Rysk surface sits just above the “cost model surface” and is lgléafluenced by
relative table size. With regrad to disloj we requireP > 0.2 in order to break even. In compar-
ison with the equivalent results for simple queries (seaféigh.10), optimization is significantly
degraded by disk'@ for joins.
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(C) Regression, “cost model” and “break even“surfacé€l) Reipsq regression, “cost model” and “break even” surfaces,
looking directly into the XZ plane.

Figure A.26:Ratio Rejpsq VS Probability of Unsatisfiable Join P vs Relative Table SizeRows
(indexed) These figures summarise the results presented above ireFAgR2 as &Reipsq Surface.
Figures A.26(b) and A.26(c) sholepsqsurface sits just above the “cost model surface” and ig littl
influenced by increasing table size. We have positive ogttion across four orders of magnitude
of table size wher® > 0.2.
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A.7 Indexed Unsatisfiable Joins — Varying Restric-
tions per Join

This section contains a full analysis of the results regbrteSection 6.5. The
objective of these experiments is to establish the depesdehthegain in join
efficiencyon theprobability of an unsatisfiable joiand thenumber of restrictions
per join In this series of experiments, we have two independenalbkas:

¢ Probability of an unsatisfiable joiR

e Number of restrictions per joiR/Q. Each restriction is defined by a single
interval.

The dependent variable is the cost r&igs; whereR. . is one of the ratios defined
in Table A.1. All results are for tables with number of roRews= 1,000, 000.
All columns cited in join restrictions are indexed with a fnmal” B-tree index.

We begin with a detailed analysis of the combined metrioi@i, presenting
both individual result graphs and summary results. Thisllewed by summary
results for the three individual cost metric ratios. In tlase of summary graphs,
we present the same four variations depicting:

e The cost metric ratio surfadg,,s; plotted against the two independent vari-
ablesP andR/Q

e The cost metric ratio surfad&.,s; with the regression surface superimposed
e The regression surface with “cost model” and “break evenfases

e The cost metric ratio surfad®,s, regression surface, “cost model” and “break
even” surfaces viewed by looking directly into the XZ planels that the Y
axis (restrictions per queiy/Q) disappears

A.7.1 Combined Ratio: R.om

The following is a detailed analysis of the combined metaitarR.,, presenting
both individual result graphs and summary results.

Figure A.27 plotR.om vs Probability of Unsatisfiable QueR® and shows how
this ratio varies with increasing numbers of restrictioes jpin (R/Q). Each re-
striction is defined by a single interval. The results sHw, increases a&/Q
increases. This is what we expect since the cost of semiytica-processing the
join rises with increasing join complexity.

Figure A.28 plotsR.om, Vs Probability of Unsatisfiable QueRy vs Restrictions
per QueryR/Q and summarises the results d.g,surface. For lowR/Q, semantic
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pre-processing incurs little overhead and Rag, surface sits just above the “cost
model surface”. However aR/Q rises, the pre-processing cost becomes signifi-
cant and we require a greater proportion of unsatisfiableiegieo make semantic
optimization worthwhile.

A.7.2 Individual Cost Metric Ratios

The remaining graphs in this section show summary resulthéthree individual
cost metric ratios, located as set out in Table A.7.

Figure | Results Presented

A.29 | RepuVs Probability of Unsatisfiable QueRvs Restrictions per Queiy/Q
A.30 | RyskVvs Probability of Unsatisfiable QueRvs Restrictions per Quefg/Q
A.31 | ReipsdVs Probability of Unsatisfiable QueRvs Restrictions per Querfy/Q

Table A.7: Location of summary results for the three individual cost metric ratios displaying
R.ost VS Probability of Unsatisfiable QueRyvs Restrictions per Quefi/Q.



276 Chapter A. Supporting Empirical Results

24 24
23 23
22 22
21 21
2 2
19 19
18 18
17 17
16 16
15 15
14 14
c 13 . 13
£ 12 £ 12
11 11
1 1
09 09
08 08
07 07
06 06
05 05
04 04
03 g : 03
02 Breaiu;\:;wa\ﬁxe‘ rrrrrrr oz Brea(liﬂeS:emn fneI rrrrrrr
01 RIQ=1 01 RIQ=3
0 L L - o . A
0 01 02 03 04 05 06 07 08 09 1 0 01 02 03 04 05 06 07 08 09 1
P(Unsatisfiable Join) P(Unsatisfiable Join)

() Restrictions per Queri/Q = 1 (b) Restrictions per QuerR/Q = 3

24 24
23 23
22 22
21 21
2 2
19 19
18 18
17 17
16 16
15 15
14 14
. 13 . 13
£ 12 £ 12
11 11
1 1
09 09
08 08
07 07
06 o 06 o
05 05
04 04
03 S 03
02 Cost model —— . 02 Cost model ——
o1 Break even line - 01|  reakevenlne ——
- RIQ =6 RIQ=9
0 . A . o . A .
0 01 02 03 04 05 06 07 08 09 1 0 01 02 03 04 05 06 07 08 09 1
P(Unsatisfiable Join) P(Unsatisfiable Join)

(C) Restrictions per QueriR/Q = 6 (d) Restrictions per Querig/Q = 9

24 24
23 23
22 22
21 21
2 2
19 19
18 18
17 17
16 16
15 15
14 14
€ 13 £ 13
£ 12 £ 12
11 11
1 1
09 09
08 08
0.7 0.7
0.6 - 0.6 -
05 05
04 04
03 03
02| Cost model —— - 02 Cost model ——
01l Break evenjme """" 01 Break even}\ne """"
- RIQ=12 RI
o . ; . o .
o 01 0.2 03 04 05 06 07 08 09 1 o 01 0.2 03 0.4 05 06 0.7 08 09 1
P(Unsatisfiable Join) P(Unsatisfiable Join)

(e) Restrictions per Quer®/Q = 12 (f) Restrictions per QuerR/Q = 18

24 24

23 23
22 22
21 21
2 2
19 19
18 18
17 17
16 16
15 15
14 14
. 13 . 13
£ 12 £ 12
11 11
1 1
0.9 09
08 = 08

07 = 07 i
06 06
05 05
04 04
03 03

02 Cost model —— 02 Cost model ——

Break even line ———-—- Break even fine -

oLr RIQ=30 01 RO =
o . i . o
0 01 0.2 03 0.4 05 06 07 08 09 1 0 0.1 02 03 04 05 06 07 08 0.9 1
P(Unsatisfiable Join) P(Unsatisfiable Join)

(9) Restrictions per Querg/Q = 30 (h) Restrictions per Querig/Q = 40

Figure A.27:Ratio Ryom vs Probability of Unsatisfiable Query P (indexed) Figures A.27(a)

to A.27(h) show the increasing penalty paid by the semanmtiicrozer as join complexity increases.
As the number of restrictions per join () increases from 1 to 40, a greater proportion of unsatis-
fiable queries is required in order to break even. Numberh#é teowsRows= 1, 000, 000.
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(C) Regression, “cost model” and “break even”surfacdsl) Reom, regression, “cost model” and “break even” surfaces,
looking directly into the XZ plane.

Figure A.28:Ratio R;,m vs Probability of Unsatisfiable Query P vs Restrictions per Query
R/Q (indexed) These figures summarise the results presented above ireFAgR7 as &R;om Sur-
face. As the number of Restrictions per QUEAQ increases from 1 to 40, a greater proportion of
unsatisfiable queries is required in order to break evenPFo0.2, positive optimization is achieved
when there is up to five restrictions per join; i®/Q < 5. Number of table rowRows= 1, 000, 000.
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Break even surface R Cost model -
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<715 RIQ P(Unsatisfiable Join)

(C) Regression, “cost model” and “break even’surfacd€l) Repy, regression, “cost model” and “break even” surfaces,
looking directly into the XZ plane.

Figure A.29:Ratio R;py vs Probability of Unsatisfiable Query P vs Restrictions per Query
R/Q (indexed) These figures summarise the results presented above ireFAgRi7 as eR.p, sur-
face. As the number of restrictions per jolR/Q) increases from 1 to 40, a greater proportion of
unsatisfiable queries is required in order to break even. iéurof table rowdkows= 1,000, 000.
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Results ——
Regression

Results ——

RIQ RIQ

P(Unsatisfiable Join) 70 P(Unsatisfiable Join) - 70

(a) Rusksurface foiR/Q = 1 to 40 (b) Rysksurface with regression surface.

Regression Results ——
Cost model - Regression
Break even surface Cost model -------
Break even surface
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15 RIQ P(Unsatisfiable Join)
06 el 5

P(Unsatisfiable Join) 70

(C) Regression, “cost model” and “break even”surfacé€l) Rys regression, “cost model” and “break even” surfaces,
looking directly into the XZ plane.

Figure A.30: Ratio Rysk vs Probability of Unsatisfiable Query P vs Restrictions per Query
R/Q (indexed) These figures summarise the results presented above ireFAgR7 as aRysk Sur-
face. As the number of restrictions per jolR/Q) increases from 1 to 40, a greater proportion of
unsatisfiable queries is required in order to break even. édurof table rowdRows= 1, 000 000.
Number of table rowows= 1,000 000.



280 Chapter A. Supporting Empirical Results

Results —+— Results ——
Regression

RIQ

P(Unsatisfiable Join) - 70

(8) Reipsasurface folR/Q = 1 to 40 (b) Reipsasurface with regression surface.

Regression Reslts ——

Cost model ------- Regression
Break even surface Cost model -------
Break even surface

Reipsg:

115 RIQ

(C) Regression, “cost model” and “break even”surfacé€l) Reipsq regression, “cost model” and “break even” surfaces,
looking directly into the XZ plane.

Figure A.31:Ratio Repsq Vs Probability of Unsatisfiable Query P vs Restrictions per Query
R/Q (indexed): These figures summarise the results presentag ab Figure A.27 as &eipsd
surface. As the number of restrictions per joRf Q) increases from 1 to 40, a greater proportion of
unsatisfiable queries is required in order to break even. iéurof table rowdkows= 1,000, 000.
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A.8 Indexed Unsatisfiable Joins — Varying Intervals
per Restriction

This section contains a full analysis of the results regbiteSection 6.6. The
objective of these experiments is to establish the depesdehthegain in join
efficiencyon theprobability of an unsatisfiable joiand thenumber of intervals per
restriction In this series of experiments, we have two independenabbas:

e Probability of an unsatisfiable joiR
e Number of intervals per restrictidifR. Each join has a single restriction.

The dependent variable is the cost rdRigs; whereR. g is one of the ratios defined
in Table A.1. All results are for tables with number of roRews= 1, 00Q 000.
All columns cited in join restrictions are indexed with a fnwal” B-tree index.

We begin with a detailed analysis of the combined metriofag, presenting
both individual result graphs and summary results. Thisllewed by summary
results for the three individual cost metric ratios. In tlase of summary graphs,
we present the same four variations depicting:

e The cost metric ratio surfadg,s; plotted against the two independent vari-
ablesP andl /R

e The cost metric ratio surfade.,,s; With the regression surface superimposed
e The regression surface with “cost model” and “break evenfases

e The cost metric ratio surfad®,s, regression surface, “cost model” and “break
even” surfaces viewed by looking directly into the XZ planels that the Y
axis (intervals per restrictiolyR) disappears

A.8.1 Combined Ratio: R.om

The following is a detailed analysis of the combined metatiorR,., presenting
both individual result graphs and summary results.

Figure A.32 plotsR..m Vs Probability of Unsatisfiable Que and shows the
penalty paid by the semantic optimizer, as the number ofvate comprising the
single restriction increases, is balanced by the increpsackssing time required
by the normal SQL optimizer. Therefore the ragn, rises only modestly ak/R
increases from 1 to 25.

Figure A.33 plotsR..m Vs Probability of Unsatisfiable QueB vs Intervals per
Restrictionl /R and summarises the results aR.g, surface. For low /R, semantic
pre-processing incurs little overhead and Rag, surface sits just above the “cost
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model surface”. Ad /R rises, while the pre-processing cost becomes significant,
this is balanced by the increased processing time requyréldeonormal SQL opti-
mizer. The net result is that the combined rd&g, hardly varies with increasing
/R

A.8.2 Individual Cost Metric Ratios

The remaining graphs in this section show summary resultthéthree individual
cost metric ratios, located as set out in Table A.8.

Figure | Results Presented

A.34 | RcpuVs Probability of Unsatisfiable QueRyvs Intervals per RestrictiolyR
A.35 Rysk Vs Probability of Unsatisfiable QueRyvs Intervals per RestrictiohyR
A.36 | ReipsdVs Probability of Unsatisfiable QueRvs Intervals per RestrictiolyR

Table A.8: Location of summary results for the three individual cost metric ratios displaying
R.ost VS Probability of Unsatisfiable QueRvs Intervals per Restrictioty R.
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Figure A.32:Ratio Ryom Vs Probability of Unsatisfiable Query P (indexed) Figures A.32(a)
to A.32(h) show the increasing penalty paid by the semamticrozer as join complexity increases.

As the number of intervals per restrictioh/R) increases from 1 to 40, a greater proportion of
unsatisfiable queries is required in order to break even. iéurof table rowdkows= 1,000, 000.
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Results —+—
Regression
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P(Unsatisfiable Join)

(2) Reomsurface forl /R =1to0 25 (b) Reomsurface with regression surface.
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(C) Regression, “cost model” and “break even”surfacd€l) Reom regression, “cost model” and “break even” surfaces,
looking directly into the XZ plane.

Figure A.33:Ratio Ryom Vs Probability of Unsatisfiable Query P vs Intervals per Restriction

I /R (indexed) These figures summarise the results presented above ireFAg82 as &R.om Sur-
face. As the number of intervals per restrictighk increases from 1 to 25, a greater proportion of
unsatisfiable queries is required in order to break even. fRK 5, we require just of® = 0.3 to
achieve positive optimization. Number of table raksws= 1, 000, 000.
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(b) Repu surface with regression surface.
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(C) Regression, “cost model” and “break even”surfacd€l) Repy, regression, “cost model” and “break even” surfaces,

looking directly into the XZ plane.

Figure A.34:Ratio R;py vs Probability of Unsatisfiable Query P vs Intervals per Restriction
I/R (indexed) These figures summarise the results presented above ireFAg82 as &Ry, Sur-
face. As the number of intervals per restrictigiR increases from 1 to 25, a greater proportion of
unsatisfiable queries is required in order to break evenl FRK 5, we require just of? = 0.25 to
achieve positive optimization. Number of table rdRsws= 1, 000, 000.
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Results —+— Results ——
Regression

IR
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(a) Rysksurface foll /R = 1 to 25 (b) Rysksurface with regression surface.
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(C) Regression, “cost model” and “break even”surfacd€l) Rysk regression, “cost model” and “break even” surfaces,
looking directly into the XZ plane.

Figure A.35:Ratio Rysk vs Probability of Unsatisfiable Query P vs Intervals per Restriction
I/R (indexed)} These figures summarise the results presented above ireFAgB2 as aRys Sur-
face. As the number of intervals per restrictiighk increases from 1 to 25, a greater proportion of
unsatisfiable queries is required in order to break even. fRK 5, we require just of® = 0.3 to
achieve positive optimization. Number of table raRsws= 1, 000, 000.
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Results —+—
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(C) Regression, “cost model” and “break even”surfacé€l) Reipsq regression, “cost model” and “break even” surfaces,
looking directly into the XZ plane.

Figure A.36:Ratio ReipsqVs Probability of Unsatisfiable QueryP vs Intervals per Restriction
I/R (indexed) These figures summarise the results presented above ineFg82 as aReipsd
surface. As the number of intervals per restrictigR increases from 1 to 25, a greater proportion
of unsatisfiable queries is required in order to break evenl R < 5, we require just of® = 0.2

to achieve positive optimization. Number of table rdd@ws= 1,000, 000.
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B.1 Mapping From Relative To Absolute Table Size

Throughout our experiments with relational tables, whenexe have spoken of “ta-
ble size”, we have used the number of rows comprising the tabtlenoteelative
size. The absolute size of a relational table in the Oracle RBBdproportional to
(average row sizenumber of rows) The average row sizen turn is determined
by the number of columns and the data types of those columusexperimental
tables each comprise 20 columns, of which the first five cokiamenumericand
are the targets of our optimization and the remainder arexeomstring and date
data types. Figure B.1 below allows the absolute size of tiperxental tables
to be determined from the number of rows. The physical spaceped by a ta-
ble is calculated by adding up the number of bytes occupial afata segments,
including index segments.

Rows to Size Conversion
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Size (Mb)
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O Lt
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Table Rows

Figure B.1:Table Rows to Size Conversion
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C.1 Software Description

The following describes the software employed throughbet éxperiments re-
ported in this thesis.

C.1.1 Experiments with queries

All experiments were performed using 32 bit Oracle 10.2 migon 32 bit Linux.

Software Description Details

Operating System Fedora Core 4 2.6 Linux kernel 32 bit

Database Oracle 102 RDBMS 32 bit Bytes
Total system global area ,174 405120
Fixed size 1219 040
Variable size 13419 296
Database Mfiers 1023410176
Redo bidters 15556608

Table C.1:Software employed for experiments with queries

C.1.2 Experiments with equi-joins

All experiments were performed using 64 bit Oracle 10.2 mugmon 64 bit Linux.

Software Description Details

Operating System Fedora Core 4 2.6 Linux kernel 64 bit

Database Oracle 102 RDBMS 64 bit Bytes
Total system global area ,174 405120
Fixed size 2020,288
Variable size 201329 728
Database hiiiers 956301, 312
Redo bifers 14753 792

Table C.2:Software employed for experiments with equi-joins

C.2 Hardware Description

The following describes the hardware employed throughbetexperiments re-
ported in this thesis.
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C.2.1 Experiments with queries

All experiments were performed on a9GHz AMD Athlon™XP 2600 PC with
2Gb of RAM and standard ATA disk. The Oracle RDBMS was allowediltsa as
much disk space as required.

C.2.2 Experiments with equi-joins

All experiments were performed on GHz AMD Athlon™64 3200PC with 2Gb
of RAM and SATA disk. The Oracle RDBMS was allowed to utilise aschndisk
space as required.
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