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Abstract

The process of developing applications of ma-
chine learning and data mining that employ su-
pervised classification algorithms includes the
important step of knowledge verification. Inter-
pretable output is presented to a user so that
they can verify that the knowledge contained in
the output makes sense for the given application.
As the development of an application is an iter-
ative process it is quite likely that a user would
wish to compare models constructed at various
times or stages.

One crucial stage where comparison of models is
important is when the accuracy of a model is be-
ing estimated, typically using some form of cross-
validation. This stage is used to establish an esti-
mate of how well a model will perform on unseen
data. This is vital information to present to a
user, but it is also important to show the degree
of variation between models obtained from the
entire dataset and models obtained during cross-
validation. In this way it can be verified that the
cross-validation models are at least structurally
aligned with the model garnered from the entire
dataset.

This paper presents a diagnostic tool for the
comparison of tree-based supervised classifica-
tion models. The method is adapted from work
on approximate tree matching and applied to de-
cision trees. The tool is described together with
experimental results on standard datasets.

Introduction

In practical applications of machine learning and
data mining it is often important to present in-
terpretable output to users and to demonstrate
the credibility of what has been learned by care-
ful evaluation. Many practitioners present users
with a model of their data constructed from the
entire dataset for them to interpret, and use cross-
validation as the method of choice for evaluation.

The process of developing applications in ma-
chine learning and data mining is widely recog-
nised as being iterative (Aha and Riddle, 1995).
Between iterations new training data may be
added, different attribute selections may be in-
cluded for consideration, or the method of deriv-
ing specific attributes may change. The changes

introduced to the models built will often be of as
much interest to the users as differences in model
performance.

Currently, developers use error rate as the main
means of comparing models on the assumption
that classification accuracy is of primary con-
cern. Procedures that seek to enhance the classi-
fication accuracy of a learning algorithm such as
boosting, bagging and stacking reinforce this as-
sumption at the cost of effectively rendering the
model a black box. This situation is the result of
placing too much emphasis on classification ac-
curacy (Provost, Fawcett and Kohavi, 1998) and
a paucity of diagnostic tools for evaluating the
knowledge contained in multiple models.

The emerging standard in machine learning for
estimating the error rate is to use stratified ten-
fold cross-validation. The data is divided ran-
domly into ten parts, in each of which the class
is represented in roughly the same proportion as
in the entire dataset. FEach of the ten parts is
held out in turn while the learning scheme builds
a model from the remaining nine parts. The hold-
out part at each iteration is used for testing which
results in an error estimate. The ten error esti-
mates are averaged to produce an overall estimate
of error.

Many practitioners go beyond a single ten-fold
cross-validation to obtain a better error estimate
by reducing the random variation that can occur
in choosing the parts. Although there is no con-
census in the field, a common practise is to repeat
this single ten-fold cross-validation ten times, giv-
ing rise to the construction and evaluation of one
hundred models.

Given this approach, a user might legitimately
ask questions about how representative the model
obtained from the entire dataset is when com-
pared to the individual models constructed during
cross-validation, and how much variation there is
between the cross-validation models themselves.

For general supervised classification learning
this is a problem. However, many classification
methods are based on ordered trees {Quinlan,
1993) and advances in approximate tree matching
(Zhang and Shasha, 1989) provide an opportunity



to explore this question.

This paper presents a diagnostic tool for com-
paring two decision trees and demonstrates its ap-
plication in evaluating the variation in trees con-
structed under cross-validation. The tree match-
ing algorithm is briefly described in Section 2.
The algorithm employs an edit-distance approach
and as such there is a requirement to assign penal-
ties to various mismatches between trees; these
are covered in Section 3. Section 4 presents an ex-
perimental evaluation on standard datasets where
we estimate the variation of models constructed
from the entire dataset with models constructed
during cross-validation and the variation of the
models at each iteration. Section 5 concludes with
a discussion of the results and the prospects for
future work on this problem.

Tree Matching

Algorithms exist for both exact (Hoffman and
O’Donnell, 1982) and approximate tree match-
ing (Wang, et al, 1994). Applications for these
techniques include the retrieval and extraction
of information from databases of tree-like struc-
tures such as RNA structures in molecular biology
(Shapiro and Zhang, 1990), lexical dictionaries in
natural language processing (Kai, 1979), and in-
termediate code representations in programming
language research (Aho et al, 1989).

In what follows, we briefly illustrate the main
ideas behind tree matching. A complete treat-
ment of the topic can be found in (Zhang and
Shasha, 1989). The main principle is to view tree
comparison as an editing procedure. Given two
trees T and Ty, we fix one tree, T say, and then
attempt to transform T by a series of edit oper-
ations so that it matches T7. Each edit operation
incurs a cost, and the minimum cost edit sequence
that transforms one tree to the other is referred
to as the edit distance between the two trees. A
common use of edit distance is for string match-
ing, where the edit operations are to change (or
relabel) a character, insert a character, or delete
a character. Each of these operations has a coun-
terpart in tree matching. The relabel operation
simply changes the label associated with a node.
An insert operation adds a node as a child of an-
other, possibly between the parent and an exist-
ing child. A delete operation removes a child of a
node, and any of its children are raised to become
children of the parent node.

Figure 1 illustrates the principle with two sim-
ple trees whose nodes and leaves contain single
characters. In order to transform the tree on the
left into the tree on the right we must perform
one of each of the edit operations in the sequence:
delete node D (which raises node E to be an im-
mediate child of A), relabel node F as G, and in-
sert node D above node A. If each edit operation
incurs a unit cost then the edit distance between
these two trees is 3.

The edit distance can  be  calcu-
lated  using dynamic  programming and
this leads to a time complexity of
O(ITy| x [To] x min(depth(Ty),leaves(T})) x
min(depth(Ts), leaves(Ty))) where leaves(17)
is the number of leaves in 77. This time com-
plexity makes the algorithm eminently suitable
for applications in machine learning and data
mining.

Matching Decision Trees

To adapt the basic tree matching algorithm to
decision trees we need to carefully consider the
node label representation and assign costs to each
of the edit operations. In the following section
we consider the decision trees produced by C4.5
(Quinlan, 1993) with default settings, although
the differences produced by other options (such
as making nominal attribute splits binary rather
than multi-way) or other algorithms can easily be
accommodated.

Node Structure

Decision trees have attribute tests at interior
nodes and attributes can be either nominal or nu-
meric. In both cases the test outcomes are usually
associated with the branches emanating from the
node rather than the node itself—the node merely
states the name of the attribute. For nominal at-
tributes a new child node is created for each of
the possible values and the equality test is associ-
ated with each of the child branches. For numeric
attributes only two branches are created, one for
values less than or equal to a split value (the left
child) and one for values greater than the split
value.

This format has to be re-worked to fit in with
the matching algorithm which associates all ac-
tivity with a node (not its branches). For nomi-
nal attributes we simply match on the attribute
name, assuming that the ordering of child nodes is
consistent between trees, and that the number of
child nodes for a particular attribute test is con-
stant between trees. For numeric attributes we
match the attribute name and its split value, as-
suming the ordering that values less than or equal
to the split value will go down the left child and
values greater than the split value will go down
the right child. Figure 2 illustrates the format for
numeric attributes.

Edit Operations

Insert and delete operations both incur a unit cost
asin the general case, however, relabeling involves
four cases:

1. A leaf of class ¢; compared with a leaf of class
Co.
2. A leaf compared with an attribute test.

3. An attribute test on a; compared with an at-
tribute test on as.



Figure 1: Two example trees.

4. An attribute test on a; with value vy compared
with an attribute test on ay with value vs.

We consider case 1 to be an operation that should
be performed when all other options have failed
and accordingly assign a cost of 2. Cases 2 and
3 have unit cost as they are straightforward re-
labeling operations. Case 4 occurs in the com-
parison of range splits on numeric attributes. In
this case we would like a cost varying between 0
and 1 which favours small differences between the
two values. As attributes may have vastly differ-
ent scales we normalize the split value difference
by the range of the tested attribute, giving the
formula:

cost = —|U1 — 112.1
maxa; — min a;

Figure 2 illustrates the problem for case 4 with
an example taken from the familiar iris dataset.
The minimum cost edit sequence to transform
the tree on the left involves deleting the non-root
Petal width nodes and their right-most leaf nodes
(giving a cost of 4). We are left with two trees
with the same structure but with different tests
associated with the Petal length node. The tree
on the left has a split value of 4.9 while the tree
on the right has a split value of 4.7. The observed
Petal length values range from 1.0 to 6.9. In this

case we would compute a cost of %L = (.03,
adding negligible cost to the complete transfor-

mation.

Experimental Results

In order to evaluate the performance of the tree
matching algorithm on a diverse set of data, ex-
periments were performed using twenty datasets
from the University of California Irvine repository
(Merz and Murphy, 1996). The datasets and their
properties are listed in Table 1.

To determine the effectiveness of the tree
matching algorithm we compute a number of

different measures during cross-validation. To
compare the full tree (that is, the tree built
from the full training dataset) to the trees pro-
duced during the folds we compute the dis-
tance EditDist(Ty,Ty) and the relative distance
BditDist(T1,Ts) . .

semeein b2l where N s the size of the full tree
(number of nodes and leaves). This number is
expressed as a percentage. These values are av-
eraged to yield the distance and relative distance
from the full tree to each fold and the distance
and relative distance between each pairwise com-
bination of fold trees.

We also compute the default accuracy (the
number of values in the majority class in the
dataset expressed as a percentage), and the av-
erage cross-validation error (this is the average
percentage incorrectly classified} in order to de-
termine any link between average error and aver-
age edit distance.

The results computing these measures for J4.8
(which is an implementation of C4.5 release 8 in
Java (Witten and Frank, 1999)) together with
standard deviations for the edit distance mea-
sures, in ten ten-fold stratified cross-validation
runs are presented in Table 2.!

Table 2 has a number of interesting features. As
expected, there is a strong correlation between the
average edit distance to the full tree (column 6)
and the average edit distance between the folds
(column 7). The correlation is also strong be-
tween the relative edit distances {columns 4 and
5). The edit distance metric is therefore stable in
these two circumstances.

There is a fairly strong correlation (0.74) be-
tween the cross-validation error (column 3) and
the relative edit distance to full (column 4). High
error i likely in cases where there are either many
non-pure leaves in the tree or many leaves which

INote that it is possible to generate values greater
than 100% when folds consistently produce larger
trees than the full tree.
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Figure 2: Two example decision trees for classification.

Table 1: Datasets used in the experiments

Dataset Number of (%) Missing Numeric  Nominal  Classes
instances attributes  attributes
anneal 898 0.0 [§ 32 5
audiology 226 2.0 0 69 24
autos 205 1.1 15 10 6
balance-scale 625 0.0 4 0 3
breast-cancer 286 0.3 0 2
colic 386 23.8 7 15 2
glass 214 0.0 9 0 6
heart-c 303 0.2 6 7 2
heart-h 294 20.4 6 7 2
hepatitis 155 5.6 6 2
hypothyroid 3772 5.5 7 2 4
iris 150 0.0 4 3
labor 57 3.9 8 2
lymphography 148 0.0 3 15 4
mushroom 8124 1.4 0 22 2
sonar 208 0.0 60 0 2
soybean 683 9.8 0 25 19
vote 435 5.6 0 16 2
vowel 990 0.0 10 3 11
Z00 101 0.0 1 15 7
cover a very small number of instances. Both entiated trees. This phenomena also applies to

of these situations lead to structural instabilities
when the distribution of instances changes dur-
ing cross-validation. In general, models appear
to vary with respect to the model obtained from
the entire dataset in proportion to their estimated
error during cross-validation. In addition, the ab-
senice of large differences between the full model
and models derived during cross-validation indi-
cates that a dataset contains sufficient data for
learning the problem at hand (and the addition
of further data will bring relatively small perfor-
mance gains).

The anneal dataset is an interesting counter-
example. Here there is low error (1.28) but high
relative edit distance (31.81). On closer exami-
nation we see that this dataset contains impor-
tant nominal attributes with many values which,
for multi-way splits, will result in highly differ-

breast-cancer, audiology, colic, and vowel.

Conclusions

We have presented a diagnostic tool for compar-
ing two decision trees. The algorithm was readily
adapted from work on approximate tree match-
ing and has a time complexity that makes it emi-
nently suitable for applications in machine learn-
ing and data mining.

In practical experiments it was shown that
there is a fairly strong correlation between the
relative edit distance to the full tree and the
cross-validation error except where highly rele-
vant nominal attributes contain many values.

At present, no attention is paid to the num-
ber of instances that fall to a leaf when compar-
isons are made. It may be possible to offset the
structural instabilities encountered in some of the



Table 2: Experimental results for J4.8

Dataset Default Cross-val Relative Relative Distance Distance

error error to full between folds to full between folds
anneal 23.83 1.28 31.81%4.5 46.1845.6 14.95+2.1 21.70+£2.6
audiology T74.78 22.39 40.09+5.1 51.61+2.9 21.65+£2.7 27.87+1.6
autos 67.32 18.29 68.83+10.3 62.0245.5 47.494£7.1 42.804+3.8
balance-scale 54.24 22.00 66.52+1.3 60.37+2.9 76.50£1.5 69.4243.3
breast-cancer 29.72 27.34 153.00+24.1 250.00432.8 9.1841.4 15.00£2.0
colic 36.96 14.89 45.50+11.1 66.37x13.0 2.73+0.7 3.98+0.8
glass 64.49 31.40 62.6946.4 64.18+5.0 36.99+3.8 37.87+2.9
heart-c 45.54 24.42 60.3843.8 69.78+4.2 30.79+£1.9 35.58+2.1
heart-h 36.05 20.78 59.85+9.1 96.80+11.2 5.98+0.9 9.68+1.1
hepatitis 20.65 20.58 41.674+4.5 53.54+5.8 8.75+0.9 11.24+1.2
hypothyroid 7.71 0.49 10.344-0.8 16.19+1.0 3.00+0.2 4.70+0.3
iris 66.67 5.27 9.25+£2.4 14.5643.3 0.83+0.2 1.314£0.3
labor 35.09 20.53 75.904+9.2 99.45+14.0 3.804+0.5 4.974+0.7
lymphography 45.27 22.57 35.234+4.3 50.584+4.2 11.98+1.4 17.204+1.4
mushroom 48.20 0.00 2.97+0.8 4.29+1.6 0.8940.2 1.294-0.5
sonar 46.63 26.34 69.21%4.6 62.05+3.8 24.23x1.6 21.71£1.3
soybean 86.53 7.97 27.144+4.0 37.28+6.4 25.24+3.7 34.67+5.9
vote 38.62 3.47 7.73£1.7 14.02£3.1 0.85+0.2 1.5440.3
vowel 90.91 20.78 103.06+3.7 119.50+4.4  208.1847.5 241.3948.9
Z00 59.41 7.33 17.00+1.3 25.454+0.8 2.891+0.2 4.33+0.1

datasets, by avoiding edit operations on leaves
with, for example, zero instances. Leaves such
as these are quite common in large C4.5 trees.

It is important to maintain transparency in all
aspects of the process of developing applications
of machine learning and data mining. It is hoped
that this tool will be of use to practitioners and
researchers as they try to explain their results to
users.

The tree comparison tool could also be applied
to uncover some of the mysteries behind the com-
posite models produced during boosting (Freund
and Schapire, 1996) and bagging (Breiman, 1996).
This will be a topic for future research.

References

Aha, D.W., and Riddle, P. (Eds.) 1995. Work-
shop notes for applying machine learning in prac-
tice: A workshop at the Twelvth International
Machine Learning Conference (Technical Report
AIC-95-023). Washington, DC: Naval Research
Laboratory, Navy Center for Applied Research in
Artificial Intelligence.

Aho, A. V., Ganapathi, M., and Tjiang, S.W.K.
1989. Code generation using tree matching and
dynamic programming. ACM Trans. on Pro-
gramming Languages and Systems, 11, (4), pp.
491-516.

Breiman, L. 1996. Bagging predictors. Machine
Learning, 26, (2), pp. 123-140.

Freund, Y., and Schapire, R.E. 1996. Experi-
ments with a new boosting algorithm. In Ma-
chine Learning: Proc. Thirteenth International
Conference. Morgan Kaufmann.

Hoffman, C, and O’Donnell, J. 1982. Pattern
matching in trees. JACM, 29, (1), pp. 68-95.

Merz, C. J. and Murphy, P. M. 1996. UCI
Repository  of machine learning data-bases
[http://www.ics.edu/ mlearn/MLRepository.html].
Irvine Calif.: Univ. of Calif., Dept. of Informa-
tion Science.

Provost F., Fawcett T., Kohavi, R. 1998. Build-
ing the Case Against Accuracy Estimation for
Comparing Induction Algorithms. To appear in
Machine Learning.

Quinlan, J. R. 1993. C4.5: Programs for machine
learning. Morgan Kaufmann.

Shapiro, L.G., and Zhang, K. 1990. Compar-
ing multiple RNA secondary structures using tree
comparisons. Comput. Appl. Biosci., 6, (4), pp.
309-318.

Tai, K.C. 1979. The tree-to-tree correction prob-
lem. JACM, 286, (3), pp. 422-433.

Wang, J.T.L., Zhang, K., Jeong, K., and Shasha,
D. 1994. A system for approximate tree match-
ing, IEFE Trans. Knowledge and Data Engineer-
ing,6, (4), pp. 559-571.

Witten, L.H., and Frank, E. 1999. Data mining:
Practical machine learning tools and techniques
with Java implementations. Morgan Kaufmann.

Zhang, K, and Shasha, D. 1989. Simple fast algo-
rithms for the editing distance between trees and
related problems. SIAM J. Computing, 18, (6),
pp. 1245-1262.



