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4.5 Design sketches

Figure 4.5. Design sketch: inserting information

holders that indicate, for example, that it must be possible to filter items

by the location of the represented experience.

Initially, the main screen shows either all data in the system or a se-

lection of relevant items. The system could use information about the

user’s current context, such as the user’s current location or the pres-

ence of other people, to determine which items may be relevant. It could

then show items connected with that location or with these people. Al-

ternatively, the system could show the items with which the user last

interacted when at this location or around these people.

4.5.2 Experiencing and revising

Figure 4.5 shows a sequence of sketches that illustrate how information

items could be inserted into the system by attaching them to information

items already in the system. In the sketch, the user first clicks into an

information item and then drags the mouse out of it. A new information
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Chapter 4 Conceptual design of an augmented memory system

item “bubble” is created and the user types in a name. The user chooses a

type for the information item (“book”) and a type for the connection (“has

topic”). The choice of types suggested for the connection is based on the

type of the initially existing information item. The sketch also shows how

type inference can be possible based on the subject and object types of

a connection predicate: the newly added item now is also of type “topic”

because “has topic” connections link a “conversation” item to a “topic”

item. The sketch indicates that the type of an information item or a

connection is not necessarily shown in the user interface.

This sketch also shows that information items and connections are

typed. Initial assumptions about the nature of these types were:

• an information item can have more than one type;

• a connection type can know what item types to expect for its subject

and object items; and

• types can form “is a” hierarchies of sub- and supertypes.

Figure 4.6 shows a sequence of sketches that illustrate how informa-

tion that was automatically captured by the system can be used during

manual input of information. The user clicks on the empty background

to indicate that they wish to create a new information item. A new “bub-

ble” is created; the user first types in the name and then chooses a type

(“conversation”). The system automatically suggests a connection of type

“talked to” to an already existing information item of type “person”. This

suggestion is based on a number of facts:

• the presence of the person represented by this item was detected

for the time that the “conversation” item was created,

• the system knows by some mechanism that the detection of pres-

ence typically describes real-world objects that are represented in

the system with the type “person”,

• “talked to” is a connection type that links items of type “conversa-

tion” to items of type “person”.

Similar automatic linking would occur for other types of context such as

time and location.
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4.5 Design sketches

Figure 4.6. Design sketch: integrating captured and manually added informa-
tion

The design sketches in Figure 4.7 illustrate editing a marked moment.

When the user chooses to mark a moment, the system captures as much

context as possible. All marked moments are available for retrieval.

When the user edits a particular marked moment, the captured context

as well as the user’s current context are used as the basis for suggestions

of new information items and connections.

4.5.3 Remembering

The design sketches in Figure 4.8 illustrate how information connected

to an experience can be found again using the time and the location of

the experience. From the initial view, the user switches to the view in

which information is overlaid on a map. Only those information items are

shown that belong to a particular location, shown on the currently visible

portion of the map; potentially, information items adjacent to these are

also shown. The user zooms in on a particular location to see only those

items from to a reasonably confined area; adjacent items without location
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Chapter 4 Conceptual design of an augmented memory system

Figure 4.7. Design sketch: editing a marked moment

Figure 4.8. Design sketch: finding information by location and time
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4.5 Design sketches

information are also shown.

The user then makes the timeline visible in addition to still being in

the map overlay view. The timeline indicates how many items belong

each to time period (e. g. month). The sketch allows for the possibility

that the type of time can be changed, listing such time types as the time

the item was added, the time(s) the item was edited and the time(s) the

item was explicitly viewed in the system. The user chooses a particular

timespan by selecting the line indicating items at this location associated

with timespans towards the end of the year 2007. The system now shows

only those items that have a location within the area shown on the map

and a time within the selected timespan. Adjacent items without a time

and without a location are also still shown.

The design sketches in Figure 4.9 illustrate how to find information

with the help of semantic information. The user chooses to “show only

bubbles of type conversation and neighbours”. This causes all other in-

formation items to be hidden. Three choices can be made when using the

type-based filter: whether the selected type specifies items to be hidden

or items to be shown; which type to use; and whether adjacent informa-

tion items are supposed to be affected by the filter.

The lines circling a selection of information items in the sketches are a

result of interaction with the sketches and are unrelated to the scenario

described here.

4.5.4 Paper prototype

Figure 4.10 shows a paper protoype based on the design sketches de-

scribed in the previous sections. The paper prototype consists of a lam-

inated piece of paper with a printed main window similar to Figure 4.4,

sticky paper “bubbles” for information items and laminated, sticky maps

at several scales (in this case showing the world, New Zealand’s North

Island, Hamilton, and the University of Waikato’s Hamilton campus). The

main window is approximately 16cm wide by 11cm tall. All components

are contained in a small cardboard folder that also stores the unused

maps and any spare bubbles. The size was chosen to represent a mo-

bile device while allowing for the lower resolution of the paper prototype
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Figure 4.9. Design sketch: finding information by semantic type
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4.5 Design sketches

Figure 4.10. Paper prototype: all nodes (left) and nodes at a specific location
(right)

medium.

Bubbles can be written on, stuck to the main window, moved within

the main window or replaced to the cardboard folder. The main window

and the maps are laminated to allow annotations and connections to be

drawn with OHP or whiteboard markers and erased.

Walkthoughs of scenarios similar to those described in Section 4.4

quickly showed that a paper prototype was not suitable to fully explore

and evaluate the effectiveness of the conceptual design. Even quite small

scenarios, such as conversations with two different people about a hand-

ful of different topics (see Figure 4.10), require so many information

items that they are barely manageable within reasonable timespans. On

the other hand, significantly more information items are needed to ex-

plain all aspects of the system’s functionality and to convey the necessity

and usefulness of the various filter methods.
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4.6 Discussion

This section discusses the conceptual design with regards to the six rec-

ommendations made in Section 2.4.3.

4.6.1 Type of remembering

As explained in Section 4.1, the decision was made to focus the re-

search presented in this thesis on support for remembering experiences

via knowing/retrieving and via reconstructing. Consequently, only these

types of remembering are addressed by the conceptual system design

presented in this chapter. The third type of remembering an experience,

re-living, is considered to be fundamentally different and more complex

than the other two types; it is not aimed for in the conceptual design but

not specifically discouraged either.

4.6.2 Type of information

The conceptual design described in this chapter acknowledges the dis-

tinction between factual information and cues, which can be stored in a

system, and memories, which cannot be externalised. A system follow-

ing this design allows its user to retrieve factual information that may be

what the user is trying to remember. Information items retrieved with the

system can also act as cues that cause the user to remember experiences

represented by, or related to, these information items. Information items

can be in a variety of formats to approximate imaginal and nonimaginal

representation of information in memory.

4.6.3 Phase

The conceptual design contains components to support remembering

during all three phases identified in recommendation R3. Semi-automatic

capture combined with manual annotations encourage deep processing

of experiences, which in itself may cause the system’s user to better re-

member these experiences later. The system helps in remembering ex-

periences by allowing the user to retrieve factual information and cues.
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4.6 Discussion

The system also aids its user’s memory at all other times by allowing the

user to continuously engage with the information items in the system.

4.6.4 Context

The context of an experience is used in several ways in the conceptual

design. During the experiencing and revision phases, automatically cap-

tured context is used to enrich information items and, together with se-

mantic information, to suggest the creation of connections between in-

formation items. During the remembering phase, the information items

shown in the system can be filtered to those with a particular context.

Two types of context, the time and the location of an experience, are ex-

plicitly visualised in the design sketches. These visualisations are based

on similar visualisations of time and location in the CARPE and PIM sys-

tems analysed in Chapter 3. Other types of context, for example people

present at an experience, can still be represented by integrating them

into the main view and connecting them to related information items.

4.6.5 Semantic information

Similar to contextual information, semantic information is used at all

three phases of interaction with the system. During the experiencing

and revision phases, semantic information is used together with the semi-

structured nature of the targeted events to make captured information

more meaningful and to help link it with existing information items. Dur-

ing the remembering phase, semantic information can be used together

with connections to find chains of information items of a given type or

sequence of types.

Of the three factors identified in recommendations R4–4.6.6, semantic

information was the least used in the PIM systems and particularly in the

CARPE systems analysed in Chapter 3. This made it necessary to exper-

iment with new user interfaces for this type of information. The design

sketches show a relatively simple use of semantic information during the

remembering phase and a more advanced use of this information during

content capture and input.
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4.6.6 Associations

While experiences and facts are represented in the conceptual design as

information items, associations between experiences or between experi-

ences and facts are represented as connections between the information

items. More formally, this structure is a graph with the information items

as nodes and the connections as edges. In the design sketches, this graph

structure is visualised explicitly. The neighbours of an information item

in this structure form the context of the item, which can be used during

the remembering phase. Visualising the links between information items

may also encourage spontaneous recall when the user interacts with the

system because it makes related items easily accessible.

It was noted in Chapter 3 that associations between memory items,

and consequently connections between arbitrary information items, are

rarely made explicit in the analysed CARPE and PIM systems. The design

sketches show a direct visualisation of the underlying graph structure,

which is not commonly found in user interfaces targeted at general audi-

ences but is similar to visualisations of the hierarchical tree structure of

mind maps.

4.7 Summary

This chapter contributes to answering the second research question iden-

tified in Section 1.1.2, how an interactive software system can help some-

one remember, by proposing the conceptual design of such a system. The

system’s architecture is grounded in results from Cognitive Psychology,

using context, semantics and associations. It incorporates aspects of ex-

isting Computer Science approaches to augmenting memory, combining

automatic with manual capture of context and content and with retrieval

options based on context, semantic information and associations.

The description of the conceptual architecture is supplemented with

a list of requirements for systems implementing the architecture, with

examples for user interaction with the system and with design sketches.

The conceptual design is described on a relatively high level; different

implementations are conceivable that all fulfil the requirements and al-
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low for interaction similar to that given in the usage examples. Room for

variation is left in particular regarding the realisation of the capture com-

ponent, regarding the types of context used in the system and regarding

the visualisation of items and their connections.

Even though design sketches and a paper prototype were used to ex-

plore the conceptual design, the amount of information items necessary

even for simple scenarios made this impractical for a full evaluation.

None of the software systems reviewed fulfil all requirements for the

targeted type of situations. Consequently, a selection of the conceptual

design was implemented in a software system to allow end-user eval-

uations to be conducted. The following chapter introduces the Digital

Parrot, an implementation of the retrieval aspects of the conceptual de-

sign. It uses temporal and spatial context of experiences and includes

a straightforward, graph-based visualisation of memory items and their

associations.

99



100



Chapter 5

The Digital Parrot: a
selective implementation

The previous chapter describes the conceptual design of a novel tech-

nique for augmenting autobiographical memory. This chapter describes

the Digital Parrot, a selective implementation of this technique that fo-

cuses on the retrieval aspects. The selection of aspects of the conceptual

design to be implemented was guided by the components necessary for

the evaluations described later in this thesis (Chapters 7 and 8).

This chapter is structured as follows. Section 5.1 gives more details

about the focus taken in the implementation. Sections 5.2 and 5.3 ex-

plain how the Digital Parrot meets the requirements for the overall sys-

tem and the user interface outlined in Section 4.3. Section 5.4 links the

Digital Parrot to the scenarios introduced in the previous chapter; it il-

lustrates the steps described in the scenarios with screenshots from the

Digital Parrot. Sections 5.5 and 5.6 explain how the Digital Parrot meets

the remaining requirements, those related to the capture component and

the data model. Section 5.7 briefly describes the implementation envi-

ronment. The chapter closes with a discussion of the Digital Parrot in

relation to the insights from preceding chapters in Section 5.8 and a

summary in Section 5.9.

An early version of parts of this chapter was previously published else-

where (Schweer et al., 2009).
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Chapter 5 The Digital Parrot: a selective implementation

5.1 Focus

The focus of the research described in this thesis is on remembering.

Thus, the Digital Parrot is a partial implementation of the conceptual

design described in the previous section, with the spotlight on the “re-

membering” phase and the system components required for this phase.

The following summarises the decisions made with regards to the first

three recommendations in Section 2.4.3.

Just like in the conceptual design, the types of remembering (R1) to be

supported with the Digital Parrot are retrieval of facts and reconstruc-

tion of experiences. Re-living of experiences is not discouraged but not

particularly encouraged either.

The types of information to be stored in the system (R2) are, as in

the conceptual design, information items that represent facts and expe-

riences related to facts. These information items can be retrieved either

for their own sake or to act as cues for the user’s memory. The Digi-

tal Parrot currently supports only textual representation of information

items, although support for other types (such as images, audio record-

ings, video) could easily be added.

The Digital Parrot focuses on support during the remembering phase

(R3). The main reason for this is that the hypothesis underlying the work

presented in this thesis, and consequently the end-user studies, focus on

the remembering phase. Evaluating systems designed for personal in-

formation, such as autobiographical memory, poses several challenges;

these challenges are reviewed in Chapter 6. The focus on the remember-

ing phase helps avoid confounds that may arise from addressing both the

experiencing and the remembering stages.

5.1.1 Links to conceptual design

Figure 5.1 repeats the visualisation of roles and actions associated with

the conceptual design that was given in Figure 4.1. Roles and actions

that were implemented in the current version of the Digital Parrot are

shown in black while roles and actions that were not implemented are

shown in a lighter colour.
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5.1 Focus

Figure 5.1. Implemented parts of the conceptual design

Due to the focus on remembering, requirements S1 and S2 apply only

in part and requirement S3 as well as the capture component require-

ments (C1 and C2) do not apply at all. Requirement U6 does not apply

because it belongs to the revising phase. Additionally, the current ver-

sion of the Digital Parrot has been developed to support textual data only,

thus fulfilling requirement D5 only in part.

Context of an experience in the Digital Parrot is primarily the experi-

ence’s geospatial and temporal context. These two types of context are

catered for directly in the user interface. However, the boundaries be-

tween content and context items in the Digital Parrot are fuzzy. This

means that other types of context can be included in the Digital Parrot

as content items, without special treatment in the user interface.

The implementation followed the design sketches described in Sec-

tion 4.5 as far as was practicable. The following sections describe the

Digital Parrot; deviations from the design sketches are noted where ap-

plicable.
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5.2 Overall system

This section explains how the Digital Parrot fulfils the requirements S1

and S2. The third requirement for the overall system in Section 4.3 does

not apply to the focus chosen for the current version.

The Digital Parrot consists of a user interface and in-memory storage.

Interaction between these components loosely follow the Model-View-

Controller paradigm. Interface components register themselves with ap-

propriate instances of the data model to receive events on updates; they

can also make changes to instances of the data model.

The current version of the Digital Parrot was developed for desktop

computers. The mobile/wearable component mentioned in the design

sketches and scenarios is used mostly during the experiencing and revis-

ing phases. Since the Digital Parrot focuses on the remembering phase,

it was decided to implement it for desktop computers only. A version for

mobile devices is conceivable with an adapted user interface that offers

the same functionality and includes data synchronisation mechanisms

between devices.

5.3 User interface

This section explains how the Digital Parrot fulfils the requirements re-

lated to the general user interface that were stated in Section 4.3.2.

The user interface of the Digital Parrot consists of a main view and four

different navigator tools. Figure 5.2 shows an example of the Digital Par-

rot’s user interface. The main view is described in-depth in Section 5.3.1.

In the same window as the main view are buttons that allow the user to

activate and deactivate the navigators. The navigators influence the in-

formation shown in the main view by highlighting some items and hiding

others. There are two contextual navigators, the timeline and the map

navigator, as well as a type navigator and textual search. Each navigator,

with one exception, has its own window and all can be shown and hid-

den individually. The navigators are described in-depth in Sections 5.3.3

through 5.3.5.

Navigation tools in the Digital Parrot affect the information shown in
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Figure 5.2. The Digital Parrot: Main view and all navigators. Map data removed
from screenshot for copyright reasons.

the main view in two ways: through restricting or through highlighting.

By restricting the view, navigation tools request that some information

items be hidden from the main view. Restrictions are disjunctive; all

information items are hidden from the main view that are hidden by at

least one active navigation tool. Highlighted information items are shown

more prominently in the user interface. Highlights are sequential; only

those information items are highlighted that were requested to be so in

the most recent interaction with a highlighting navigator. When the user

deactivates a previously active navigation component, all its restricting

and highlighting requests are removed from the main view. They are

restored when the navigation tool is re-activated.
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Figure 5.3. Early design sketch of the user interface

Differences between design sketches and implementation

The design sketches in Section 4.5 combine all navigators and the main

view into a single window, as shown in Figure 5.3. This integrated user

interface was based on principles of experiential computing (Jain, 2003).

In particular, it was planned for interaction with the data through one

component to be reflected immediately in all other components; for ex-

ample, selecting an item in the main view that has associated geospatial

information would cause the map to adjust to show the item’s location.

This approach was abandoned during the move from initial design to

implementation. The main reasons were issues on the conceptual level,

centered around the dual role of some components as both display and

filter. It was decided not to focus on resolving these issues but rather to

separate the navigator windows from the main window. At the same time,

the navigators were changed from being both display and filter to being

filters only. The move to separate windows was intended to simplify the

user’s mental model of the navigators’ function.
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5.3.1 Main view

The main view visualises memories stored in the system, fulfilling re-

quirement U1. Information in the system is represented as a set of state-

ments, where each statement consists of a subject, a predicate and an

object. Subject and objects are information items that represent mem-

ory items; predicates form connections between information items that

represent associations.

5.3.2 Main view types

The memory structure consisting of information items and connections

(requirement U1) directly corresponds to the standard definition of a

graph consisting of nodes and edges. It was decided early on in the

design of the Digital Parrot to visualise this graph structure directly in

the user interface.

The hypothesis was that this visualisation would be beneficial for the

users of the Digital Parrot because connections between information items

are immediately apparent. Users without a background in Computer Sci-

ence and related areas may not be familiar with data visualisations as

graph networks; however, the graph view of the Digital Parrot was as-

sumed to be similar enough to mind maps that it can be learned by all

users.

Another assumption was that users of the Digital Parrot might like to be

able to arrange memory items spatially. This assumption is similar to that

followed in the design of the PhotoMemory system in which photographs

in a collection remain at the same position on screen even when filters

are applied to the collection (Elsweiler et al., 2005). This assumption also

influenced the decision to make node positions persistent across runs of

the Digital Parrot.

A list of statements view was developed as an alternative visualisation

of the underlying structure. It was assumed that some users might prefer

the list view, which is ultimately based on text, to the graph view.

The graph view is shown by default; the user can switch between main

views using tabs. Restrictions, highlights and selections are synchro-
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Figure 5.4. Detail of the graph view. The node “Hamilton” is highlighted, the
node “NZ CS Research Student Conferences” is selected.

nised between main views.

Graph view

The graph view shows the information in the Digital Parrot as a directed

graph consisting of nodes (subjects/objects) and edges (predicates). All

nodes are labelled. Edges are initially shown undirected and unlabelled.

Figure 5.4 shows a close-up of the graph view.

When the Digital Parrot is started, all memory items in the system are

shown in the graph, drawn semi-transparently.

When the user selects a node by clicking on it with the mouse, this

node becomes opaque with an orange fill colour and an orange outline

– see “NZ CS Research Student Conferences” in Figure 5.4. All nodes

adjacent to the node, and all connecting edges, are drawn in a different

shade of orange (e. g. “NZCSRSC 2009” in the figure). All these nodes

are drawn on top of all other nodes. All incident edges of a selected

node are labelled with the type of connection and are shown with arrows

indicating the direction of the label (“has instance” in the figure).
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Figure 5.5. Detail of the list view. The item “Hamilton” is highlighted, the top-
most subject “NZ CS Research Student Conferences” is selected.

Nodes that are highlighted by a navigator are shown with less trans-

parency than normal nodes, are outlined in dark blue and the label uses

a boldface font – see “Hamilton” in Figure 5.4. All nodes adjacent to the

node, and all connecting edges, are outlined in a different shade of blue

(e. g. “CHINZ 2007” in the figure). Highlighted nodes are drawn on top

of normal nodes but underneath selected nodes. Selection takes prece-

dence over highlights – i. e. when the user selects a highlighted node, it

is drawn as a selected node instead.

The user can switch between two view modes. The default mode allows

the user to move nodes by clicking on and dragging them; clicking and

dragging in the other mode allows the user to pan the graph.

List of statements view

The list view shows the information in the Digital Parrot as a list of state-

ments, one statement per row. Each statement is separated into its three

components (subject, predicate and object). The background colour of

rows alternates. Figure 5.5 shows a close-up of the list view.

When the Digital Parrot is started, all information items in the system

are shown in the statement list.

When the user selects an item by clicking on it with the mouse, it is

shown in the same way as selected nodes in the graph view – see the

“NZ CS Research Student Conferences” subject in the topmost row in

109



Chapter 5 The Digital Parrot: a selective implementation

Figure 5.5. Most items occur more than once in the statement list. All

other occurrences of a selected item, whether as a subject or as an ob-

ject, are highlighted with an orange border – see all other occurrences

of “NZ CS Research Student Conferences” in the figure. This facilitates

finding other occurrences of the selected item.

All occurrences of items that are highlighted by a navigator are shown

in the same way as highlighted nodes in the graph view – see the “Hamil-

ton” item in Figure 5.5. Just like in the graph view, selection takes prece-

dence over highlights.

The list of statements is initially sorted alphabetically by subject in as-

cending order. This can be changed to sorting by predicate or by object,

each in ascending or descending order, by clicking on the column head-

ers.

5.3.3 Contextual navigation

The Digital Parrot supports contextual navigation for geospatial and tem-

poral context, fulfilling requirement U3. Navigation based on geospatial

context is provided by the map navigator. Navigation based on temporal

context is provided by the timeline navigator. This section describes both

contextual navigators.

Map navigator

The map navigator affects all information items for which geospatial data

is available. The Digital Parrot attempts to infer geospatial data when it

is not directly available, for example from enclosing information items

with geospatial information. Figure 5.6 shows a close-up of the map

navigator’s user interface.

The map navigator’s user interface contains a list of places (on the left

in Figure 5.6) and a map (on the right in the figure). The map shows

markers for all information items whose geospatial information places

them on the currently visible part of the map. The user can interact with

the map by panning and zooming. The list of places is sorted first by size

of place and then alphabetically. The current scale of the map determines
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Figure 5.6. Detail of the map navigator. Map data removed from screenshot for
copyright reasons.

the size range of places shown. When the user clicks on a place in the

list, the map is centered on this place and scaled to fit the place’s size.

The map navigator can both restrict and highlight. While the map nav-

igator is active, only those information items are visible in the main view

that have no associated geospatial data and those whose geospatial data

places them within the boundaries of the map at the current zoom level.

Information items annotated with geospatial data are shown on the map.

Selecting information items on the map highlights them in the main view.

In the main view, the user can request an information item with geospa-

tial data to be shown on the map. This is done via the item’s context menu

(which can be brought up in the usual fashion for the operating system –

e. g. right-click or command-click).

Timeline Navigator

The timeline navigator affects all information items for which temporal

data is available. The Digital Parrot attempts to infer temporal data when

it is not directly available, for example from spanning information items

with temporal information. Figure 5.7 shows close-ups of the timeline

navigator’s user interface.

The major part of the timeline navigator’s user interface is taken up
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Figure 5.7. Detail of the timeline navigator: Initial view (left) and view zoomed
in to show days (right). The day view shows some memory items.

by the actual timeline. The timeline is divided into slices, where each

slice corresponds to a year, a month, a week or a day, depending on the

length of the currently shown interval. The slice background alternates.

Information items that are long enough compared to the size of a slice

are shown as purple rectangles (see right side of Figure 5.7). Each slice

also contains a histogram-type area at the bottom, drawn in dark green,

that indicates the number of information items within the interval repre-

sented by that slice.

The user can adjust the interval shown in the timeline by zooming in

and out, causing the timeline to show a shorter or longer interval, re-

spectively. Zooming out is done via the “Zoom out” button. Zooming in

can be done in three ways: via the “Zoom in” button, which zooms in by

a fixed percentage; by double-clicking a slice, which zooms in to fit the

slice; and by selecting a consecutive range of slices with the mouse and

double-clicking the selection, which zooms in to fit the selected range.

The timeline navigator can both restrict and highlight. While the navi-

gator is active, only those information items are visible in the main view

that have no associated temporal data and those whose temporal data

places them within the interval currently shown by the timeline. The

user can select parts of the currently shown interval; information items

within the interval are then highlighted in the main view.
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5.3.4 Type navigation

The connections navigator of the Digital Parrot fulfils requirement U4.

It allows users to build connected chains of information items and their

types, restricting the main view to the information items on the chain.

Chains let users focus on a narrow portion of their information items. The

connection navigator’s user interface is displayed at the bottom of the

main window. The user can still show and hide the connections navigator

with the connections navigator button. Figure 5.8 shows close-ups of the

connection navigator’s user interface.

To answer a question such as “Which book was recommended to me

when I spoke to someone about hypertext at a conference in Auckland?”,

the user could start a chain with the information item “Auckland”. The

user could then add to the chain the type Conference and then the type

Conversation to restrict the main view to conversations that are con-

nected to conferences that are connected to Auckland.

The chain is visualised in the user interface, allowing for easy back-

tracking by removing the most recently added link and switching be-

tween types and instances. The user can add a “blank” link to the end

of the chain, requesting that all items directly connected to the end of

the chain be shown in the main view as well. All items on the chain are

highlighted, with the exception of those items that match a “blank” link

at the end. The start of the chain can be changed to an item within the

chain, discarding the part of the old chain up to the link chosen as the

new starting point.

Differences between design sketches and implementation

The design sketches for type-based filtering described in Section 4.5.3 let

the user find instances of one type at a time. The type-based filtering in

Figure 5.3 allows the user to restrict the main view either to instances of

one type or to instances of all types except one (bottom right), in the first

case optionally also showing items directly connected to these instances.

It also shows a tree structure of the type hierarchy and all instances

of a type (higher up on the right). Moving from design to implementa-
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Figure 5.8. Detail of the connections navigator: Showing any node connected to
a conference series instance (top) and selecting a city instance con-
nected to a conference instance connected to a conference series
instance (bottom).

tion, it was decided to give the user more fine-grained type-based control

over the information shown in the main view. User testing revealed that

the initial implementation was very hard to use and major changes were

made as a result. More details are given in the next chapter.

The connections manager in its current form essentially provides a

means to formulate subgraph queries over the data in the Digital Parrot.

It extends the Feldspar query tool introduced by Chau et al. (2008a,b).

Like Feldspar, the connections manager allows the user to build up chains

of types to arrive at information items.

There are two major differences between Feldspar and the Digital Par-

rot’s connections manager. Firstly, Feldspar is written specifically as a

frontend for Google Desktop and supports only those datatypes that are
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Figure 5.9. Detail of the search navigator: No results (left) and results for wild-
card search (right).

available through the Google Desktop Search API. In contrast, the Digital

Parrot and its connections manager support arbitrary types of informa-

tion items. Secondly, Feldspar combines the display of information items

with the query tool, while the Digital Parrot contains a more sophisti-

cated view for the information itself. This allows the Digital Parrot’s user

to see more easily what intermediate results there are.

5.3.5 Textual search

The text search component of the Digital Parrot fulfils requirement U5.

Figure 5.9 shows close-ups of the search navigator’s user interface. The

window of the text search component consists of a text box for the query

terms and a button to initiate a search. Information items that match

the query are highlighted. The text search window shows the number of

search results. If no matches are found, the window additionally shows

a brief help text for the query syntax.

5.4 Scenario walkthroughs

The previous section introduced the Digital Parrot’s user interface. This

section shows how to use these elements to perform the actions de-
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scribed in the two remembering-phase scenarios in Section 4.4. The

screenshots were produced using an artificial data set created specifi-

cally for these walkthroughs.

5.4.1 Sarah uses the Digital Parrot

This section revisits the scenario in Section 4.4.3, in which Sarah tries to

remember the topic of a conversation. For each step that Sarah makes in

the scenario, this section shows screenshots of the appropriate parts of

the Digital Parrot’s user interface and explains how to perform this step

using the Digital Parrot. Deviations from the scenario are noted where

applicable.

Step 1: “Sarah starts the memory program on her office computer. It

automatically synchronises with her iPhone [. . . ].”

Figure 5.10 shows the Digital Parrot’s user interface on startup. This

walkthrough uses the graph view as the main view. As described in Sec-

tion 5.3.1, the graph view initially shows all information items in the

system, but draws them semi-transparently to reduce visual clutter.

Step 2: “Sarah tells the program to show only things that took place

on the university campus.”

This is achieved with the Digital Parrot using the map navigator. The

“uni campus” item is selected from the list of placenames to adjust the

map to the area of the university campus. Figure 5.11 shows the Dig-

ital Parrot with the map navigator zoomed in on the university campus

and the corresponding restricted main view. The main view now shows

all information items except those whose geospatial context information

places them outside of the area visible in the map navigator (note that

information items for example in the top left of the main view are now

missing from the main view).

The scenario describes that “there is still so much shown” after this ac-

tion. In the graph view, information items are shown semi-transparently

by default; it is still possible to see that the main view in Figure 5.11 con-

tains almost as many information items as the main view in Figure 5.10.

It should also be noted that the data file used to produce the screenshots

116



5.4 Scenario walkthroughs

Figure 5.10. The Digital Parrot’s user interface on startup: Main window with
graph main view showing all information items in the system. This
corresponds to Step 1 of the scenario.

contained only enough information items to show the Digital Parrot’s us-

age rather than the number of information items that would be in the

system after several years of use.

Step 3: “[. . . ] [S]he tells the program to show only things that hap-

pened towards the end of last year, while keeping the location limited

to the university campus.”

This is achieved in the Digital Parrot using the timeline navigator in

combination with the map navigator as in the previous step. In the time-

line navigator, the timeline is first adjusted to the previous year and then

the appropriate part of the previous year is selected. Figure 5.12 shows

the restricted main view with the map and the timeline navigator. The

main view now additionally hides all information items that have associ-

ated temporal context information which places the item outside of the

interval visible in the timeline (i. e. the previous year). The main view
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Figure 5.11. Using the map navigator to hide memory items outside the univer-
sity campus, as in Step 2 of the scenario. Map data removed from
screenshot for copyright reasons.

also highlights all information items that have associated temporal con-

text which places the item inside the interval selected in the timeline.

Step 4: “[. . . ] She searches for Aroha’s name.”

This is done in the Digital Parrot using text search. Figure 5.13 shows

the Digital Parrot’s user interface after a search for “Aroha” has been

performed. The restrictions by time and location are still in place. The

main view now highlights all items that match the search.

Step 5: “When she selects the “Aroha” item, only two connected con-

versations are shown and she quickly determines which is the right

one. The other topic in this conversation was salary negotiation tips

for women [. . . ].”

This is done in the Digital Parrot by clicking on the “Aroha” informa-
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Figure 5.12. Selecting the second half of the previous year in the timeline. The
main view is now restricted by location and time and some items
are highlighted by time, as in Step 3 of the scenario. Map data
removed from screenshot for copyright reasons.
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Figure 5.13. Using text search to find “Aroha”, as in Step 4 of the scenario.
Search results are highlighted in the main view. The main view
is still restricted by time and place as in the previous step; the
timeline has now been fitted to the interval selected in the previ-
ous step to restrict the main view to the end of the previous year.
Map data removed from screenshot for copyright reasons.
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Figure 5.14. Selecting the conversation items to see their topics, as in Step 5 of
the scenario. Restrictions and highlights as in previous step. Map
data removed from screenshot for copyright reasons.

tion item, selecting the item. Items connected to the selected item are

drawn more prominently than normal items. To better see the topics of

the conversation, in the Digital Parrot the two conversations should be

selected to view all connected items, including the conversation topics.

This is shown in Figure 5.14.

5.4.2 Eric uses the Digital Parrot

This section goes through the scenario in Section 4.4.6, in which Eric

tries to remember a book recommendation. For each step that Eric

makes in the scenario, this section shows screenshots of the appropriate
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parts of the Digital Parrot’s user interface and explains how to perform

this step using the Digital Parrot. Deviations from the scenario are noted

where applicable.

Step 1: “Eric opens the memory program on his N900.”

The Digital Parrot’s user interface on start-up is shown in Figure 5.15.

This walkthrough uses the statement list as the main view, for two rea-

sons: firstly, because the statement view of the current, desktop-only

version of the Digital Parrot can be used directly on a mobile device such

as a Nokia N900 Internet tablet; secondly, to give more examples of the

list view. It also fits in with Eric’s characterisation as a “language geek”.

As explained in Section 5.3.1, the list view initially shows all information

items in the system.

Figure 5.15. The Digital Parrot’s user interface on startup, showing all informa-
tion items in the system. This corresponds to Step 1 of the sce-
nario.
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Figure 5.16. Restricting the main view to statements whose subject is of type
“Poster Session”, as at the beginning of Step 2 of the scenario.

Step 2: “He tells the program to show all conversations that are con-

nected to poster sessions. [. . . ] [H]e tells the program to show all

books connected to conversations connected to poster sessions.”

This is accomplished in the Digital Parrot using the connections navi-

gator. The chain is constructed by first setting the type of the first link

to “Poster Session”. An additional empty link needs to be added to the

chain for any statements to be shown. This is necessary in the list view

because this view always shows complete statements (which consist of

two class instances), unlike the graph view which can show individual

nodes. The empty link can be appended by clicking the connections nav-

igator’s “Next” button. Figure 5.16 shows the Digital Parrot’s user in-

terface at this stage; the main view is restricted to the list of statements

whose subject is of type “Poster Session”.

123



Chapter 5 The Digital Parrot: a selective implementation

To extend the statements shown to those about “books connected to

conversations connected to poster sessions”, two more changes to the

chain are needed. First, the rightmost chain link is set to the type “Con-

versation”. This restricts the main view to all statements whose subject

is of type “Poster Session” and whose object is of type “Conversation”.

The result of this action is shown on the left side of Figure 5.17; the main

view now shows nine conversations that are connected to three different

poster sessions. Then, a third chain link is added using the “Next” but-

ton and its type is set to “Book”. This removes some statements from the

main view and adds others:

• statements whose object is not connected to a book are removed;

• statements whose object is connected to a book are retained; and

• all statements are added

– whose subject is an object in one of the statements retained

from the previous chain and

– whose object is of type “Book”.

The result is shown on the right side of Figure 5.17; the main view now

contains one conversation that is connected to a poster session and also

connected to a book (“Stochastics in Networks”).

In the scenario, “[t]here is still quite a lot of information shown” when

Eric requests the system to show all conversations connected to poster

sessions. As can be seen on the left of Figure 5.17, the list view of the

Digital Parrot does not actually show much information directly. How-

ever, there are nine different conversations shown and Eric would have

to go through each of them individually to find the correct one if he did

not want to extend the chain.

Step 3: “[. . . ] Eric goes back to looking at conversations connected

to poster sessions and now looks for all people connected with these

conversations.”

This is done in the Digital Parrot by changing the type of the right-

most chain link from “Book” to “Person”. Figure 5.18 shows the Digital

Parrot’s user interface after this change. The main view now shows state-

ments related to nine people, each of whom is connected to a different
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Figure 5.17. Restricting the main view further by appending to the chain the
type “Conversation” (left) and then additionally the type “Book”
(right), as in the second part of Step 2 of the scenario.
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Figure 5.18. The Digital Parrot after “Person” has been substituted for “Book” in
the chain, see Step 3 in the scenario.

conversation. Each conversation is in turn connected to one of three

different poster sessions.

Step 4: “[. . . ] He tells the system to show the topics of all conversa-

tions connected to this person [. . . ]”

This can be done in the Digital Parrot by restarting the chain at the item

corresponding to the person and then adding “Conversation” and “Topic”

to the new chain. First, the chain is restarted at the item corresponding

to the person (here, “Yvonne Stroke”). This can be done in two ways:

1. by clearing the chain using the “Clear” button, then setting the re-

maining chain link’s type to “Person”, choosing the person from the

list of instances and appending an empty chain link; or

2. by double-clicking the person’s item repeatedly – this first sets the

instance of the original chain’s “Person” link to the person, then
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Figure 5.19. Restarting the chain at the person “Yvonne Stroke”, as at the be-
ginning of Step 4 of the scenario.

appends an empty chain link and finally re-starts the chain at the

person’s item.

Following either way, the main view then shows all statements whose

subject is “Yvonne Stroke”, as shown in Figure 5.19. After that, the

type of the rightmost chain link is set to “Conversation”; this does not

change the statements shown in the main view because the objects of

both statements shown already are of type “Conversation”. Then, an

empty link is appended to the chain using the “Next” button to show all

statements starting at one of the two conversations. The result is shown

on the left side of Figure 5.20. Finally, the type of this link is set to

“Topic” to hide all of these statements whose object is not a conversation

topic.

The result is shown on the right side of Figure 5.20. The book that Eric

tried to remember is selected (“Industrial Mathematics”). The Digital

Parrot’s type model allows an item to have more than one type (in this

case, “Book” and “Topic”); Eric could have chosen “Book” as the type for

the final chain item instead of “Topic”.
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Figure 5.20. Viewing conversations (left) and topics of conversations (right) con-
nected to a person, as at the end of Step 4 of the scenario. The final
result is selected on the right.
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5.5 Substitute for capture component

As explained in Section 5.1, the current version of the Digital Parrot fo-

cuses on the remembering phase. It does not include the capturing com-

ponent that is part of the conceptual design, nor does it seek to address

requirement U6 that is related to adding information to the system and

modifying information in the system.

Instead of using the capture component, the Digital Parrot receives the

information to be shown from a file. This file is read by the Digital Parrot

once on start-up, when it is parsed to populate the data model.

5.6 Data model

This section describes how the Digital Parrot fulfils the requirements re-

lated to the storage component and data model, requirements D1 to D4.

5.6.1 Typed, graph-based model

To accommodate the graph structure consisting of information items

and connections between information items (requirement D1), the data

model of the Digital Parrot is based on the Resource Description Frame-

work (RDF)1. Information in RDF format is represented in triples that

directly map to the subject–predicate–object statements used in the Dig-

ital Parrot’s user interface (see Section 5.3.1). Since the object of one

statement can be the subject of other statements, a set of statements

forms a (potentially disconnected) graph, with subjects/objects as nodes

and predicates as edges.

Figure 5.21 shows the corresponding graph and RDF statements for

the English language statement “CHINZ 2009 is located in Auckland”.

This and all following RDF and OWL examples are given using N3 nota-

tion (Berners-Lee and Connolly, 2008).

To allow memory items and connections to be typed (requirement D2),

the data model uses ontologies defined in the Web Ontology Language

(OWL; Bechhofer et al., 2004). The Digital Parrot uses the OWL DL sub-

1http://www.w3.org/RDF/
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:CHINZ2009 timeplace:locatedIn :Auckland .

Figure 5.21. Graph and RDF representations of the statement “CHINZ 2009 is
located in Auckland”

set of OWL version 1.

OWL ontologies provide types for subjects/objects and predicates by

defining classes and properties. The subject of an RDF triple is an in-

stance of one or more OWL classes. The predicate of an RDF triple is an

instance of an OWL property. The object of a triple is either an instance

of one or more OWL classes (where the predicate is an object property)

or a literal (where the predicate is a datatype property). A literal can be

typed (e. g. date, number or string) or untyped. OWL properties can have

a defined domain (subject classes) and range (object classes). Classes

and properties form inheritance hierarchies, since a class or property

can extend other classes or properties.

Not all type information in OWL needs to be declared explicitly. Since

OWL semantics are built on description logic, further information can

be inferred from explicitly declared information. Figure 5.22 shows de-

clared type information for the statement shown in Figure 5.21 as well

as further inferred type information.

The Digital Parrot’s code explicitly references only two ontologies: the

Time and Place ontology, for contextual information, and the Digital Par-

rot ontology, for annotations of types and properties to be shown in the

user interface. Both ontologies are described in more detail below (Sec-

tion 5.6.2 and 5.6.3). They are given in full in Appendix A.1. All other on-

tology data is customisable by the user; this is described in Section 5.6.4.

5.6.2 Context ontology

A custom ontology, the Time and Place ontology, was developed to de-

scribe temporal and geospatial context of memory items in the Digital

Parrot (requirement D3). This section describes the content of the on-
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:CHINZ2009 a conf:Conference .

timeplace:locatedIn rdfs:domain timeplace:PlacedThing ;
rdfs:range timeplace:PlacedThing .

Figure 5.22. Declared and inferred OWL information for the statement “CHINZ
2009 is located in Auckland”

tology and how it is used in the Digital Parrot. Figure 5.23 shows a

visualisation of the classes, properties and individuals in this ontology.

Appendix A.1.1 gives the full listing.

Classes and properties

The Time and Place ontology contains one base class each for items with

geospatial and temporal information: PlacedThing and TimedThing. Con-

text information for instances of these two classes can be vague. Both

base classes have extensions for items which can be anchored in space or

time unambiguously. These extensions are AbsolutelyPlacedThing and Abso-

lutelyTimedThing. An item can be anchored in space unambiguously when

it has coordinates for both latitude (property lat) and longitude (property

long). Similarly, an item that can be anchored in time unambiguously

when it has both a starting time (property startsAt) and an ending time

(property endsAt). Both coordinate properties take string literals as val-

ues. Both time properties take XML Schema datetime literals as values.

The ontology contains some additional object properties. Most of these

describe relationships between pairs of PlacedThing instances or between

pairs of TimedThing instances. The property encloses and its inverse, lo-
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Figure 5.23. Visualisation of the Time and Place Ontology

132



5.6 Data model

:CHINZ2009 timeplace:locatedIn :AucklandUni ;
timeplace:startsAt "2009-07-06T10:00:00+13:00"^^xsd:dateTime ;
timeplace:endsAt "2009-07-07T18:00:00+13:00"^^xsd:dateTime .

:AucklandUni timeplace:locatedIn :Auckland .
timeplace:lat "-36.85167"^^xsd:string ;
timeplace:long "174.769574"^^xsd:string ;
timeplace:coordPrecision timeplace:BlockPrecision .

Figure 5.24. Context information in RDF

catedIn, relate PlacedThing instances to each other. Likewise, the property

spans and its inverse, during, related TimedThing instances to each other,

as do the two properties before and after. All of these properties are tran-

sitive.

An additional object property, coordPrecision, describes the approximate

precision of the coordinates of a PlacedThing instance. Its range is Coord-

PrecisionValueType, which is a partition value type and defined as the set

of its nine instances as shown in Figure 5.23.

Figure 5.24 shows context information for CHINZ 2009, the conference

used for the examples in the previous section.

Use in the Digital Parrot

The Digital Parrot uses this ontology to determine which items are af-

fected by the map navigator and the timeline navigator (Section 5.3.3).

Both navigators show only those items that are of a suitable type. Re-

stricting and highlighting by both navigators also works only on these

items.

The map navigator works on all instances of AbsolutelyPlacedThing, both

declared and inferred. Additionally, the map navigator works on in-

stances of PlacedThing that are not instances of AbsolutelyPlacedThing (i. e.,

they do not have values both for latitude and longitude) if they have a

locatedIn relationship with an instance of AbsolutelyPlacedThing. In this

case, the values for latitude, longitude and coordinate precision of the

enclosing item are used if they are not specified for the item itself.
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Similarly, the timeline navigator works on all instances of Absolutely-

TimedThing, whether declared or inferred. It also works on all instances

of TimedThing that are not instances of AbsolutelyTimedThing (i. e., they do

not have values both for starting and ending time) if they have a during

relationship with an instance of AbsolutelyTimedThing. In this case, the

values for starting and ending time of the spanning item are used if they

are not specified for the item itself.

Design of the context ontology

The Digital Parrot uses a custom-developed ontology to describe the

geospatial and temporal context of information items. There is an ex-

isting ontology for geospatial information, the WGS84 Geo Positioning

ontology2, which could have been used for geospatial context. However,

this ontology is expressed in RDF Schema rather than OWL and cannot

easily be used in conjunction with OWL ontologies.

Parts of the Digital Parrot’s context ontology that describe geospatial

context replicate vocabulary of the WGS84 Geo Positioning ontology in

OWL terms: latitude and longitude properties are almost identical in both

ontologies, and the Digital Parrot’s PlacedThing and AbsolutelyPlacedThing

are similar to SpatialThing and Point in the WGS84 Geo Positioning ontol-

ogy.

The treatment of both temporal and geospatial context in the current

version of the Digital Parrot is designed for the current focus of the im-

plementation (see Section 5.1). Future extensions of the Digital Parrot to

include a true capture component may need to include modifications to

the Digital Parrot’s treatment of context.

5.6.3 The Digital Parrot ontology

The second ontology that the Digital Parrot’s code explicitly refers to is

the Digital Parrot ontology (full listing in Appendix A.1.2). Figure 5.25

visualises the content of the ontology.

This very small ontology is used to determine which additional classes

2http://www.w3.org/2003/01/geo/wgs84_pos
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Figure 5.25. The Digital Parrot ontology

conf:Conference parrot:showThisType "primary"^^xsd:string .

timeplace:startsAt parrot:showThisType "secondary"^^xsd:string .
timeplace:endsAt parrot:showThisType "secondary"^^xsd:string .

Figure 5.26. The showThisType annotation

and properties should be considered by the Digital Parrot. It contains

only the annotation property showThisType. The Digital Parrot expects this

property’s value to be one of the string literals "primary" or "secondary".

Figure 5.26 shows the property’s usage.

When a class or property is annotated with a showThisType value of

"primary", it is included in the “type” drop-box of each chain element in

the connections manager (Section 5.3.4). The instances of the class or

property are directly shown in the Digital Parrot’s user interface. In con-

trast, when a class or property is annotated with a showThisType value of

"secondary", the class is not included in the connections manager and its

instances are shown in a less prominent manner (currently, in a tooltip).

Instances of classes or properties that are not annotated with one of

these two showThisType are not shown in the Digital Parrot’s user inter-

face at all. Where an item or predicate is instance of more than one class

or property, the highest associated showThisType value is used.
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5.6.4 Custom ontologies and user data

The Digital Parrot allows the use of additional ontologies to describe the

memory data in the system. Custom classes and properties are shown

by the Digital Parrot according to their annotation as described in the

previous section.

Two further custom ontologies were created, one for the domain of aca-

demic conferences and one for more general interaction between people.

The Conference ontology defines classes and properties such as Confer-

ence, ConferenceSeries, PosterSession, hasChair and sessionIn. The Interac-

tion ontology defines classes and properties such as Conversation, Topic,

hasConversationPartner and topicIn. Both ontologies refer to an ontology

created by the Friend-of-a-Friend project3 to describe people.

Figure 5.27 shows statements that use custom classes and properties.

Appendix A.2 gives the full RDF file used for producing the screenshots

in Section 5.3. Appendix A.3 gives the Conference ontology and the In-

teraction ontology.

5.6.5 In-memory storage

The Digital Parrot uses no dedicated storage component; all RDF and

OWL data is read once from the text file and then held in memory. For

the amounts of data used in the evaluations of the Digital Parrot that were

conducted in the scope of this thesis, in-memory storage was sufficient

in terms of both memory requirements and speed.

Future extensions of the Digital Parrot may need to deal with larger

amounts of data or with changes to the data during the runtime of the

program. There are a number of dedicated triple stores available that

can be used.

5.7 Implementation environment

The Digital Parrot was written in Java. Java Swing is used for the user

interface and a number of external Java libraries are used for specialised

3http://www.foaf-project.org/; OWL version at http://www.mindswap.org/2003/owl/foaf
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:Session2NZCSRSC08 a conf:PresentationSession ;
conf:sessionIn :NZCSRSC08 ;
timeplace:locatedIn :C3LectureTheatre ;
timeplace:startsAt "2008-04-15T14:00:00+13:00"^^xsd:dateTime ;
timeplace:endsAt "2008-04-15T15:50:00+13:00"^^xsd:dateTime .

:TalkingToAnnAndSeanAtBreakfast a interact:Conversation ;
timeplace:during :BreakfastTuesdayNZCSRSC09 ;
interact:hasConversationPartner :Ann, :Sean ;
interact:hasTopic :AnnsResearch, :Web2Dot0 .

Figure 5.27. Data described with custom classes and properties

parts of the program. Most of these libraries are available under open-

source licenses. The parts and libraries are:

RDF and ontology data: Jena Semantic Web Framework for Java4. Some

additional reasoning is provided by Pellet: the Open Source OWL

Reasoner5.

Graph view: Java Universal Network/Graph Framework, JUNG 2.06, for

the visualisation itself and also for some underlying graph algo-

rithms.

Timeline navigator: Joda Time API7 for internal representation of time-

related objects and for time-related calculations.

Map navigator: WebRenderer Swing Edition8 to embed a web browser

showing Google Maps9. The backend uses a QuadTree implementa-

tion from OpenMap10, which was used instead of WebRenderer and

Google Maps in an early version of the Digital Parrot.

Text search: Apache Lucene for Java11 as the indexer and search engine.

4http://jena.sourceforge.net/
5http://clarkparsia.com/pellet/
6http://jung.sourceforge.net/
7http://joda-time.sourceforge.net/
8http://www.webrenderer.com/products/swing/
9http://maps.google.com/

10http://www.openmap.org/
11http://lucene.apache.org/java/docs/

137

http://jena.sourceforge.net/
http://clarkparsia.com/pellet/
http://jung.sourceforge.net/
http://joda-time.sourceforge.net/
http://www.webrenderer.com/products/swing/
http://maps.google.com/
http://www.openmap.org/
http://lucene.apache.org/java/docs/


Chapter 5 The Digital Parrot: a selective implementation

Java was chosen mainly because of the availability of external libraries,

especially those for working with Semantic Web data and for graph vi-

sualisation. Java’s cross-platform availability was also a factor. All tests

of the Digital Parrot were conducted using Linux. However, the only

platform-specific code is that used by WebRenderer, which is available

for all three major operating systems.

5.8 Discussion

Section 5.1 explained the decisions in focus that were made in imple-

menting the Digital Parrot with regards to the first three recommenda-

tions made in Section 2.4.3. This section discusses the Digital Parrot with

regards to the remaining three recommendations.

5.8.1 Context

As in the conceptual design, the main types of context represented in

the Digital Parrot are temporal and geospatial context – the time and

the location of an experience. Temporal context is expressed both using

timestamps and in a semantic way; it is visualised on the timeline (for

items that, directly or indirectly, have temporal context in the form of

timestamps) and using “content” objects (using the time-related classes

and properties in the context ontology). Similarly, spatial context is ex-

pressed both using GPS latitude/longitude coordinates and in a semantic

way. Spatial context is visualised in three ways: using markers on the

map and in the list of items with location information shown next to the

map (for items that, directly or indirectly, have temporal context in the

form of GPS coordinates), as well as using “content” objects (using the

location-related classes and properties in the context ontology).

Information items can be traversed using their context. The geospa-

tial context of an information item, beyond that expressed through other

information items, can be accessed from the main visualisation by re-

questing to show a specific information item on the map. The temporal

context of an information item, beyond that expressed through other in-

formation items, can be accessed from the main visualisation via tooltips
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on information items.

The overlay of the main visualisation onto a timeline or map that was in-

cluded in the design sketches (see Section 4.5.1) was not included in the

Digital Parrot because of conceptual issues around the representation of

items without temporal/spatial information in these visualisations. More

explicit ways to access an information item’s context were considered

but not implemented due to conceptual issues.

5.8.2 Semantic information

Well-known mechanisms from the Semantic Web are used to express both

the graph structure of information items and connections and semantic

information. Semantic information is included in the Digital Parrot as

OWL classes (types of information items) and properties (types of con-

nections). OWL and RDF were chosen over more traditional relational

or object-oriented data models because they allow set-based inferences

similar to those occurring during reconstructive remembering and be-

cause their flexibility is better suited to the semi-structured nature of the

information to be represented.

Access to information items via their types is provided in the connec-

tions navigator. The user interface of the connections navigator goes far

beyond the simple type-based interaction included in the design sketches.

It is similar to other research prototype user interfaces found in the lit-

erature.

5.8.3 Associations

The graph structure of information items and connections is expressed

via RDF triples. The graph view follows the design sketches and makes

this structure explicit. The graph view makes it easy to traverse the

information in the system by following connections between items. A

list of statements view is provided to allow for comparison with a more

text-based information representation.
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5.9 Summary

This chapter contributes further to answering the second research ques-

tion identified in Section 1.1.2, how an interactive software system can

help someone remember.

It introduced a an implementation of the conceptual design described

in the previous chapter, the Digital Parrot. The Digital Parrot focuses

on the remembering phase of the interaction described in Section 4.1.

Thus, it allows its user to retrieve facts and cues for memories with in-

teraction methods grounded in results from Cognitive Psychology as sur-

veyed in Chapter 2. It incorporates aspects of existing Computer Science

approaches to augmenting memory as analysed in Chapter 3.
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Chapter 6

Evaluation methods for
augmented memory systems

The previous two chapters described the conceptual design and a selec-

tive implementation of an augmented autobiographical memory system.

The goal of this system, following the thesis objective, is to support its

users in remembering past experiences and information related to these

experiences. To determine whether the system reaches this goal, the

system needs to be evaluated.

The third research question in Section 1.1.2 asks about methods that

can be used to evaluate augmented autobiographical memory systems.

This chapter contributes to answering this question in two ways: it re-

views challenges associated with such evaluations and it describes strate-

gies used to overcome these challenges in evaluations of similar systems.

The chapter considers evaluations of augmented autobiographical mem-

ory systems as well as systems that deal more broadly with personal in-

formation in general (i. e. PIM systems, see Section 3.3). This is because

most of the challenges faced in evaluating systems for personal informa-

tion also apply to evaluating augmented autobiographical memory sys-

tems. Evaluations of augmented autobiographical memory systems can

build on strategies developed for evaluating PIM systems. A much wider

range of evaluation methods has been published for PIM systems than

for augmented autobiographical memory systems and other systems de-

signed for personal memories (such as those in the area of CARPE, see

Section 3.2). However, evaluations of augmented autobiographical mem-

ory systems need to overcome additional challenges that are specific to
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such systems.

This chapter is structured as follows. Section 6.1 reviews challenges

involved in evaluating PIM systems and systems designed for personal

memories. Section 6.2 describes evaluation methods and strategies for

both types of systems that have been developed to overcome these chal-

lenges. Section 6.3 discusses the implications for the research presented

in this chapter for this thesis. The chapter concludes with a summary in

Section 6.4.

6.1 Challenges

This section describes challenges involved in evaluating PIM systems and

systems designed for personal memories.

6.1.1 PIM systems

Two main reasons make PIM systems difficult to evaluate (Kelly, 2006;

Kelly and Teevan, 2007). Firstly, PIM systems deal with personal informa-

tion, which differs greatly between individuals. People also typically have

a lot of implicit knowledge about the information used in these systems

(Cutrell et al., 2006b). Secondly, people are very used to their established

ways of dealing with this information. This makes it difficult to genuinely

evaluate a new approach.

Kelly and Teevan (2007) advocate a combination of naturalistic, lon-

gitudinal, case study and laboratory approaches for evaluating PIM sys-

tems. They identify challenges in all types of evaluation related to partic-

ipants, collections, tasks, baselines and measures. A similar discussion

is presented by Elsweiler and Ruthven (2007). The challenges involved

in evaluating PIM systems can be summarised as follows:

Participants for PIM system evaluations are generally hard to find be-

cause of the time and effort required to participate, particularly for

evaluation methods that are not short-term and not lab-based.

Data collections used in PIM system evaluations pose two main chal-

lenges. One one hand, artificially generated collections may not
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lead to realistic results because they are not linked to the partici-

pant and thus the participant lacks additional information about the

data. On the other hand, using natural collections (for example, the

user’s own collection of photographs or e-mails) makes it harder

to compare results across participants and also raises privacy con-

cerns.

Tasks in PIM system evaluations need to be generic enough to allow

for participants’ idiosyncratic information management behaviour,

while at the same time specific enough to allow for comparison

across participants and/or techniques. If the data collection dif-

fers between participants, then the tasks need to either be flexible

enough to be used across collections or also differ between par-

ticipants. At one end of the spectrum are self-identified tasks and

settings in which a system is deployed and the participants’ integra-

tion of the system into their routines is observed. At the other end of

the spectrum are precisely defined sets of tasks, possibly identical

across participants, that are typically used in laboratory-based stud-

ies. Another challenge is to create tasks that are realistic enough

for the participants to make evaluations meaningful.

Measures in PIM system evaluations need to be chosen with the PIM

use context in mind. Standard measures from the field of Informa-

tion Retrieval, namely precision and recall, are difficult to apply in

this context because they rely on the availability of clear relevance

judgements and on the knowledge of all potentially retrievable rele-

vant information.

Standard usability measures, such as effectiveness, efficiency and

satisfaction, do not pose many constraints on the evaluation design.

However, they are not sufficient to fully evaluate PIM systems be-

cause they do not take into account whether they support the user

in their needs with regards to managing their personal information.

Other measures assess behavioural changes caused by PIM systems,

such as whether and why people adopt a new system into their PIM

behaviour. Yet other measures assess subjective and affective as-
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pects.

Kelly and Teevan (2007) advocate using a mixture of qualitative and

quantitative measures in PIM system evaluation.

6.1.2 Systems for personal memories

The challenges in finding participants for PIM evaluations apply equally

to evaluations of augmented autobiographical memory systems. Most

augmented autobiographical memory systems aim to support the user’s

natural memory over long periods of time (i. e., years rather than months

or even shorter periods). If evaluations of such systems are to be natural-

istic and longitudinal, they thus too need to be conducted over long peri-

ods of time. Participants for such studies need to be available throughout

the study period. Another challenge in finding participants for memory-

related evaluations is the high societal value that is placed on having a

“good memory”. Participants may be reluctant to sign up for such eval-

uations because they fear that their memory performance will be rated

and exposed as not good enough.

Data collections are even more challenging for evaluations of aug-

mented memory systems than for PIM systems. One important distinc-

tion between PIM systems and augmented autobiographical memory sys-

tems is that the information actually stored in augmented autobiographi-

cal memory system is only a part of the whole; in most cases, it is only a

cue that can trigger remembering of the experience and the memory item

itself is not stored in the system. This makes it even more important to

use natural data collections in evaluating the effectiveness of augmented

memory systems.

PIM system evaluations often have the option to acquire participants’

already established natural collections that were created with other sys-

tems than the one to be evaluated. However, typically the cues stored

in an augmented memory system are not already present in digital form

for participants who do not already use the system. To create natural

data collections, either the system needs to be used over a long period

(preferably several years), or data needs to be obtained by some other
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means and then transferred into the system prior to the evaluation. The

first approach is rarely possible in a research context, particularly be-

cause the system needs to be robust enough in that case to be used “in

the wild” (Kelly and Teevan, 2007).

When it comes to task construction, evaluations of augmented auto-

biographical memory systems face the same challenges as evaluations of

PIM systems. Additionally, there are a few challenges specific to aug-

mented autobiographical memory systems. Evaluations of these systems

often force the participants to remember their past, usually by requir-

ing the participant to use the system to answer specific questions about

previously captured experiences. This means that all tasks used in these

evaluations are artificial to some extent because they assume that the

participant does not remember the requested information and currently

wishes to remember this particular experience.

Measures for evaluations of augmented autobiographical memory sys-

tems need to be chosen following the same criteria as for measures for

PIM system evaluations. While Kelly and Teevan (2007) still consider

traditional Information Retrieval measures, precision and recall, as ap-

plicable to PIM systems in some cases, these are hard to transfer to eval-

uations of augmented autobiographical memory systems. Autobiogra-

phical memory is strongly linked to the self; its functions related to the

preservation of identity and self-image mean that unaided remembering

of the same experience at different points in time does not necessarily

lead to identical recollections. An augmented autobiographical memory

system may wish to support or counteract these differences between rec-

ollections, and measures must be chosen for evaluations of the system to

reflect the system’s goal. Other possible measures for evaluating aug-

mented autobiographical memory systems are

• the correctness of recollections made using the system, either as

judged by the participant or against some external verification cri-

terion;

• whether use of the system leads to larger quantities of recollections;

and

• whether use of the system leads to more detailed recollections.
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Time and time-related aspects have a much stronger impact on eval-

uations of augmented autobiographical memory systems than on evalu-

ations of other systems. Most memory failures occur over time and are

essentially unpredictable. Generally, time needs to pass for an experi-

ence to be forgotten. Evaluations that use natural data collections need

to allow sufficient time between experience and remembering. One im-

plication is that task order is extremely important; finding the answer to

one task may make it easier to recall or find the answer to other tasks

related to the same experience. For the same reason, tasks cannot be re-

peated within a short timeframe, which rules out straightforward within-

subject experiment designs that require the participant to perform the

same task using different systems.

6.2 Evaluation methods and strategies

This section reviews methods and strategies that have been used to ad-

dress the challenges described in the previous section. Methods and

strategies are described first for PIM systems and then for systems de-

signed for personal memories.

6.2.1 PIM systems

To overcome challenges related to finding study participants, some stud-

ies of PIM systems used the principal researcher as the only participant

(e. g. Rhodes, 2003). However, results from such an evaluation are gen-

eralisable only to a limited extent (Sellen and Whittaker, 2010). Another

option is to lower the boundaries to participation, for example by con-

ducting the evaluation over a shorter period (e. g. Sellen et al., 2007;

Kalnikaitė et al., 2010).

To address challenges related to data collections and tasks, Elswei-

ler and Ruthven (2007) as well as Elsweiler et al. (2008) introduced a

laboratory-based approach that combines the advantages of natural col-

lections and personalised tasks with the comparability normally only af-

forded by using the same set of tasks for all participants. Interested

specifically in tasks related to web and e-mail re-finding, they first con-
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ducted a diary study to capture tasks in this domain as they occurred

naturally for their participants. From these tasks and supplemented by

further in-depth investigation of their participants’ practices for web and

e-mail re-finding, they derived three general categories of tasks. They

then constructed artificial tasks for each category, with the motivation

for conducting a specific task taken from motivation for similar tasks re-

corded in the diaries.

The generated tasks were tailored specifically to each participant’s

data collection (messages in the university e-mail accounts of under-

graduate and postgraduate students as well as academic staff). How-

ever, some tasks referred to e-mails that were sent to entire sub-groups

of participants (such as seminar announcements sent to all staff or job

vacancies sent to all students) and could thus be re-used for other par-

ticipants in the same sub-group.

6.2.2 Systems for personal memories

This section describes two studies that show how challenges related to

participants and data collections can be addressed in evaluations of ap-

proaches related to personal memories.

The evaluation of iRemember, an audio-based memory aid (see Sec-

tion 3.2.1), by Vemuri et al. (2006) shows how to capture information

about experiences without an augmented memory system that can later

be transcribed and used to evaluate such a system. Vemuri et al. made

audio recordings of conversations between the principal researcher and

a small number of participants in the study over several years. This

allowed them to create a natural data collection over a long timespan

without the challenges associated with deploying a research prototype

“in the wild”. Since their research focused on retrieval technology, this

phase of their study was conducted without the system under test. These

recordings were then fed into the system and used for a second evalua-

tion phase where participants were asked to use iRemember to answer

questions about these conversations.

The study described by van den Hoven and Eggen (2009) that investi-

gated the role of tangible artefacts in triggering re-living shows another
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method for creating experiences that can then used in a remembering

phase. Their study explored which types of cues are most beneficial in

evoking recollections, independent of any software system. The study

used a two-phase approach in which participants were exposed in a semi-

controlled way to experiences that were thought to create memories:

participants visited a theme park and took part in a set of activities that

were accompanied by additional stimuli (audio, scent). Participants were

then later asked to recall activities they experienced at the theme park;

presence and absence of stimuli related to the experience (audio, video,

photograph, scent or created artefact) were used as controls in the ex-

perimental set-up of the second phase.

6.3 Discussion

The strategies reviewed in the previous section have to make various

types of trade-offs to address the challenges described in Section 6.1.

These trade-offs broadly fall into three categories: participants, data

collections and tasks. Each category is described in more detail below.

Some of these categories are related to one another. For example, the

tasks in a study need to be tailored to the data collection: In most cases

it is pointless to ask a participant to remember an experience using an

augmented autobiographical memory system if no information related to

this experience is stored in the system.

Participants. A typical trade-off made with regards to participant selec-

tion is to limit the number of participants involved in the study. It is not

uncommon for evaluations especially in the area of CARPE to have very

few participants, sometimes even only one. Another trade-off is often

made with regards to the representativeness of the study participants,

especially in longitudinal studies. Participants are often chosen from

groups that have some close connection with the researchers conduct-

ing the study; this makes it easier to ensure that participants do not drop

out where long time periods are involved.
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Data collections. There are not many trade-offs that can be made with

regards to the data collection used in an evaluation that still allow the

evaluation to be meaningful. One trade-off is to collect data by some

other means than with the system that is to be tested; this allows data to

be collected before system development is complete and thus extends the

timespan between experience and remembering. Another trade-off is to

generate the experiences that are then later to be remembered. This may

lead to slightly artificial experiences but on the other hand allows to test

several participants’ memories of the same or very similar experiences.

Tasks. Trade-offs around task selection involve the same interdepen-

dency between comparability and personalisation as in evaluations of

PIM systems. Task-based evaluations (Elsweiler and Ruthven, 2007) offer

a balance between the two factors.

6.4 Summary

This chapter reviewed existing work related to two aspects of the third

research question: What challenges are involved in evaluating whether

and how well an augmented autobiographical memory system supports

its user in remembering past experiences and related information? What

strategies have been developed to overcome these challenges? It de-

scribed how evaluations of augmented autobiographical memory systems

and of similar systems make trade-offs, typically related to one or more

of three factors: participants, data collections and tasks.

Based on the findings of this chapter, the decision was made to con-

duct two user studies of the Digital Parrot. The first study evaluated

the usability of an early version of the Digital Parrot and its effective-

ness in helping to answer memory-related questions. In this study, ten

participants answered the same set of questions about an artificial data

collection based on another person’s memories. This evaluation made its

main trade-offs with regards to the data collection and the tasks.

The second study evaluated the effectiveness of an improved version

of the Digital Parrot. In this study, four participants answered questions
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about their own experiences two years after the experiences had been

made and recorded for use in the study. Strengths of the study were the

use of mostly realistic data and the timespan of two years, a much longer

timespan than is typical for evaluations of augmented autobiographical

memories systems. It made its main trade-offs on the number and back-

ground of participants as well as on the tasks, which were standardised

into categories but still personalised for each participant.

These two studies of the Digital Parrot are described in the following

two chapters.

150



Chapter 7

Evaluating the usability
of the Digital Parrot

This chapter contributes to answering the fourth research question, about

the effectiveness of the approach to augmenting autobiographical mem-

ory introduced in this thesis. It describes an end-user study which was

conducted to evaluate the Digital Parrot’s usability. The study investi-

gated how the Digital Parrot aided users in answering questions about

a data set that was based on another person’s memories of experiences

and related information.

This chapter is structured as follows: Section 7.1 explains the focus

employed in designing the study. Section 7.2 introduces the experimen-

tal design. Section 7.3 states the quantitative findings of the study, while

Section 7.4 describes further observations and participants’ comments.

Sections 7.5 and 7.6 relate the findings to the two study goals. The chap-

ter concludes with a summary in Section 7.7.

7.1 Focus

This section describes the focus employed in designing the study. It out-

lines the goals of the study and the trade-offs made to overcome the

challenges involved in evaluating augmented memory systems.
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7.1.1 Goals of the study

The study had two main goals. The main goal was to find usability issues

with the Digital Parrot’s user interface so that these could be resolved

before conducting a second user study (described in the next chapter).

The second goal was to determine how people use the Digital Parrot to

answer questions about memories.

7.1.2 Trade-offs

The main trade-offs made in designing this study are related to the data

collection and to the tasks. It was decided to use an artificial memory

collection for the study. Likewise, the tasks are identical across partici-

pants to allow for cross-participant comparisons. Consequently, no actual

remembering was expected to occur during the study.

This has the advantages that the number of participants in the study

could be reasonable for a usability study and the pre-study effort per

participant could be kept low. Careful selection of tasks still ensured that

usability issues in the Digital Parrot could be detected with the study.

7.2 Experimental Design

This section gives details about the experimental design of the study: the

method, participants and procedure of the study, the data collection and

tasks, the computing environment and the types of data captured in the

study.

7.2.1 Method

The study was a computer-based laboratory study in which the partici-

pants used the Digital Parrot to complete four tasks. To cut down on the

effort required by the participant to learn to use the Digital Parrot, each

participant used only one of the two main view options (graph view and

list view, see Section 5.3.1) in a between-subjects design. The partici-

pants in this study were randomly assigned to one of the options, with an

equal number of participants per option.
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Since the study focused on gaining insights of the participants’ use

and perception of the Digital Parrot, the time for each session was not

constrained.

7.2.2 Participants

The study had ten participants. All participants were members of the

Computer Science Department at the University of Waikato; six were

PhD students and four were members of academic staff. Two participants

were female, eight were male. The ages ranged from 24 to 53 years

(median 38 years, IQR1 15 years).

Participants were recruited via e-mails sent to departmental mailing

lists and via personal contacts. Participants were not paid or otherwise

rewarded for taking part in the study.

7.2.3 Procedure

The study was conducted in the researcher’s office, using the researcher’s

desktop computer and account. However, care was taken to remove per-

sonal items from the desk to ensure that participants would not feel that

they were intruding on the researcher’s personal space.

After the researcher had obtained the participant’s consent, the par-

ticipant was provided with a workbook. A copy of the workbook and of

all other material provided to the participants is shown in Appendix B.

The workbook gave a quick introduction to the purpose of the study and

a brief overview of the Digital Parrot’s features. Once the participant

had read the introductory page of the workbook, the researcher started

the Digital Parrot and briefly demonstrated the main view and the four

navigation options. It was explained to the participant that the Digital

Parrot contained a part of the researcher’s memories related to several

academic conferences.

1The Interquartile Range (IQR) is a statistical measure of dispersion, i. e. of the varia-
tion around the central tendency. It is calculated as the difference between the third
and the first quartile and thus describes the length of the interval within which the
central 50% of the data fall. A larger IQR indicates a higher variation in the data.
It is robust against outliers and can be applied regardless of the distribution of the
underlying data.
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The participant was then asked to use the Digital Parrot to perform

the four tasks stated in the workbook. After the tasks were completed,

the participant was asked to fill in a questionnaire about their experi-

ence with the Digital Parrot and to answer some background questions.

The session was concluded with a brief discussion; the researcher typi-

cally asked some questions to follow up on observations made while the

participant was working on the tasks, and the participant was invited to

share any comments they might have had about the Digital Parrot and

the study.

7.2.4 Memory data

The memory data provided to the participants was the same data that

was used to produce the screenshots of the Digital Parrot in Section 5.3;

an anonymised full listing is given in Appendix A.2.1. The memory data

describes some of the researcher’s memories, based on notes taken while

attending five academic conferences in three years (2007–2009). All con-

ferences took place in New Zealand: two conferences took place in Auck-

land, two in Hamilton and one in Christchurch. The five conferences be-

longed to two conference series; one series was represented with two

conferences and the other series with three.

The memory data contains basic information about the two conference

series and six conferences, including the time and the location for five of

the conference. Temporal information is given as timestamps. Location

information is given in most cases both as a semantic label (“C2 Lecture

Theatre”, “Auckland University”) and as a latitude/longitude pair.

For two conferences, and to a lesser degree also a third, more detailed

information about sessions and keynote presentations is included that

has been taken from the conference programs. The data contains a total

of 26 different sessions and seven keynote presentations.

The memory data contains information about ten conversation with

nine different conversation partners; some of the conversations had more

than one conversation partner and some people took part in more than

one conversation. Seven additional people are mentioned in the data;

these are keynote speakers at the conferences and not connected to any
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conversations. The memory data lists nine conversation topics; between

none and two for each conversation. Again, some conversation topics

are shared between several conversations. All conversations are linked

to conference events based on time (such as “before the conference open-

ing” or “during breakfast”).

When the data file was loaded by the Digital Parrot, 144 distinct nodes

were shown, forming 731 statements. This means that the graph view

showed 144 nodes connected through 731 edges and that the list view

showed 731 rows.

The choice to use memory data that described experiences of a per-

son other than the participant was made to allow a larger number of

participants to be recruited for the study. The creation of a naturalis-

tic data collection using each participant’s own memories is costly (see

Section 6.1.2). Furthermore, a natural data collection is most beneficial

in combination with a long time interval between an experience and its

recall by the participant in the study. In the design of this study, it was

decided to use another person’s memories rather than using naturalistic

data and a shorter time interval. The participants were recruited from a

background that ensured that they were familiar with the domain of the

memory data; some participants even shared some of the memories in

the data collection.

7.2.5 Tasks

The tasks were the same for all participants. They were chosen based

on expectations of typical tasks for the Digital Parrot. Furthermore, they

were chosen such that they covered a wide range of strategies with re-

gards to the types of information asked for and the types of information

given in the task description.

All four tasks were phrased as questions about the researcher’s expe-

riences as recorded in the Digital Parrot. The four tasks were:

(T1) “To whom did I talk about scuba diving? Write their name(s) into

the space below.”

(T2) “Which conferences did I attend in Auckland? Write the conference
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name(s) into the space below.”

(T3) “At which conference(s) did I speak to someone about Python during

the poster session? Write the conference name(s) into the space

below.”

(T4) “In which place was the New Zealand HCI conference in 2007?

Write the place name into the space below.”

7.2.6 Computing environment

The user interface of the version of the Digital Parrot used in this study

differed from that described in Section 5.3. The version described in Sec-

tion 5.3 already includes changes made to the Digital Parrot based on the

results of this study. Details of these changes are given in Section 7.5.2.

Even though some of these changes are quite noticeable in the appear-

ance of the Digital Parrot, none of the changes fundamentally affected

the way the Digital Parrot works. In the following, the name “trail navi-

gator” refers to the initial version of the navigator using semantic infor-

mation. In the revised version of the Digital Parrot and in the description

in Section 5.3.4, this navigator is called “connections navigator”.

7.2.7 Data collected

Each participant was asked to think aloud while using the Digital Parrot.

The researcher took notes throughout each session.

As part of the study, the participants were asked to rate the Digital Par-

rot on the System Usability Scale, a generic usability evaluation tool in-

troduced by Brooke (1996). The wording of the questions in the study fol-

lowed the minor modifications described by Bangor et al. (2009, p. 115),

except that the phrase “the system” in each question were replaced with

the phrase “the Digital Parrot”. Table 7.1 shows the questions used. Each

question was answered by giving a rating on a five-point Likert-like scale.

The full questionnaire is shown in Appendix B as part of the participant

workbook.
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1. I think that I would like to use the Digital Parrot frequently.
2. I found the Digital Parrot unnecessarily complex.
3. I thought the Digital Parrot was easy to use.
4. I think that I would need the support of a technical person to be able

to use the Digital Parrot.
5. I found the various functions in the Digital Parrot were well inte-

grated.
6. I thought there was too much inconsistency in the Digital Parrot.
7. I imagine that most people would learn to use the Digital Parrot very

quickly.
8. I found the Digital Parrot very awkward to use.
9. I felt very confident using the Digital Parrot.

10. I needed to learn a lot of things before I could get going with the
Digital Parrot.

Table 7.1. System Usability Scale: Questions

7.2.8 Pre-study expert review

Prior to the study, a usability review of the Digital Parrot was conducted

with two experts on usability in context-aware systems. Both experts

were familiar with the conceptual design of the Digital Parrot. The goal

of the expert review was to gain a first indication of serious usability

issues with the Digital Parrot.

The expert review was conducted as a cognitive walkthrough of typi-

cal usage scenarios for the Digital Parrot. The memory data used was

the same as for the usability study. The review revealed a small num-

ber of genuine faults in the Digital Parrot’s behaviour. These were re-

paired before the study. Additionally, the expert reviewers requested

some changes and additions to the Digital Parrot’s functionality. The

main issues noted by the reviewers were:

• The graph view is “too cluttered”.

• The map and timeline give no indication which locations or time-

spans contain data.

• The trail navigator is cumbersome to use, mainly because nodes can

be added and removed only individually.

• The navigator windows get lost behind the main window.

In response to these issues, the following changes were made to the
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Digital Parrot prior to the usability study:

Graph view: Nodes are now initially shown greyed out; the colour scheme

was changed to more clearly distinguish a selected nodes from its

neighbours; edge labels are now hidden; pairs of antiparallel di-

rected edges are now collapsed into a single edge.

Map navigator: A histogram was added to indicate areas of interest; cities

are now shown less obtrusively (in the study: not at all due to dead-

locking issues with the underlying library); the colours for water

and land were reversed.

Timeline navigator: A histogram was added to indicate areas of interest;

the label for “week” slices was changed to be less confusing.

Trail navigator: The trail can now be replaced with a given node; clear-

ing the trail is now possible with a single operation.

Other: The navigator windows now stay on top of the main window; some

additional statements were added to make the memory data more

balanced.

7.3 Quantitative findings

This section reports on the participants’ ratings of the Digital Parrot on

the System Usability Scale (SUS) and on the participants’ accuracy in

performing the tasks. Since the SUS is a usability measure, the partici-

pants’ ratings on this scale give an indication of the usability of the Digi-

tal Parrot and are thus related to the first goal of the study as described

in Section 7.1.1. The participants’ accuracy in performing the tasks gives

an indication of the effectiveness of the Digital Parrot in allowing the par-

ticipants to answer questions about experiences and memories; it is thus

related to the second goal of the study.

7.3.1 System Usability Scale

The median SUS score of the Digital Parrot is 65 out of 100 (min = 30,

max = 92.5, IQR = 35), below the cut-off point for an acceptable SUS
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score (which is 70). The overall score of 65 corresponds to a rating be-

tween “ok” and “good” on the adjective scale introduced by Bangor et al.

(2009).

The median SUS score in the graph condition alone is 80 (min = 42.5,

max = 92.5, IQR = 40), which indicates an acceptable user experience

and corresponds to a rating between “good” and “excellent” on the adjec-

tive scale. The median SUS score in the list condition is 57.5 (min = 30,

max = 77.5, IQR = 42.5). The difference of the median SUS score be-

tween conditions is not statistically significant (Mann-Whitney2 U = 6,

n1 = n2 = 5, p > 0.1 one-tailed).

The average normalised score for Question 4 is slightly higher than

the average across all questions: more than half of the participants did

not think that they would need the help of a technical person to use the

Digital Parrot. This high number may be explained by the Computer Sci-

ence background of the participants. Question 5, related to the degree

to which the various functions of the Digital Parrot were integrated, re-

ceived on average a score that was lower than the average score across

all question.

Figure 7.1 shows boxplots of the normalised SUS scores for each ques-

tion, for both conditions combined.

7.3.2 Accuracy

Table 7.2 gives an overview of the correctness of answers for each task

and for both main view conditions.

Four of the ten participants gave complete and correct answers in all

four tasks and another three participants completely and correctly an-

swered three tasks. Two participant completely and correctly answered

two tasks, while the remaining participant did not give a complete and

correct answer for any of the four tasks. This participant gave answers

to Task 3 and Task 4 that did not even match the type of the required an-

2The Mann-Whitney test is a test for statistically significant difference between two
independent groups of samples. Its function is similar to that of Student’s t test, but
the Mann-Whitney test is non-parametric and can be used for ordinal scales (such as
Likert scales).
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Figure 7.1. Boxplot of the SUS scores for each question. Scores have been ad-
justed such that a greater score correspond to a better experience
in using the Digital Parrot regardless of the direction of the question.
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List 4 1 2 3 2 2 1 1 4 1
Graph 5 4 1 3 2 5

Both 9 1 6 4 2 5 3 1 9 1

Table 7.2. Correctness of answers, by task and by condition. Columns: “ok” –
a complete and correct answer; “extra” – an answer that had some
correct information but also some extraneous information; “part” –
an answer that missed some of the required information or (T3) is
the result of a failure to distinguish between two items; “wrong” – an
answer that is incorrect. An answer can fall into both the “extra” and
“part” categories.
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swer; the participant’s answers to these tasks suggested that the partici-

pant failed to follow one further step which could have led to the correct

answer (they gave the name of the conversation partner in Task 3 and

the name of the conference in Task 4).

Task 1 and Task 4 appeared to be easiest to answer, with nine partic-

ipants completely and correctly answering both. The remaining partici-

pant gave a partial answer in Task 1 and, as described above, an incorrect

answer in Task 4.

Task 2 and Task 3 appeared harder to answer; they were answered

completely and correctly by about half the participants each. In Task 2,

two participants named only one of the two correct answers but gave ad-

ditional items that were not in fact conferences. Two further participants

named both correct answers and gave additional items. In Task 3, three

participants chose the wrong answer from the two possibilities. One par-

ticipant gave an incorrect answer, as described above. One participant,

in the graph condition, gave up on this task; the participant located an

item using search but then gave up when they could not determine how

to use the trail from there.

There appeared to be no significant connection between the accuracy

of a participant in performing the tasks on one hand and the partici-

pant’s subjective experience of using the Digital Parrot on the other

hand. Specifically, there was no significant connection between the num-

ber of correctly answered tasks and

• the overall SUS score given by a participant (Spearman3 rank-order

correlation coefficient rs ∼= 0.50, n = 10, p ∼= 0.068 one-tailed);

• the ease of use question in the SUS questionnaire (Question 3 in

Table 7.1; rs ∼= 0.38, n = 10, p > 0.14 one-tailed);

• the confidence question in the SUS questionnaire (Question 9 in

Table 7.1; rs ∼= 0.24, n = 10, p > 0.2 one-tailed).

3Spearman’s rank-order correlation coefficient indicates the degree of statistical cor-
relation between two samples. It serves the same function as Pearson’s product-
moment correlation coefficient but can be used for ordinal data.
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7.4 Observations

This section reports on observations made during the study. It first de-

scribes the strategies that the participants used to solve the four tasks.

It then states overarching observations.

The quantitative findings reported in the previous section indicate that

there were some usability issues with the Digital Parrot’s user interface

as used in the study but that it nevertheless allowed the participants to

answer questions about another person’s memories. The observations

in this section are organised first by task and then by component. They

describe how the participants went about answering the tasks using the

Digital Parrot. These qualitative findings provide insights both into the

nature of the usability issues and into the roles of the Digital Parrot’s

components. Consequently, they are related to both study goals.

7.4.1 Task-related observations

This section describes observations related to the four study tasks.

Task 1: Conversation partner by topic

The first task required the participants to find the names of all partners

in one or more conversations, given the conversation topic:

To whom did I talk about scuba diving? Write their name(s)

into the space below.

The data provided to the participants contained one conversation about

this topic. The conversation had two conversation partners.

The expectation was that the participant would locate “scuba diving”

using textual search, and would then use either the trail or the main

view’s statement structure to complete this task.

These expectations were mostly met. Seven participants answered this

question using search and the trail. One participant (in the graph con-

dition) spotted “scuba diving” straight away and answered the question

using the trail, without searching. Two participants did not use the trail.

Both participants located “scuba diving” using textual search. One of
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these (in the graph condition) then answered the task by following the

statement structure; the other one (in the list condition) used the same

strategy but missed one of the two names that are the correct answer.

This same participant had previously tried to use the map “to find things

in the water that would relate to diving” before they realised that it was

a conversation about scuba diving that was being asked for.

Task 2: Conferences by location

This task required the participants to find all conferences at a given lo-

cation:

Which conferences did I attend in Auckland? Write the confer-

ence name(s) into the space below.

The data provided to the participants contained two conferences that had

occurred in Auckland.

The expectation was that the participants would answer this question

following one of these strategies:

• Use the map to restrict the main view to items in Auckland and then

use the trail to narrow the view down to items of type “conference”.

• Locate “Auckland” via text search and then use the trail to find con-

nected items of type “conference”.

This expectation was mostly met, but overall the participants seemed to

find the map navigator less useful than expected. Four participants used

the map navigator in answering this question, while seven participants

used text search (with three participants using both). Seven participants

used the trail navigator. However, only one participant answered the

question using the map+trail combination; all other users of the map re-

sorted to text search when the map did not give them the desired result.

Four participants directly opted for the search+trail approach.

One participant, in the list condition, answered this question using only

the trail navigator. This participant added “Auckland” (which was directly

visible at the start of this task) to the trail and then scrolled through all

163



Chapter 7 Evaluating the usability of the Digital Parrot

related statements, noting down everything that “looked like” a confer-

ence (including one item that was in fact a building).

One participant, in the graph condition, answered this question using

no navigators at all, simply by looking at the information shown in the

main view; however, this participant appeared to randomly pick out items

that to them looked like a conference. Two of the three items selected

as the answer by this participant actually were conference sessions. This

is particularly interesting because this participant attended one of the

conferences in question themselves.

Task 3: Enclosing event of a conversation

This task required the participants to determine all conferences with a

conversation about a given topic during a given type of session:

At which conference(s) did I speak to someone about Python

during the poster session? Write the conference name(s) into

the space below.

The data provided to the participants contained two conversations in-

volving this topic; however, both took place at different conferences, with

only one occuring during a poster session.

The expectation was that the participants would use text search to lo-

cate “Python”, and then use the trail to find conversations. The expecta-

tion was that the trail navigator would be used to determine which of the

two possible conversations was the correct one.

This expectation was met, with all but one participant following this

strategy. The exception was one participant who answered this ques-

tion using textual search alone; this participant (in the list condition)

searched for “Python”, then scrolled through the list to locate the search

result and found the correct conversation by chance. However, this par-

ticipant made no attempt to double-check their answer and they could

just as easily have found the incorrect conversation instead.
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Task 4: Location of event by type

The final task required the participants to find the place in which the

conference belonging to a given series was held in a given year:

In which place was the New Zealand HCI conference in 2007?

Write the place name into the space below.

The data provided to the participants contained only one conference

matching these criteria. To encourage the participants to use means

other than textual search to solve this task, the item representing the se-

ries of New Zealand HCI conferences was named “NZ CHI conferences”.

The expectation was that the participants would use the timeline to

narrow down the statements shown to events in 2007, then use text

search to find the series of New Zealand HCI conferences, then either

use the trail to find its 2007 instance or find the conference just by look-

ing at the (by then very few) statements shown.

The timeline was used less extensively than expected, with only four

participants using this strategy. One of these answered the question us-

ing the timeline and the trail, while two attempted to use the timeline

first but then changed their strategy, in one case to use just the trail and

in the other to use search and then the trail. The fourth attempted to an-

swer the question using text search first; however, the view was still re-

stricted to items in Auckland from previous tasks and this attempt failed.

The participant eventually found “CHINZ 2007” and “NZCSRSC 2007”

in the timeline navigator and chose their answer from these options.

A fifth participant commented that they knew the answer to this ques-

tion from their own memory, but would probably have used the timeline

if that had not been the case. This participant still selected the correct

answer in the main view (in the graph condition) before writing it into

the workbook.

Two participants (both in the graph condition) answered this question

directly after spotting the “CHINZ 2007” item and its related statements

in the main view. A third participant first searched for “CHI” but then

spotted “CHINZ 2007” (even though it was not highlighted, since the

search only considers whole-word matches) and answered the question
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directly.

Out of the remaining two participants, one participant answered the

question using text search only and the other combined search with the

trail.

7.4.2 Component-related observations

This section reports on the researcher’s observations and participants’

comments made throughout the study. Most are related to individual

components, while some are related to the navigators in general.

Graph view

Initial view The version of the Digital Parrot used in this study initially

showed all nodes in their standard, unselected state: as grey boxes with a

black outline and black text. Highlighted nodes were outlined in blue and

used a boldface font, while selected nodes were outlined in orange. The

z-order of nodes was essentially random and not related to the state of

each node (unselected, highlighted, selected). This meant that selected

or highlighted nodes could be fully or partially obscured by unselected

nodes.

Several participants in the graph condition commented on the main

view, describing it as “cluttered” and “confusing”. They felt that too

many items were visible initially and that the overlaps between items

made it hard to see “what’s there”.

One participant suggested changing the graph layout to a radial layout,

in which the currently selected node is always at the center of the graph.

The participant felt that this would make it easier to understand what is

related to the current node.

Relationships A few participants tried to verify their answers, which

typically included trying to double-check the nature of relationships be-

tween items in the graph. They were disappointed to see that this was

not possible; when asked whether edge labels would help, they agreed.
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However, they said they would want edge labels to be shown on demand

rather than all the time, for example only for edges adjacent to the cur-

rently selected item.

Spatial position of nodes One participant, in the graph condition, ex-

pressed concern after they had moved a node on the screen: “now I

moved your data”. They also asked whether there was an undo func-

tion for rearranging the nodes. Questions revealed that this seemed to

be a concern about changing the study conditions for other participants

(which was not actually the case – the spatial arrangement of items was

re-set between sessions and identical for all participants in the graph

condition) rather than a concern about the experience for the participant

themselves. Other participants moved nodes in the graph view without

voicing any concerns.

List view

Statement structure In the version of the Digital Parrot used for this

study, a cell in the list view was blank if it contained the same text as the

cell directly above it. This was the case even when the cell directly above

it belonged to a different statement (i. e. in the case of predicate cells: is

associated with a different subject; in the case of object cells: is associ-

ated with a different predicate and/or a different subject). Additionally,

every other row had a darker background, regardless of the underlying

statement structure. Users seemed to not understand the “empty” cells

at all and to find it very hard to see which cells were associated with

which subject.

Statements in the list view were shown in the order subject, predicate,

object from left to right, following the normal reading direction in En-

glish. One participant in particular was observed to use the right column

in the list almost exclusively. When asked why, they explained that there

was “more to click” there. This referred to the number of cells in the left

column were blanked out due to repetition, which was higher in the left

column because statements were sorted by that column.

167



Chapter 7 Evaluating the usability of the Digital Parrot

Comparison with graph view Most of the participants who were in the

list condition were shown the graph view during the discussion at the

end of their session. All said that they would prefer the graph view over

the list view, although this was based on a brief look at the graph view

rather than actual use of it.

Text search and the list In the version of the Digital Parrot used for

this study, text search in the list condition highlighted all matching cells

by showing their text (if any) in boldface. These matches could be off

the screen; in this case, users got the impression that the text search

navigator was not in fact working. When instructed to scroll through the

list to find highlighted items, the boldface text was overlooked by almost

all participants because it did not stand out strongly enough.

All navigators

Several observations were made that related to all navigators.

Usage of navigation components Usage of the Digital Parrot’s interface

components varied across participants. Overall, the contextual naviga-

tors were not used as often as expected. Table 7.3 shows how many par-

ticipants in each condition used each component, for each of the tasks

as well as overall. Figure 7.2 shows a boxplot for the number of tasks in

which each component was used.

All ten participants used the search function for at least one of the

tasks; the search was used on average for 3.5 tasks (min = 1, max = 4,

IQR = 1). All but one participant used the trail navigator for at least one

task and all but one participant (in the list condition) used the statement

structure as visualised in their respective main view. The trail navigator

was used on average for 3 tasks (min = 0, max = 4, IQR = 0.5) and the

statement structure on average of 2 tasks (min = 0, max = 2, IQR = 1).

Only three participants used both the map navigator and the timeline

navigator for at least one of the tasks each. One further participant used

the map for one task (T2) and commented that they would have used the
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Task Condition Timeline Map Search Trail Structure

T1 Graph 4 4 5
List 1 5 4 1

T2 Graph 1 3 4 2
List 3 4 3 3

T3 Graph 5 5 2
List 5 4 1

T4 Graph 1 1 1 3
List 3 4 3 1

All Graph 1 1 5 5 5
List 3 3 5 4 4

Total (Participants) 4 4 10 9 9

Total (Tasks) 4 5 31 28 19

Table 7.3. Component usage by task and condition, in number of participants
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Figure 7.2. Component usage in average number of tasks, per participant
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timeline for another task but knew the answer without using the Digital

Parrot. One further participant used the timeline for one task (T4). This

means that half of all participants never used any contextual navigation

at all. Usage of contextual navigators was slightly higher in the list con-

dition than in the graph condition, with all three participants who used

both types of contextual navigation being in the list condition. However,

the difference between participants using contextual navigators in the

list condition compared to the graph condition is not statistically signifi-

cant (Fisher Exact Probability test4, p > 0.5 one-tailed).

In line with the expectations, the timeline was used only for the task

that specified a time (T4). The map was used almost exclusively for the

task that specified a place (T2), with the exception of one participant who

attempted to use it for another task (T1). The timeline and map were

used on average for 0.5 tasks (timeline: min = 0, max = 1, IQR = 0.5;

map: min = 0, max = 2, IQR = 0.5).

Use of the search was generally high, with the last task being an ex-

ception. Use of the statement structure was slightly lower for the third

task but was the sole means to complete the fourth task for three of the

participants.

Navigator windows Almost all participants were confused by the fact

that each navigator is activated when its window is shown and deacti-

vated when its window is hidden. The version of the Digital Parrot used

for this study showed navigator windows centered on the main view when

they were first opened and always forced navigator windows to be drawn

in front of the main window. This meant that navigator windows fre-

quently obscured information in the main view and that the effect of nav-

igators on the main view often was not immediately obvious, especially

when the participant’s attention was focused on the navigator window.

Several participants did not deactivate the map or timeline navigator

after having explored it, moving them to the side of the screen instead.

4The Fisher Exact Probability test is a test for statistical association between two vari-
ables with two subcategories each. It serves the same function as the χ2 test but can
be used for sample sizes that are too small for the χ2 test.
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Typically this led to unexpected behaviour in subsequent tasks because

the participant did not realise that the main view was still restricted by

choices made in the navigator.

Timeline

Interaction One point of confusion with the timeline was its interaction

with the main view, as shown by a comment from one participant: “How

do I get from timeline to main view?” Participants seemed to expect

interaction between the timeline and the main view that was different

from the selecting and highlighting that in fact occurred. In particular

there seemed to be an expectation that clicking on an item in the timeline

should have a more direct effect.

Personalisation One participant who did not use the timeline stated that

the timeline might have helped if the timespans in the study had been

longer. When the concept of personalised timelines was introduced to

this participant, they said that they liked this idea and gave examples

of personalised timespans that they might consider useful: “during the

time in NZ”, “when I lived in city”, “when I was in a relationship with

partner”.

Map

Interaction Participants showed confusion about the purpose of the map

that is very similar to that about the purpose of the timeline: “how do I

get from the map to the data?”, “I don’t really understand the purpose of

the map”.

Map style The map in the version of the Digital Parrot used in this study

was very simple, with only landmass boundaries being shown. One par-

ticipant explained that they had difficulties deciding in which direction

to pan the map because they did not remember exactly where on the
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map some of the places actually were, particularly with the absence of

placenames and other major landmarks (rivers, motorways).

Another participant found it laborious having to interact with the map

to switch between places. When asked whether a list of placenames

would help, they agreed but stated that this should be an addition to the

map rather than a replacement of the map.

Markers and labels The version of the Digital Parrot used in the study

showed markers and marker labels only when certain thresholds were

reached with regards to the current zoom level of the map and the ap-

proximate size of the location represented by the marker. Markers and

labels for locations too small or too big for the current zoom level where

not shown. Instead, histogram-like circles were shown in those cells of

an invisible grid overlaid onto the map that would contain markers when

zoomed closer, with the approximate number of markers indicated by the

opacity of the circle’s fill colour.

Several participants expressed confusion about the histogram circles.

Participants were also confused that marker labels were missing at the

initial zoom level: “oh, there is writing on the map” (after zooming in).

They were also confused that clicking on a marker did not appear to

have any effect, and one participant asked why they couldn’t move the

markers on the map.

Search

Preference of search over other navigators One participant explicitly

stated that they were using search to solve the first task “’cause I’m

used to Google”.

Syntax The text search in the version of the Digital Parrot used for the

study searches full words only (e. g. searching for “CHI” would not find

“CHINZ”). Some participants asked what type of search would be per-

formed; all seemed to expect that it would “do what Google does” in

terms of query syntax.
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Search and types Some participants tried to search for types (e. g. “con-

ference”) and were disappointed that nothing suitable was found. One

participant suggested to allow for typed search (i. e. searching for a par-

ticular string only in instances of certain types).

Trail

The trail was generally seen as the most difficult component of the Digi-

tal Parrot. One participant remarked that they considered using the trail

for one of the tasks but didn’t because “it’s complicated and I don’t want

to look stupid”. One participant (in the graph condition) also commented

that they did not believe that participants with a background other than

Computer Science would be able to understand and use the trail naviga-

tor, mostly because “they don’t understand what graphs and trees are”.

One participant commented that they would have liked more opportuni-

ties to practice using the trail navigator.

Effort Several participants had problems remembering how to use the

trail navigator. The version of the Digital Parrot used in the study re-

quired the user to bring up an item’s context menu, typically via a right

click with the mouse, to start the trail at this item or to add the item to

the trail. A few participants had to be reminded to bring up the context

menu via right click. Most participants appeared to feel that using the

trail was laborious; one reason was the required right click and another

reason was having to navigate nested menus when adding a type to the

trail.

Some participants commented that they did not normally use context

menus because the operating system on their computers, Mac OS, does

not generally make much use of them.

Visibility of types Several participants criticised that they had to start

the trail at a specific item. One participant explained that this was cum-

bersome when they already knew which type they wanted to add: “I need

to click on something that looks like a conference to be able to add the
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Conference type to the trail”. Another participant explained that easy

access to the types would make it easy to find all instances of a specific

type: “It would be nice if there was a conference root [shared ancestor of

all conference instances in the graph], ’cause I want to be sure I grabbed

all the conferences”.

One participant suggested having a list of all types “somewhere to the

side of the user interface” that, when clicked, could highlight all items of

this particular type.

Trail mechanics One participant appeared to have difficulties distin-

guishing what it meant to add a type to the trail and what it meant to

add an item, i. e. an instance of a type, to the trail. This may be related

to the observations around the visibility of types – in the version of the

Digital Parrot used in the study, both actions were performed from the

context menu of an item.

Some confusion was also observed around the meaning of the order of

items on the trail and around how to retrace one’s steps. One participant

explained that to them, the word “trail” suggested that it was related to

what one had previously seen. Another participant suggested a history

of recently used trails that would make it easier to undo changes to the

trail.

General

Double-checking Some participants double-checked most or all of their

answers, while some did not do so at all. One of the participants who did

not attempt to double-check their answers said that they shared some of

the memories in the data file. They explained that they used their own

memories to evaluate the plausibility of the answers they had found using

the Digital Parrot.

Cues vs memories Several participants stated their confusion about the

type of information stored in the system – “what’s in there”. They spent

some time trying to get to “the actual memories” before realising that
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there was “nothing to open”. They explained that they had expected to

be able to access something that was “more like actual memories” and

were confused at first that they could not distinguish between “things

you have done and things you know about”, experiences and other infor-

mation: “Am I to infer that because it’s there you attended it? I’ll assume

that it’s ‘was at’ not ‘have knowledge of’. But that could mean that you

gave the keynote speech – or that you went to it?” The participants who

were confused about this generally had not attended the conferences

mentioned in the data.

Desirability At least one participant commented when filling in the SUS

questionnaire that they would need to know more about how the mem-

ories “get in there” before they could decide whether they would like to

use the Digital Parrot frequently. One participant expressed their enthu-

siasm about the graph visualisation and explained that a similar visuali-

sation would help them in one of their hobbies, which involves having to

make sense of highly connected information.

7.5 Usability of the Digital Parrot

This section relates the findings reported in Sections 7.3 and 7.4 to the

first goal of this study as introduced in Section 7.1.1: to detect any major

usability issues in the version of the Digital Parrot used. It first describes

the usability issues and then the changes made to the Digital Parrot’s

user interface to remedy these issues.

7.5.1 Usability issues

This section identifies the main usability issues discovered in this study

and describes possible resolutions for each issue. The issues are grouped

by interface component. Several of these issues had already come up

during the pre-study expert review (see Section 7.2.8); the study made it

clear that the changes made after the review did not fully resolve these

issues.
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Graph view. The SUS scores and participants’ comments suggest that

the graph view is reasonably easy to use. One main issue with the graph

view was that the way nodes were rendered made the interface appear

too cluttered; the changes made after the expert review apparently had

not gone far enough. Another issue was that it was impossible to deter-

mine the nature of the relationships between nodes. Both issues could be

resolved by making changes to the way the graph is drawn. Additionally,

the number of nodes shown on program start-up could be restricted by

some criterion.

List view. The SUS scores and participants’ comments suggest that the

list view had more severe usability issues than the graph view. The main

issue with the list view was that the statement structure did not become

clear. This issue could be addressed with minor changes to the way the

list is drawn.

Another issue with the list view was that it made it difficult to deter-

mine how many, if any, matching items were found when a textual search

was conducted. This issue could be resolved by allowing the user to nav-

igate between search results, scrolling the list to the location of the next

result. Another, simpler solution would be at least to indicate whether

the search led to any results and if so, how many.

Navigators. From the observations and participants’ comments, it is ob-

vious that participants found it confusing that navigators and main view

are all in separate windows. As described in Section 5.3, early designs of

the Digital Parrot’s user interface integrated the main view and the nav-

igators into a single window. This approach was later discarded because

of unresolved questions around the interaction mechanism. This sug-

gests that resolving the issue completely may lie outside of the scope of

this work. To ameliorate the situation, changes could be made to window

placement and window options for the navigator windows.

Map navigator. The main presentation issues with the map were related

to the map style, particularly the absence of detail that would allow the
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participant to orient themselves, and to the markers on the map. The pre-

study expert review had given an indication of usability issues with the

map and the changes after the review quite obviously had not resolved

these issues. They could be addressed by changing the underlying map

to one that is more familiar to typical users, such as Google maps.

The behavioural issue with the map, that participants were unsure

about its purpose, equally applies to the timeline. It is most likely re-

lated to the general issue with navigators described above. If this issue

cannot be resolved in time for later studies, the usage of navigators to

restrict and highlight information in the main view should be explained

more thoroughly to participants in those studies.

Search navigator. There were a few occasions when the search function

did not behave according to the participant’s expectations. This could be

addressed by modifying the default search options.

In both main view conditions, text search highlights all items matching

the query. However, often these matches are not visible. This could be

because the search window is obscuring the main view, because of over-

lapping items (in the graph view) or because all highlighted items are

currently off the screen (in the list view). As described above, this could

be addressed either by modifying the main views or by adding informa-

tion about the search results to the search navigator.

Trail navigator. The trail navigator appeared to be perceived as partic-

ularly difficult to use by the participants. The new features added after

the pre-study expert review were used by the participants but essential

functionality was still lacking. In part the issues with the trail navigator

certainly arose because none of the participants had ever used similar in-

teraction techniques. However, one issue stands out that is related more

to the specific interface that was implemented rather than to the inter-

action technique in general. Requiring the use of context menus to start

a trail or add to an existing one does not appear to have been a good

choice. It contributes to confusion between instances and their types, it

requires the user to first find an instance of a type before the type can
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be added to the trail, and it makes it very hard to determine which types

are known by the system. It also requires a high degree of physical effort

(right clicks, navigation of nested menus).

Addressing the issues around the trail navigator most likely would re-

quire a complete redesign of its user interface. Interaction with the trail

should be possible without having to interact with individual items in the

main view. Types and instances should be separated more clearly.

7.5.2 Changes made to the Digital Parrot

This section describes the changes made to the Digital Parrot as a con-

sequence of the usability issues describe above.

Graph view

Changes were made to the graph view to reduce the impression of clutter

and to make it easier to determine the nature of relationships between

nodes. The three most important changes were:

• The z-order of the nodes is now determined such that selected nodes

and their neighbours are drawn on top of highlighted nodes and

their neighbours (rather than having an essentially randomised z-

order);

• Nodes that are not selected nor highlighted, nor a neighbour of a

selected or highlighted node, are drawn semi-transparently to make

them less prominent.

• Edge labels are shown for selected edges and edges incident to a

selected node.

Figure 7.3 shows screenshots of the graph view before and after the

changes had been made.

List view

Changes were made to the list view to improve the way the statement

structure is shown. The main change was: instead of blanking out cells
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Figure 7.3. Graph view, before (top) and after (bottom) changes
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that would repeat the value of the cell directly above, these cells now con-

tain the text but in a colour with little contrast to the background. Alter-

nating the background colour between groups of statements, rather than

between rows, was too difficult to implement in the time available. Fig-

ure 7.4 shows screenshots of the list view before and after the changes

had been made.

Navigators

The window options and default placement of the navigator windows

were changed to reduce obscuring of data in the main window by the

navigators. Navigator windows are now shown to the sides of the screen,

only partially overlapping the main window.

Integrating of the navigators and the main view into a single window

was not feasible in the time available. As indicated in Section 5.3, such a

change would require further conceptual work and likely a fundamentally

different approach to the navigators, going far beyond changes to the

user interface alone.

Map navigator

Changes were made to the map navigator to address the confusion that

participants felt with the map, particularly in relation to markers, and to

improve navigation between items on the map. The two main changes

were:

• The underlying map used is now Google Maps, displayed using an

embeddable browser component provided by WebRenderer5. The

earlier version of the map navigator used OpenMap6.

• A list of placenames was added to the map navigator. A double-click

on a placename adjusts the position and zoom level of the map to

display the selected placename.

5http://www.webrenderer.com/products/swing/product/
6http://www.openmap.org/
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Figure 7.4. List view, before (top) and after (bottom) changes
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Figure 7.5 shows screenshots of the map navigator before and after the

changes had been made.

Search navigator

Changes were made to the search navigator to address usability issues

regarding the query syntax and regarding the display of search results.

The three main changes were:

• The search navigator now indicates the number of search results for

the current query. Adding functionality to scroll the list so that the

next search result is in view was too difficult to implement in the

time available.

• When a query leads to no result, the search navigator suggests to

add the wildcard character “*” to query terms if subword matches

are required. It was decided against modifying the query terms to

add wildcards programmatically because of possible performance

issues with the query engine. It was also decided against modifying

the query programmatically to achieve a conjunctive query mode

rather than the disjunctive query mode that is the default mode of

the query engine. Instead, participants of future studies would be

informed about the query syntax used by the system.

• Items that match the current query are now outlined in blue in ad-

dition to using a boldface font. This makes it easier to see search

results, particularly when scrolling through the list.

Figure 7.6 shows screenshots of the search navigator before and after the

changes had been made. The list view was chosen for these screenshots;

consequently, the changes made to the rendering of search results are

also shown.

Trail navigator

The user interface for retrieval using semantic information, the trail nav-

igator in the original version of the Digital Parrot, was redesigned com-
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Figure 7.5. Map navigator, before (top) and after (bottom) changes. Map data
removed from screenshot for copyright reasons.
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Figure 7.6. Search navigator, before (top) and after (bottom) changes. The “af-
ter” image also shows a second screenshot of the search navigator,
for a search that has no results.
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pletely. It is now called the connections navigator and shows the be-

haviour described in Section 5.3.4. Major changes included

• the separation of types and instances in the connection navigator’s

user interface;

• the move from interaction based on context menus on items in the

main view to interaction with drop-down boxes separate from the

main view, which also allows the connections navigator to be used

without first having to locate a start item;

• the ability to configure whether only items on the trail/chain are to

be shown, or items on the trail/chain and their direct neighbours;

and

• easier ways to backtrack in the chain of connections (“trail” before

the change).

Figures 7.7 and 7.8 show screenshots of the trail/connections navigator

before and after the changes had been made.

7.6 Support for answering memory questions

This section relates the findings reported in Sections 7.3 and 7.4 to the

second goal of this study as introduced in Section 7.1.1, the Digital Par-

rot’s support for answering questions about another person’s experi-

ences. These findings give an indication of the Digital Parrot’s effec-

tiveness. However, they do not truly show whether the Digital Parrot

achieves its design goals because the data collection for the study was

not true memory data – it lacked a self-link to the participants.

The section examines several aspects of the participants’ use of the

Digital Parrot:

1. the overall effectiveness of the approach;

2. the influence of contextual information;

3. the influence of semantic information;

4. the influence of the visualisation type; and

5. the participants’ subjective experience in using the Digital Parrot.
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Figure 7.7. Starting a trail/connections chain at the type “Conference”, before
(left) and after (right) changes

7.6.1 Overall effectiveness of approach

The findings of this study suggest that the approach of combining contex-

tual data with semantic information allows people to successfully answer

questions about memories of events and associated information. Almost

three quarters of the tasks were answered completely and correctly (29

of the 40 tasks, i. e. 72.5%).

The findings also suggest that the Digital Parrot as the operationali-

sation of the approach needed further improvements. The usability of

the version of the Digital Parrot used in the study was rated below the

acceptability threshold on a standard usability measurement tool. The re-

searcher’s observations and participants’ comments pinpointed the trail

navigator, the list visualisation, in particular its interplay with the search,
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Figure 7.8. Restricting to a trail/chain: items connected to “Conversation” in-
stances connected to the “Python” item, before (top) and after (bot-
tom) changes.
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the map navigator and some visualisation aspects of the graph view as

the core areas that needed to be addressed.

Subjective and objective measures did not appear to be related; no con-

nection was found between the participants’ rating of the Digital Parrot’s

usability, their confidence in using the system and their rating of the ease

of using the system on one hand and the actual effectiveness on the other

hand.

7.6.2 Influence of contextual information

Fewer participants than expected used the contextual navigators (Ta-

ble 7.3). This may be due to the selection of tasks. Another possible

reason is that there was not enough data to make restriction by context

necessary, or that the question involving temporal context (T4) could be

answered using the search because the items concerned (“CHINZ 2007”,

“CHINZ 2009”) contained the temporal context in their name. Similarly,

the question involving a location could be answered using a search for

the location rather than requiring use of the map. This latter reason may

also explain why higher usage of contextual navigators was observed for

the list condition – participants were observed to have problems using

the search in the list condition and may thus have been more inclined to

try alternative means to answer the question.

The contextual navigators were used for the tasks that had been ex-

pected to be suitable for them (T2, Section 7.4.1, and T4, Section 7.4.1).

This indicates that the participants generally understood for which types

of questions the navigators were applicable.

7.6.3 Influence of semantic information

Participants encountered so many problems using the trail navigator that

it is difficult to determine the real influence of semantic information.

However, all but one participant used the trail navigator for at least one

task and all participants who did use it used it for at least two tasks. It

was used for almost as many tasks as the search, both overall and on

average per participant. Some participants suggested a stronger inte-
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gration with the search function.

7.6.4 Influence of associations

The influence of the visualisation type gives an indication of the influence

of associations. The graph view directly shows connections between in-

formation items, while these connections are less straightforward to see

and use in the list view.

The list view generally appears to be harder to use than the graph view.

Even though the difference of the median SUS score between conditions

is not statistically significant, it is reflected in the participants’ comments

and in the researcher’s observations.

Correctness of answers (Table 7.2) is slightly higher in the graph con-

dition than in the list condition. Only in the graph condition did partici-

pants miss parts of an answer (T2), while it was only in the list condition

that participants struggled to distinguish which of two possible answers

was actually correct (T4).

It is not clear whether an observed difference in the number of partic-

ipants who used contextual navigators in the two study conditions is due

to chance or whether it is caused by a difference in the main views.

7.6.5 Subjective experience

Even though participants found the Digital Parrot challenging to use

overall, over half of the participants gave a positive answer to the first

SUS question, which asked whether they would like to use the Digital

Parrot frequently. Some participants were confused about exactly what

was being shown in the Digital Parrot. Participants who had shared some

of the experiences described in the data file seemed to be more confident

in their answers and performed less double-checking.

7.7 Summary

The study described in this chapter had two goals: to detect usability is-

sues in the version of the Digital Parrot used in the study and to examine

189



Chapter 7 Evaluating the usability of the Digital Parrot

how the participants used the Digital Parrot to answer memory-related

questions.

The study found several usability issues. The most substantial issues

found were related to the navigation based on semantic navigation, the

list view and, to a lesser extent, the map view and textual search. Sub-

sequently, changes were made to the Digital Parrot’s user interface that

remedied most of these issues.

The results of the study described in this chapter are promising for

the approach taken in this thesis to augment autobiographical memory.

Overall, the Digital Parrot allowed the participants to answer questions

about another person’s experiences. The participants understood the

Digital Parrot’s user interface components and used them mostly accord-

ing to expectations.

The Digital Parrot’s user interface components were developed based

on recommendations derived from Psychology research, namely contex-

tual navigation, navigation based on semantic information and navigation

based on associations. The uptake of contextual navigation was some-

what lower than expected, though it remained unclear whether this was

because of usability issues or for more fundamental reasons. The user

interface for navigation based on semantic information was clearly not

designed well in the version of the Digital Parrot used in the study; conse-

quently, no conclusions can be drawn about its effectiveness. A straight-

forward visualisation of the association structure appeared to be more

helpful than a language-based representation. Since some parts of the

study were affected by usability issues, further evaluations are necessary

in particular with regards to the influence of semantic information.

This study could not, nor attempted to, evaluate the actual effective-

ness of the design and implementation of the Digital Parrot. This is be-

cause the participants in the study did not actually attempt to remember

their own experiences and related information. Some of the observations

suggest that the findings differ from those of studies using naturalistic

data collections, i. e. the participants’ own memories. A study of the Digi-

tal Parrot using a naturalistic data collection is described in the following

chapter.
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Evaluating the effectiveness
of the Digital Parrot

This chapter contributes further to answering the fourth research ques-

tion, whether the approach to augmenting autobiographical memory in-

troduced in this thesis actually helps people remember. It describes an

end-user study which was conducted to evaluate the effectiveness of the

Digital Parrot and the underlying conceptual design. In contrast to the

evaluation described in the previous chapter, this study investigated how

the Digital Parrot aided users in remembering their own experiences and

related facts approximately two years after attending an academic con-

ference.

This chapter is structured as follows: Section 8.1 describes the fo-

cus employed in designing the study. Sections 8.2 and 8.3 give details

about the experimental designs of the experiencing and the remember-

ing phases. Section 8.4 describes the quantitative findings of the study

and Section 8.5 describes further observations and participants’ com-

ments. Section 8.6 relates the findings of the experiencing phase to the

goals of the study. The chapter concludes with a summary in Section 8.7.

8.1 Focus

This section describes the focus employed in designing the study. It out-

lines the goals of the study, the approach taken and the trade-offs made

to overcome the challenges involved in evaluating augmented memory

systems.
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8.1.1 Goals of the study

The main goal of this study was to answer the fourth research ques-

tion: Does the Digital Parrot, as the operationalisation of the approach to

augmenting autobiographical memory taken in this thesis, actually help

people to know about and reconstruct past experiences and related in-

formation?

Another goal of the study was to gain insights into the roles of those

components of the Digital Parrot that are linked to the three factors to

augmenting autobiographical memory stated in the thesis hypothesis:

context, semantic information and associations.

The goals of this study are summarised by the following questions:

1. What strategies have the study participants established to remem-

ber and re-find experiences and related facts associated with atten-

dance of academic conferences without using the Digital Parrot?

2. What is the effectiveness of the Digital Parrot in helping users re-

member past experiences and related information?

3. What influence does contextual information have in remembering

past experiences and related information using the Digital Parrot?

4. What influence does semantic information have in remembering

past experiences and related information using the Digital Parrot?

5. What influence do associations have on remembering past experi-

ences and related information using the Digital Parrot?

6. What is the study participants’ subjective experience of using the

Digital Parrot for remembering past experiences and related infor-

mation?

8.1.2 Approach

The study used a two-phase approach. In the first phase, the partici-

pants were interviewed about their experiences at a recently attended

academic conference. The interviews served to capture the participants’

192



8.2 Experimental design of the experiencing phase

experiences without the use of an augmented autobiographical memory

system.

The second phase consisted of an observational laboratory-based study

in which the participants were asked to recall experiences and related

facts. This phase used the Digital Parrot containing memory data ex-

tracted from the interviews and from other information available about

the conference (such as the conference website and the published pro-

ceedings). The second phase compared unaided remembering to remem-

bering using the Digital Parrot. It used a task-based method in which

questions were personalised for each participant but followed a shared

set of categories.

8.1.3 Trade-offs

The strengths of the study are its use of a naturalistic data collection

and a realistic timespan between making and remembering experiences.

A number of trade-off were made to achieve this, as is common with

evaluations of augmented memory systems (see Chapter 6).

The first trade-off was to involve a small number of participants (4)

who all shared a similar background (Computer Science). The study had

fewer participants than typical end-user studies in Human Computer In-

teraction and similar fields but more participants than many end-user

studies of CARPE systems that use the participants’ own data.

A smaller trade-off was made with regards to information input into the

system, to allow for a meaningful study within the scope and timespan

of the work presented in this thesis. The study tasks were not entirely

naturalistic, to improve comparability of findings across participants.

As in the other empirical parts of the research presented in this thesis,

the study focused on experiences while attending academic conferences.

8.2 Experimental design of the experiencing
phase

The first phase of the study captured some of the participant’s experi-

ences at an academic conference, similar to the experiencing and revis-
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ing phases of interacting with an augmented autobiographical memory

system as described in Chapter 4. The goal was to collect data for use

in the second evaluation phase. The study also allows insights into the

kinds of information people might wish to store in such a system when

they visit an academic conference.

This section describes the method, participants and procedure of the

experiencing phase as well as the types of data captured. It then de-

scribes the changes made to the experimental design based on a pilot

study and finally the results of the experiencing phase.

8.2.1 Method

This phase consisted of guided open interviews with individual partici-

pants. No time constraints were placed on the interviews.

8.2.2 Participants

Graduate students and academic staff members from the Computer Sci-

ence department at the University of Waikato were invited to participate

in this phase of the study. A further selection criterion was that each

participant needed to have attended at least one academic conference in

the months prior to the interview. Participants were also informed that

they should be available for follow-up sessions at a later time. Invitations

were sent via departmental e-mail lists.

The phase had five participants. At the time of the interviews, three

of these participants were members of academic staff in the Department

of Computer Science at the University of Waikato and two were PhD

students.

There was no overlap between these five participants and the partici-

pants in the study described in the previous chapter.

8.2.3 Procedure

The interviews took place approximately one to three months after the

participant had returned from the conference or conferences about which

they were interviewed.
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